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Abstract. The increasing reliance on data for decision making has led to a num-

ber of techniques for automatic knowledge acquisition such as Formal Concept 

Analysis (FCA). FCA creates a lattice comprising partial order relationships be-

tween sets of object instances in a domain (extent) and their properties (intent). 

This is mapped onto a semantic knowledge structure comprising domain con-

cepts with their instances and properties. However, this automatic extraction of 

structure from a large number of instances usually leads to a lattice which is too 

complex for practical use. Algorithms to reduce the lattice exist. However, these 

mainly rely on the lattice structure and are agnostic about any prior knowledge 

about the domain. In contrast, this paper uses existing domain knowledge en-

coded in a semantic ontology and a novel relevance index to inform the reduction 

process. We demonstrate the utility of the proposed approach, achieving a signif-

icant reduction of lattice nodes, even when the ontology only provides partial 

coverage of the domain of interest. 

Keywords: FCA, Semantic structures, Lattice reduction. 

1 Introduction 

Three main factors underpin the growth of data gathered by organizations today: the 

low costs of storage, the increasing role of ICT in business and the reliance on data for 

decision making at all organizational levels. Only a small percentage of the data gath-

ered is ever used, though, because of the difficulties in automatically analyzing the 

meaning (semantics) of the data. The problem of knowledge acquisition [1] includes 

processing voluminous data [2], understanding its meaning and relationships [3], and 

then presenting the results using simplified and relevant models [4].  

Manual semantic tagging of data for the purpose of knowledge acquisition is too 

labor intensive for practical use, and researchers are trying to automate this. One such 

technique is Formal Concept Analysis (FCA). FCA takes a table of incidence relations 

between sampled data instances and their properties, called a formal context, and con-

structs a lattice of partial order relationships between the instance sets and between the 

property sets.  However the lattices generated by FCA are too complex for practical 

semantic analysis of real-world datasets. Existing approaches to reduce these lattices 
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are based on mathematical measurements of relevancy [4] and do not consider existing 

knowledge of the targeted domain, even when it is formalized and represented in a 

semantic structure or an ontology.  

The similarities between FCA and ontology-based semantic representations have in-

spired a number of approaches drawing on both, such as merging different ontolo-

gies[5,6], ontology modelling and attribute exploration [7,8]. However, the use of ex-

isting semantic knowledge encoded as ontology to support the lattice reduction has not 

been explored until now.  Our main research question is thus:  

How can we use domain ontology to support attaching semantics to further instances 

in the domain through FCA? 

In this paper, we present an approach which answers these questions by using prior 

domain knowledge (encoded in semantic ontology format) to classify and guide the 

reduction process of a sampled formal context where not all instances are in the ontol-

ogy. The approach extracts semantic structures from the ontology, transforms them into 

a formal context and aligns the two formal contexts using two main activities (1) basic 

mapping using known instances which exist in both the ontology and the sampled for-

mal context; and (2) advanced alignment combining similarity measurements that use 

both instances and properties of the sampled formal context plus the concepts added 

from the ontology. Finally, the proposed approach uses the ontology generated one to 

reduce the sampled one, resulting in a lattice output of FCA which we show to be sig-

nificantly simpler than the lattice produced without the approach, and where concepts 

in the lattice are aligned with ontology concepts from the targeted ontology, thus clas-

sifying previously unclassified instances from the sample domain. The approach relies 

on a new concept relevancy metric called Discrimination Power Index (DPI).  

The proposed approach enables the construction of intelligent analysis tools that 

could be integrated within information retrieval and knowledge processing systems, by 

addressing the problem of large lattices produced when applying FCA to real-world 

data. We present results from a realistic case study which confirm the feasibility and 

the validity of the proposed approach. 

The remainder of this paper is structured as follows: Section 2 describes the back-

ground of the work. Sections 3 and 4 describe the proposal and define the proposed 

similarity and reduction indices and mechanisms. Section 5 provides a case study to 

evaluate the proposed approach and Section 6 concludes the paper. 

2 Background 

2.1 Formal Concept Analysis (FCA) 

Formal Concept Analysis (FCA) is a mathematical mechanism to automatically analyze 

the structure of a target domain [2, 9] and create a lattice representing partial order 

relationships between sets of observed (sampled) object instances in a domain of inter-

est  and between sets of their properties constructed from a matrix of incidence rela-

tionships. The resultant lattice is used to reason with these relationships and map them 
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onto a semantic knowledge structure representing concepts in the domain with their 

instances, properties and specialization relationships [2]. 

Definition 1. (Formal Context) A formal context is a triple 𝐾: =  (𝐺, 𝑀, 𝐼), where 

G and M are two sets of instances and properties respectively and I is a set of relations 

between instances of G and properties of M, 𝐼 ⊆  𝐺 𝑥 𝑀 . 

Definition 2. (Formal Concept) A formal concept is a pair (A,B), such that A⊆G, 

B⊆M, where 𝐴 =  𝐵′ (𝐵′ =  {𝑔 ∈ 𝐺| ∀𝑚 ∈ 𝐵: (𝑔, 𝑚)  ∈  𝐼}) and  
𝐵 =  𝐴′ (𝐴′ =  {𝑚 ∈  𝑀| ∀𝑔 ∈  𝐴: (𝑔, 𝑚)  ∈  𝐼}). 

The set of instances A represents the extension of the formal concept (extent) and 

the set of properties B represents the intent of the formal concept (intent). 

Definition 3. (Subconcept and Superconcept) The partial ordering relationship (≤) 

for context K may exist among each of the formal concepts. It is defined by a subset 

relation between the concepts’ extents or the superset relation between the concepts’ 

intents. That is (A1, B1) ≤ (A2, B2) ⇔ A1 ⊆ A2 (⇔ B2 ⊆ B1) where the concept (A1, B1) 

is considered a more specific concept, a subconcept of (A2, B2), compared to (A2, B2), 

which is a superconcept of (A1, B1). 

Definition 4. (Concept Lattice) A concept lattice (Λ) is the set of all formal concepts 

ordered by their partial ordering relationship (≤) of the context K and formulated as 

𝛬 = (𝐾, ≤). 

2.2 Semantic Web Ontology 

Ontology is defined as an explicit representation of a formal conceptualization of a 

specific domain where the semantics of information is specified using human-readable 

text formulated using a machine-readable language [10, 11] such as the Web Ontology 

Language (OWL).  

Domain experts have developed standardised and general-purpose ontologies to cap-

ture knowledge and share information in multiple disciplines such as the National Cen-

ter for Biomedical Ontology [12], the Financial Industry Business Ontology (FIBO) 

[13], and the Institutional ontology [14]. Most often, domain ontologies are designed 

to determine a set of data and its structure for the use of other programs. Ontology can 

be used as a data sharing mechanism between different software agents or applications 

such as the use of the ontology as a data interchange format [15] and as a data integra-

tion mechanism [16]. 

2.3 Existing Lattice Reduction Techniques 

A major issue with FCA is the large size of lattices generated from realistic data sets 

because of exceptions and noise [2, 17]. A number of algorithms have been developed 

to reduce the lattice based on the structure of the lattice itself. These are based on re-

dundant information removal, simplification or selection [4].  

Redundant information removal techniques aim to remove instances and/or proper-

ties without affecting the general lattice structure. Examples include incomplete deci-

sion contexts reduction [18] and attribute reduction by deletion transformations [19].  
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Simplification reduction is any technique that focuses on creating a high-level ab-

straction of the formal concept lattice, which only keeps the main key aspects. Exam-

ples are “junction based on instances similarity” (JBOS) reduction [20], and Fuzzy K-

Means clustering reduction [21]. 

Selection reduction represents any technique that focuses on choosing specific in-

stances, properties and/or concepts according to their relevancy measurements (a set of 

constraints that needs to be satisfied). Selection reduction can be based on different 

factors, such as weight (frequent weighted concept reduction [22]), logic (based on us-

er's attributes priorities [23]), or hierarchies (based on hierarchically ordered attributes 

[24]). This type of reduction is applied after the construction of the formal context has 

been completed [4]. 

All these techniques share a common shortfall by failing to consider existing domain 

knowledge, making the results more vulnerable to systemic noise in the data. 

2.4 Integrating FCA and Ontologies 

The definitions of FCA and ontology-based domain modelling may create a wrong im-

pression that both approaches are similar, whereas the FCA approach is quite different 

from the ontology approach in terms of core perspectives and language representations. 

Indeed, FCA follows an “inductive” approach, which is focused on constructing con-

cepts from individuals (extensional description of the domain), and represents intents 

and extents by atomic level of representation. Ontologies follow the opposite “deduc-

tive” approach, which is focused on inferring and reasoning relations between concepts 

starting from the concepts themselves (intensional definition of concepts), and repre-

senting them using a richer expression representation language [3, 25]. Therefore, On-

tologies and FCA could complement each other allowing better understanding of, and 

dealing with the complexity of data and knowledge [3].  

This complementarity has motivated research proposals for integrating these tech-

niques. An example is the use of FCA to merge different ontologies based on a bottom-

up approach with the help of natural language processing (NLP) and selective docu-

ments from the domain of interest [5, 6]. Another example is the use of an FCA ap-

proach in ontology modelling and the exploration of properties to discover implications 

over the target context [7, 8]. Yet, none of the proposed approaches uses domain 

knowledge (represented in a semantic ontology) in the reduction process of the FCA. 

2.5 Similarity Measurements 

We use three similarity measurements to align the two different formal contexts (ontol-

ogy-derived and sampled) and integrate them. The first two are well-known:  

Jaccard similarity coefficient index. This well-known similarity measurement [26] 

is based on the following formula: 

 𝑆𝐽𝑎𝑐 =  
|𝐵1∩𝐵2| 

|𝐵1∪𝐵2| 
 (1) 
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The Jaccard index of any two instances is the ratio of the number of common properties 

divided by the number of all properties that belong to at least one instance. 

Hamming Distance index. This is also a well-known similarity measurement [27] 

and is based on the following formula:  

 𝐷ℎ𝑎𝑚𝑚𝑖𝑛𝑔 = 𝑏 + 𝑐 (2) 

where b represents the number of properties that do not belong to the concept 1 but 

exist in the concept 2, while c represents the number of properties that belong to the 

concept 1 and do not exist in the concept 2.  

Both indices treat all properties as of equal importance whilst our observations 

demonstrate that some properties have a higher discriminatory power than others. We 

thus introduce a new complementary index called Discrimination Power Index (DPI), 

described below. 

3 Ontology-Informed Lattice Reduction Approach 

Our approach uses existing knowledge about the domain to simplify the lattice Λ when 

extracting structure from sampled data represented in a formal context K. We assume 

that the existing knowledge is in the ontology  and is encoded in OWL.  

The proposed approach for the FCA reduction could be divided into four main steps 

(shown in Fig. 1): (a) Data Extraction: extracting relevant portion from the ontology-

based knowledge base; (b) Data Transformation: transforming the ontology data and 

structure into a formal context format; (c) Data Alignment: aligning it with the sampled 

formal context; and (d) Data Reduction: reducing the unnecessary complexity of the 

formal context through the ontology concepts using a combination of measurements 

that allows a simplified and more stable FCA lattice to be produced. 

 

Fig. 1. The general outline of the Ontology-informed Lattice Reduction approach. 

During the initial processing steps (a) and (b) of the proposed approach, data from the 

semantic ontology source is extracted (using SPARQL queries) and transformed into 
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an acceptable formal context format (matrix of incidence). This creates the baseline for 

the integration between the ontology data and the targeted FCA lattice. It allows the 

alignment to be carried out as well as the enrichment of the targeted FCA lattice with 

high-level structural concepts (from the ontology). 

The Data Alignment step (c) starts by basic mapping - identifying the set of instances 

𝐺 that exist in both  and in K, using them to identify and mark their corresponding 

ontology concepts from  in K, adding the properties from these ontology concepts to 

𝐺, thus extending the current K into Ke. The approach then automatically associates 

the remaining instances 𝐺𝑅 = 𝐺\𝐺 that exist only in K to ontology concepts from Ke 

using: 

(1) The properties they have in common with the shared instances 𝐺  using the 

Jaccard Similarity index and Hamming Distance index (see Section 2.5), and  

(2) The discrimination power of their properties using DPI (see Section 4.1). 

The approach is thus an example of the selection reduction techniques according to 

Dias and Vieira [4]. 

This is followed by step (d) where Ke  is reduced using two reduction measurements 

(RAindex and RBindex) with their evaluation functions and the reduction function (see 

Section 4.2). RAindex aims to keep any property that is essential to a specific ontology 

concept from the used ontology and flag any property that has an uncertainty in the 

decision. RBindex is a complementary measurement to ensure the right reduction deci-

sion is applied for the properties flagged as uncertain by RAindex. Finally, reduction 

function is applied to the flagged incidence relationships (resulted from applying RAin-

dex and RBindex). 

The resultant formal context KR has three notable features:  

 It is smaller than the original context and has a simpler lattice. 

 It depends on the existing domain knowledge as captured in the ontology .  This 

is unique amongst the existing alternative reduction approaches.  

 The reduced lattice Λ is similar to, but not identical to the structure of the ontology 

  due to the existence of extra properties and instances. 

It is worth mentioning that  

(1) The idea behind the Data Extraction and the Data Transformation are indeed 

similar to the work presented by Andrews and Polovina [28] specifically in the 

transformation of the extracted triples into binary relationships. However, our 

approach differs as follows:  

(a) Our extraction approach works with ontologies and uses standardized se-

mantic query language (SPARQL) as well as standardized query engine 

(ARQ Engine). This allows us to apply the approach to different ontolo-

gies (encoded in various semantic formats) and increases the usability and 

the replications of the work in a wide range of development environments. 

(b) The outcome of the transformation stage is different as the extracted in-

formation is transformed into (i) matrix of incidence relationships as well 

as (ii) its hierarchical structure.  

(c) The technical implementations of those two stages are different because 

of the formats of the data and the way the data is being used. 
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(2) The approach uses the hierarchical structure from the ontology and set of prop-

erties and incidence relationships’ values to align and simplify the formal con-

text. This is specifically applied to all the proposed measurements of the ap-

proach (DPI, RAindex and RBindex). 

4 Formal Description of Data Alignment and Reduction 

4.1 Data Alignment 

To assign an instance from the sampled formal context to one of the existing ontology 

concepts, a combination of different similarity indices is used to evaluate and align 

concepts from both contexts based on their intents and extents. In this step, a Jaccard 

similarity coefficient index is first used. If this fails to produce a single “best match”, 

the Hamming distance is used, and if that is still inconclusive with several candidate 

concepts for best match, we use our proposed index DPI. 

DPI is thus a complementary metric. It selects one of the candidate ontology con-

cepts based on the discrimination power of their properties. The fewer the instances 

that share a certain property, the higher the discrimination power of this property: 

 𝐷𝑃𝐼 =  
|{∀𝑔∈𝐺 | 𝑏 ∈𝐵1 ∩𝐵2:(𝑔,𝑏)∈𝐼}|

|𝐺| 
 (3) 

In this equation, B1 is the set of properties of the evaluated unclassified instance, and 

B2 is the set of properties filtered by previous similarity indices for the same instance 

(defining the intent of candidate ontology concepts). DPI then is the ratio of the number 

of all instances that have incidence relationships with both B1 and B2 and the complete 

set of instances. This index relies on the sampled formal context K (using both G and 

M) to avoid misclassifying or choosing the wrong ontology concept during the trans-

form and align steps of the approach in an attempt to consider the big picture during the 

calculation. 

The assessment of different instances during the alignment process is always com-

paring any unknown instance with already assigned instances (aligned with the con-

cepts from the used ontology) and this applies to all the used indices in this step. The 

result of this step is an extended formal context incorporating both the sampled data 

and the data extracted from the knowledge base. 

4.2 Data Reduction 

During this step, the extended formal context (Knew:=(Gnew, Mnew, Inew)), which results 

from the alignment process above, is passed to the reduction process where two indices 

are applied before applying the reduction function. These indices identify the noise and 

the complexity that can be removed without affecting the stability of the sampled for-

mal context by utilizing the knowledge from the hierarchical structure of the ontology 

and the formal context derived from it. The ontology guides the reduction procedure 

and works as a reference point at all times. 
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The first index (RAindex): this is proposed to evaluate the value of each property 

regarding each one of the concepts from the domain ontology. This is to provide an 

indication whether a property is essential to a specific concept from the ontology or if 

there is an uncertainty in the decision.  

To do that, we scan every property from the extended formal context to check (1) 

whether all its instances have the evaluated classification concept from the ontology 

(meaning it is essential) or (2) whether none of its instances have the evaluated classi-

fication ontology concept (meaning it can be removed). This process is applied for each 

one of the ontology concepts and is formally represented as follows: 

 𝑅𝐴𝑖𝑛𝑑𝑒𝑥 =  
|{∀𝑔∈𝐺𝑛𝑒𝑤 | ∃𝑚∈𝑀𝑛𝑒𝑤 ∩ 𝑀 ⋀ 𝑐 ∈𝑀𝑛𝑒𝑤 ∩𝑀𝑂𝑛𝑡𝑜𝑙𝑜𝑔𝑦:(𝑔,𝑚)∈𝐼𝑛𝑒𝑤 ∩(𝑔,𝑐)∈𝐼𝑛𝑒𝑤}|

|{∀𝑔∈𝐺𝑛𝑒𝑤 | ∃𝑚∈𝑀𝑛𝑒𝑤 ∩ 𝑀∶(𝑔,𝑚)∈𝐼𝑛𝑒𝑤}| 
 (4) 

 𝑓(𝑅𝐴𝑖𝑛𝑑𝑒𝑥) = {
 𝑆𝑡𝑜𝑝             𝑖𝑓(𝑅𝐴𝑖𝑛𝑑𝑒𝑥) = 0 𝑜𝑟 1

 
𝑅𝐵𝑖𝑛𝑑𝑒𝑥            𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒                

  (5) 

Equation (4) takes the number of all instances that have incidence relationships with 

both the target concept (the evaluated classification concept from the ontology) and a 

property that exists in both the initial formal context and the new extended formal con-

text. This is divided by the number of the instances that have an incidence relation with 

the current evaluated property (regardless of their classification concepts from the on-

tology). The calculation of RAindex starts from the most abstracted concept of the on-

tology (the top level of the extracted hierarchical structure of the used ontology) to the 

most specialized concepts (the bottom level of the hierarchical structure). 

Then the ratio of these two parts (RAindex) is evaluated based on its value (5). If the 

RAindex value is 1, this means the evaluated property is a key property of the ontology 

concept or if the value is 0 then there are no incidence relationships connecting the 

evaluated property and the ontology concept. In both cases, there is no need for any 

reduction to apply. Otherwise, the second reduction index (RBindex) is applied to make 

the right judgment. 

The second reduction index (RBindex). This is a complementary index to ensure that 

the right action is applied, which allows the reduction process to be completed. It pro-

vides an indication where the reduction is necessary by flagging both the property and 

the ontology’s concept that needs the reduction. This is based on a specific reduction 

percentage (provided by the user of the system). 

To do so, we evaluate the instances of the selected property (received from RAindex) 

that share the targeted concept from the ontology with all the instances of the same 

ontology concept and check whether the ratio passes the reduction threshold or not. If 

the case is the latter, then this is finished by flagging the unnecessary incidence rela-

tionships within the selected property (which will be removed without damaging the 

stability of the formal context). This is formally defined as follows: 

 𝑅𝐵𝑖𝑛𝑑𝑒𝑥 =  
|{∀𝑔∈𝐺𝑛𝑒𝑤 | ∃𝑚∈𝑀𝑛𝑒𝑤 ∩ 𝑀 ⋀ 𝑐 ∈𝑀𝑛𝑒𝑤 ∩𝑀𝑂𝑛𝑡𝑜𝑙𝑜𝑔𝑦:(𝑔,𝑚)∈𝐼𝑛𝑒𝑤 ∩(𝑔,𝑐)∈𝐼𝑛𝑒𝑤}|

|{∀𝑔∈𝐺𝑛𝑒𝑤 | 𝑐 ∈𝑀𝑛𝑒𝑤 ∩𝑀𝑂𝑛𝑡𝑜𝑙𝑜𝑔𝑦∶(𝑔,𝑐)∈𝐼𝑛𝑒𝑤}| 
 (6) 
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 𝑓(𝑅𝐵𝑖𝑛𝑑𝑒𝑥) = {
 𝑇𝑟𝑖𝑚 (𝑚, 𝑐)             𝑖𝑓(𝑅𝐵𝑖𝑛𝑑𝑒𝑥) < 𝑅𝑒𝑑𝑢𝑐𝑡𝑖𝑜𝑛 𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑎𝑔𝑒

 
𝑆𝑡𝑜𝑝               𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒                                                       

 (7) 

Equation 6 presents the second reduction index as the ratio of the dividend part of (4) 

(the same translation provided in RAindex section) and the total number of instances 

which have incidence relationships with the evaluated ontology’s concept (regardless 

of their evaluated property from the formal context). If the ratio of the index (7) is over 

the reduction threshold then the evaluated property is an important property and should 

not be reduced. Otherwise, this indicates that the evaluated property related to the cur-

rent ontology concept can be removed. 

Based on the results of both RAindex and RBindex, the reduction function is applied 

when needed. Its function is to remove the incidence relationships between the in-

stances and the evaluated property related to the used ontology concept. This is done 

by scanning the extended formal context for any flagged incident relationship (resulted 

from RAindex and RBindex) and removing them from there. The formula of this func-

tion is as follows: 

𝑅𝑒𝑑𝑢𝑐𝑡𝑖𝑜𝑛(𝑚, 𝑐) = ∀𝑔 ∈ 𝐺𝑛𝑒𝑤 | 𝑚 ∈ 𝑀𝑛𝑒𝑤  ∩  𝑀 ⋀ 𝑐 ∈ 𝑀𝑛𝑒𝑤 ∩
                                      𝑀𝑂𝑛𝑡𝑜𝑙𝑜𝑔𝑦  ⋀ (𝑔, 𝑚) ∈ 𝐼𝑛𝑒𝑤  ⋀  (𝑔, 𝑐) ∈ 𝐼𝑛𝑒𝑤 ⇒ (𝑔, 𝑚) = 0 (8) 

It is worth mentioning that (1) the sequence of selecting the ontology’s concepts to 

apply the reduction indices is based on the level of the concepts in the original ontology. 

The reduction procedure is starting from level 0 which is the most general ontology 

concept, moving down level by level towards the most specific ontology concepts. (2) 

Both indices are relying on the intents and extents of the new formal context, the ontol-

ogy structure and incidence relationships to apply the right reduction at right places and 

avoid causing instability in the evaluated context. (3) The reduction is not a blind re-

duction and provides enough precautions and considerations before removing any inci-

dence relationships between the evaluated property and its instances that could cause 

instability to the whole process. (4) The result is resistant to wide-spread (systematic) 

noise as reduction indices rely on existing domain ontology to guide the reduction. 

5 Applying the Approach to Machine Learning Ontology 

and Formal Context 

This section tests the effectiveness of the approach by applying it to a case study of 

machine learning.  Indeed, machine learning and predictive analytics techniques have 

become increasingly popular with the proliferation of data, enabling value to be ex-

tracted from data which is too plentiful for human analysis. 

Designing and implementing a predictive analytics study is a complex process re-

quiring business understanding, data understanding, data preparation, modelling, eval-

uation and deployment [29]. Modelling focuses on selecting the appropriate machine 

learning technique and adjusting parameters to generate correct results. The decision to 

use a specific technique is driven by the characteristics of the data and the objectives of 
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the study. However, even an experienced data scientist can lack the holistic knowledge 

about all possible modelling techniques, and no single modelling technique has abso-

lute merit over others [30]. 

In this case study, we use semantic technology to capture and represent the 

knowledge related to machine learning techniques [31, 32] to support model selection. 

The knowledge is extracted and represented in an ontology covering a set of popular 

machine learning techniques, built into Microsoft Azure Machine Learning. This is an 

integrated analytics solution which enables a data scientist to select and deploy machine 

learning techniques on the cloud [33]. We have adopted the selection logic suggested 

by Azure Machine Learning to determine the appropriate machine learning techniques 

for different situations, and to construct our ontology (see Fig. 2). 

 

Fig. 2. The Machine Learning Techniques ontology (adapted from [33]). 

To illustrate the workings of the approach given the space constraints of this paper, we 

first use a simplified set of sampled data as in the formal context presented in Table 1. 

We then apply the proposed approach.  Fig. 3 shows the lattice of the extended formal 

context resulting from aligning the ontology with the sampled data (Data Alignment 

step). Then Fig. 4 shows the reduced lattice based on the reduced formal context (Data 

reduction step). 

Some properties in Table 1 such as ‘Fast training time’ and ‘Unsupervised learning’ 

are evidently not essential for the majority of the techniques.  Our approach has detected 

that and applied the reduction process to these properties. Other properties, such as 

‘Find unusual occurrences’ and ‘Discover structure’ are not popular in the formal con-

text (only appear in a couple of techniques), but are important for differentiating their 

instances, as they refer to two main machine learning categories: anomaly detection and 

clustering respectively (see Fig. 4), and should not be reduced (and the system has iden-

tified that). 

In the smaller example from the first phase, the calculated similarity is 100%. This 

is a very good indication as it reflects how the properties of the resultant lattice are 

related to the concepts from the ontology. When we apply the same calculation to the 

larger dataset in the second phase, the similarity is some 85%. This is expected since 

many properties and instances of the sampled formal context are not found in the on-

tology. 
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Furthermore, the pre-reduction lattice has 18 unique nodes of which only 10 are left 

after applying the reduction approach, a reduction of 44.44%. This result is with an 

RBindex threshold of 40%. Different thresholds were tested, for example at 30% the 

reduction was 16.66%, while increasing the threshold above 40% did not achieve sig-

nificant improvement of the reduction effect so 40% seems optimal here. 

Table 1. The Machine Learning Techniques formal context (adapted from [33]). 

 
As a second phase of validation, we run the approach using a bigger sampled dataset of 

207 unique nodes and 95 instances against the same ontology.  The application of the 

proposed approach achieves a maximum reduction of 70% lattice nodes, when RBindex 

threshold is 40%. It is worth noting that the threshold is not the only reduction factor 

since RBindex will only be used when the first proposed reduction index (RAindex) 

cannot produce an unequivocal decision 

As we are simplifying the lattice, part of the information is lost during the reduction 

stage. A very small dataset is more prone to lose crucial information yet this risk is 

reduced for realistic datasets with bigger sizes. 

In this specific case, the sampled dataset did not have enough support to keep the 

general ontology concept (“prediction”) in its position during the reduction process 

which caused the movement of this general concept to represent a more specialised 

concept in the resulted lattice (“Regression”/ “Predict Values”) (shown in Fig. 4). How-

ever, when we did the same experiment using a larger sampled dataset, the same ontol-

ogy concept kept in its position representing the general high-level ontology concept 

(even with a 90% reduction threshold). 

As the ontology is manually created to capture knowledge about the domain whilst 

the sampled context is generated from real data that likely contains a wider range of 

properties and instances, the simplified lattice produced by our approach is expected to 

be similar but not necessarily identical to the domain ontology. One measure of the 

Predict 

values

Find 

unusual 

occurrences

Discover 

structure

Predict 

between 

two 

categories

Predict 

between 

several 

categories

Supervised 

learning

Unsupervised 

learning

Fast 

training 

time

Ordinal_regression X X

Poisson_regression X X

Fast_forest_quantile_regress

ion
X X

Linear_regression X X X

Bayesian_linear_regression X X

Neural_network_regression X X X

Decision_forest_regression X X X

One_class_SVM X X

K_means X X

Two-class_SVM X X

Two-

class_averaged_perceptron
X X

Two-

class_Bayes_point_machine
X X

Two-class_decision_forest X X X

Two-

class_logistic_regression
X X X

Two-

class_boosted_decision_tree
X X X

Two-class_decision_jungle X X

Two-class_neural_network X X X

Multiclass_logistic_regressio

n
X X X

Multiclass_neural_network X X X

Multiclass_decision_jungle X X

One-vs-all_multiclass X X

Boosted_decision_tree_regr

ession
X X X

PCA-

based_anomaly_detection
X X X

Two-class_locally_deep_SVM X X

Multiclass_decision_forest X X X
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quality of the approach then would be to measure similarity - the percentage of the 

concepts from the ontology which appear in the final lattice.  We would only consider 

ontology concepts which have instances represented in the formal context because the 

ontology could be much larger than the domain represented in the formal context. 

 

Fig. 3. The visualization of the extended FCA lattice resulted from the data alignment step. 

 

Fig. 4. The machine learning techniques lattice after applying the proposed approach (RBindex 

threshold of 40%). 

6 Conclusion 

The proliferation of data and its importance for decision-making motivates the devel-

opment of automatic ways of extracting information about relationships between data 

instances. Using Formal concept analysis (FCA) to achieve this does not yield simple 

enough lattices and requires a reduction step to generate structures which are simple to 

understand whilst preserving key information about the domain. Existing reduction al-

gorithms are agnostic about any existing domain knowledge and this creates an oppor-

tunity to develop a new approach, which relies on the use of an existing domain 

knowledge encoded in a semantic ontology to inform the process of reducing the formal 

context and remove noisy data. Such an approach can enable the automatic processing 

of large data sets and thus support the construction of intelligent information systems. 

Our contribution to knowledge comprises an overall approach for ontology-driven lat-

tice reduction and a novel index called the Discrimination Power Index (DPI).  DPI is 
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used to align the ontology-derived formal context with the sampled formal context, 

enabling the consequent use of the Ontology-informed Lattice Reduction indices and 

functions, which rely on the existing semantic knowledge encoded as ontology to guide 

the reduction process. 

We report on two examples to confirm the feasibility and validity of the proposed 

approach. The approach achieves a significant reduction of lattice nodes creating a sim-

plified, yet relevant, result that could be used in practice. 
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