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Abstract—This paper describes the porting of the open source 

engineering software ParaFEM to the Intel Xeon Phi processor. 

The results of a preliminary performance study are presented for 

a new open source ParaFEM mini-app written especially for the 

purpose. The main findings of the study are that: (i) The original 

MPI-based software scales linearly on up to 56 of the 60 available 

cores; (ii) A new mixed mode MPI/OpenMP implementation 

boosts performance by a factor of 4 when using 4 threads per 

core on 1-16 cores (for the largest problem that fits in the Xeon 

Phi memory) and (iii) The best Xeon Phi solution time is ~2 times 

faster than the host; here comprising 2 x 12 core “standard” Intel 

Xeon processors. It appears that scaling beyond 16 cores and 4 

threads per core is limited by the amount of work available to 

each of the 240 threads. The authors propose a number of 

strategies that can be explored to reduce the memory footprint of 

individual finite elements so that a much larger problem can be 

tackled. With more “parallelizable work” per thread, we expect 

to be able to further improve the performance of the mixed mode 

MPI/OpenMP implementation. This work will be of interest to 

researchers and engineers who may wish to evaluate the Intel 

Xeon Phi for scientific computing, particularly those using the 

finite element method. 

Keywords—Xeon Phi; finite element analysis; element by 

element; engineering simulation; mixed MPI/OpenMP; mini-app 

I.  INTRODUCTION 

 ParaFEM is a parallel library for general purpose finite 
element analysis that has been written mainly in modern 
Fortran and uses MPI for message passing. It is supplied with 
a set of driver programs or “mini-apps” for solving different 
types of engineering problem. The ParaFEM software 
comprises a set of libraries for general purpose finite element 
analysis [1], a library that uses MPI [2] for parallel processing 
and a set of driver programs or mini-apps for specific types of 
engineering problem. The mini-apps are concise parallel 
programs of 2-4 pages in length. The philosophy behind 
writing mini-apps rather than a monolithic program is that it 
makes it easier for scientists and engineers to modify the 
programs for their own use. It also enables parallel computing 
experts to quickly evaluate strategies for improving 
performance. The source code for the software is fully 
documented, both from the point of view of the algorithms 
used and the meaning of each variable name, in the popular 
text book “Programming the Finite Element Method” [3].  

 ParaFEM has been used on various HPC systems including 
those at the Hartree Centre; the UK’s national HPC facilities 
ARCHER and N8 HPC; as well as systems belonging to the 
Partnership for Advanced Computing in Europe (PRACE).  

 Recently published work using ParaFEM involves a 
number of different scientific application areas including: the 
characterization of materials for fusion reactors [4]; assessing 
the structural integrity of nuclear power plants [5]; developing 
a multiscale modelling platform for fracture using a coupled 
cellular automata finite element strategy [6] and understanding 
microstructural deformation in bone [7]. 

ParaFEM uses a matrix free or element by element method 
[8]. This works very well in parallelising each stage of the 
finite element process: general housekeeping (building tables 
that relate nodes and elements to equations); generating the 
stiffness matrix for each element; solving the equations (using 
an element by element form of the Krylov solvers) and 
computing derived quantities such as stress or strain from the 
solution vector. No global matrix is ever created and this 
approach is widely known to be more memory efficient than 
global matrix assembly and factorization. The implementation 
therefore seems to suit the small memory footprint (per core) 
of the Intel Xeon Phi.   

For large finite element problems that involve many load 
steps or time increments, more than 90% of the time is spent 
in the solver. Drilling down, time in the solver is dominated by 
large loop count element by element “do loops” of small 
matrix-vector multiplications. Each matrix represents a single 
finite element and each vector relates to the element part of the 
global solution vector. Getting good performance on the Xeon 
Phi (and other types of hardware) therefore requires 
optimising this part of the computation.  

II. PORTING AND OPTIMISATION 

A. Hardware 

This research was carried out using the iDataPlex system 
hosted at The Hartree Centre in the UK. The system comprises 
84 nodes, each with 2 x 12 core Intel Xeon processors (Ivy 
Bridge E5-2697v2 2.7GHz). 42 of the nodes have an Intel 
Xeon Phi 5110P accelerator. Each Xeon Phi has 60 cores 
running at 1.052GHz and can support 4x threads per core.  



B. Software 

A new mini-app was written to help evaluate the 
performance of ParaFEM on the Xeon Phi. This was given the 
name xx16 and can be found in the ParaFEM repository on the 
Sourceforge platform [1]. xx16 contains instructions to 
evaluate a range of implementation strategies as well as built-
in timers and counters. The program outputs a high level 
report on the time spent in each major section of the program 
as well as an estimate the number of floating point operations 
per second. This research also made use of the Intel Vtune 
Amplifier XE performance monitoring software.  

C. Porting 

The ParaFEM software is built using a top level makefile 
that reads compiler specific flags from a machine specific 
include file. A new include file was written for the Intel 
compiler on the iDataplex system. Compared with using 
general purpose graphics processors, compiling for the Xeon 
Phi seems trivial. All that is needed to differentiate between 
compiling for a standard Xeon chip and the Xeon Phi is the 
addition of the compiler switch –mmic for the latter. The Xeon 
Phi runs its own installation of Linux locally, so an executable 
can be built to run on the card as easily as compiling for any 
other Linux system. 

The Xeon Phi can be used in three different ways: (i) as a 
traditional accelerator, offloading computationally intensive 
instructions from the host to the Xeon Phi; (ii) as a standalone 
processor, running the executable entirely on the Xeon Phi or 
(iii) in mixed mode, as part of a heterogeneous system 
whereby the domain of a problem is subdivided over all 
available cores (in both the Xeon host and the Xeon Phi card). 
In this paper, the executable is run entirely on the Xeon host 
and entirely on the Xeon Phi card, enabling a direct 
comparison of the use of 2 x 12 Xeon processors and a single 
60 core Xeon Phi card.   

A number of different compiler options were evaluated and 
the best performance on the Xeon Phi was obtained using the 
following flags: -O3  -align array64byte and -opt-streaming-
stores, the latter specifically to improve performance in 
memory bandwidth dominated programs. The sequential 
version of the Intel maths kernel library (MKL) was used for 
the matrix vector multiplication. The parallel version of MKL 
gave no benefit here because of the small size of the arrays. 

D. Mixed Mode MPI/OpenMP 

Previously unpublished work (carried out by MSc/PhD 
students at more than one research institution) has shown that 
the element by element preconditioned conjugate gradient 
(PCG) solver available in the ParaFEM library does not 
benefit from mixed mode MPI/OpenMP on standard x86 
processors. The documentation available for the Xeon Phi [9] 
is very persuasive regarding how the hardware has been 
specially designed for threading on each physical core. So, 
despite a poor track record for mixed mode MPI/OpenMP, we 
were encouraged to consider this strategy again. OpenMP 
directives were inserted into the elements loop for testing.  

The elements loop is parallelized using MPI, with each 
MPI process (or physical core) operating on its own local set 

of finite elements. The mixed mode MPI/OpenMP code 
subdivides these local loops further, allowing us to test 
performance on up to 60 Xeon Phi cores with up to 4 threads 
per core, 240 way parallelism. 

III. PRELIMINARY RESULTS 

A number of different test runs have been carried out, but 
here we focus on the results of one specific finite element 
problem that best illustrates our preliminary findings. The 
analysis involves applying a vertical load to a patch on the 
surface of a cubic elastic domain; an engineering test problem 
described in the text book for use with program p121, a mini-
app for the stress analysis of an elastic material [3]. In 
ParaFEM, there is a command line program called 
p12meshgen that can be used to quickly generate input decks 
of different sizes for this problem. 

It should be noted that this section reports on the 
performance of a distributed do loop in the PCG solver that 
operates on a local set of finite elements assigned to each core. 
The results are representative of any general finite element 
analysis that uses the PCG solver, both from the point of view 
of the geometry of the model and the physics of the problem.  

Every finite element stiffness matrix in the mesh is 
assumed to be unique, so each one has to be stored in memory. 
The “do loop” involves multiplying each stiffness matrix (here 
60 by 60 double precision floating point numbers) by a vector. 
Relevant problems include those involving material or 
geometric nonlinearity (plasticity [10] and large deformations 
[7]); transient heat flow [4]; thermo-mechanical stress analysis 
[5] and forced vibrations [3].  

The largest test problem (for the cubic domain) that could 
be stored in the 8GB memory of the Xeon Phi card, using this 
particular version of ParaFEM, was a mesh of 42,872 twenty 
noded hexahedral elements (521,780 equations to be solved).  

A. Speed-up 

Fig. 1 shows speed-up for the largest test problem. The 
original MPI implementation (labeled 1 thread per core) scales 
linearly with increasing number of cores, with a slight drop off 
between 56 and 60 cores.  

The speed up for 4 threads per core was calculated with 
respect to the time taken using 1 MPI core (with 1 thread). 
This helps highlight the advantage of the mixed mode 
MPI/OpenMP implementation. The mixed mode program 
shows a striking improvement in performance compared with 
the MPI only execution. On 1 to 16 cores, the use of 4 
OpenMP threads per core leads to a “perfect” factor of 4 
reduction in run time. Core counts greater than 16 cores do not 
continue this trend. 

B. Percentage Peak Performance 

 The Xeon Phi used in this paper has a theoretical peak 
performance of 2 teraflops for single precision and 1 teraflop 
for double precision floating point operations. Here, the finite 
element mini-app has been compiled for computation using 
double precision. Fig. 2 shows that the (best to date) MPI 
implementation only achieves ~2.5% of peak performance  



 

Fig. 1. Speed-up using 1 thread and 4 threads per core 

 

 

Fig. 2. Operations per second using 1 thread and 4 threads per core  

 

 

Fig. 3. Number of finite elements per thread 

 

 

using 60 cores. In the mixed mode MPI/OpenMP case, there is 
a modest improvement to ~4% peak using the maximum 
number of threads and cores, i.e. a maximum of 240 processes. 
The dotted line in Fig. 2 shows that if the 4 threads per core 
data series continued scaling linearly, this part of the mini-app 
could be expected to achieve a more respectable ~10% peak 
performance. 

C. Number of finite elements per thread 

 Fig. 3 shows the number of finite elements that each thread 
processes during the analysis. For the MPI only 
implementation (1 thread per core), performance scales 
linearly on up to 56 cores. This corresponds to ~765 elements 
per core. In the mixed mode MPI/OpenMP case, performance 
drops off markedly after 16 cores and 4 threads per core (64 
threads), ~670 elements per thread. The number of elements 
reduces to ~178 elements per thread when the maximum 240 
threads are used. 

D. Comparison with the Xeon host 

 The best performing Xeon Phi implementation reported 
here runs around twice as fast as the 2 x 12 core Xeon 
processors on the host. At the moment, care needs to be taken 
in comparing the two platforms. There are further performance 
optimisations that can be implemented and tested on both. 

IV. DISCUSSION 

One of the key features of the finite element method is that 
it can be used to predict a range of physical processes 
occurring in domains of arbitrary geometry. In 3D, individual 
hexahedral or tetrahedral elements do not need to be perfect. 
They can be distorted so that a mesh can fill any space. As 
long as the elements have good aspect ratios, then the finite 
element method will give reasonable results.  

The characteristics of a finite element, such as the shape 
and material properties, are captured in the element stiffness 
matrix. In any general problem, it is standard practice to create 
and store a unique element stiffness matrix for every element 
in the mesh. In this paper, our results indicate that, for the 
largest general problem that can be stored in 8GB RAM, there 
is not enough work to keep all the available hardware of the 
Xeon Phi busy.  

To address this problem, it is possible to reduce the storage 
requirements per element in certain problem specific cases. 
For example, when a mesh comprises identical elements, it is 
only necessary to store one stiffness matrix. In that case, the 
loop of matrix-vector computations can be replaced by a 
single matrix-matrix multiply. Typically meshes are not like 
this, as the nuclear model in Fig. 4 shows. This model has 
elements with different shapes on the face. Looking down the 
bore, each of the face elements sits on top of a column of 
identical elements. In this case, only elements on the top face 
need to be stored.  

In some engineering problems, the stiffness elements are 
symmetrical, so only half needs to be stored. In the extreme 
case, when the elements are perfect hexahedra, some of the 
values in the symmetric part of the matrix are repeated.  



 For example, the stiffness matrix storage for 8 node 
hexahedral elements derived from voxel-based meshes (Fig. 5) 
can be reduced from 24 x 24 floating point numbers to just 5. 
All the cases described have been coded in program xx16. 

One final remark is that here, we advocate looking for 
ways of reducing the storage required by each finite element - 
in order to deal with the difficulties that arise due to the small 
memory footprint per core (133MB) or per thread (33MB). 
The implication is that to achieve good performance, it may be 
better to have many “simple” low storage overhead finite 
elements in a mesh than a completely unstructured one where 
every element is unique. However, the story is not so simple. 
An area of active research in finite element analysis is the 
development of enriched elements to deal with special cases 
such as fracture; near incompressibility of the material or 
highly distorted elements [11]. These require an increased 
amount of storage and larger number of floating point 
operations per element. Getting the balance right, between 
computer performance and the accuracy of the engineering 
solution is therefore quite tricky! 
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Fig. 4.  Finite element mesh of a nuclear graphite brick comprising 

arbitrarily shaped hexahedral elements. 
 

 
Fig. 5. Slice through a typical X-ray tomography scan of nuclear graphite 

and voxel mesh based on patch of X-ray tomography data. 

 


