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Preface

This volume contains the papers presented at TAROS 2022, the 23rd Towards
Autonomous Robotic Systems (TAROS) Conference, held at Culham Science Centre
by the Remote Applications in Challenging Environments (RACE) Department of the
UK Atomic Energy Authority (UKAEA), Abingdon, UK, during September 7–9, 2022
(https://ukaeaevents.com/23rd-taros/).

TAROS is the longest running UK-hosted international conference on robotics and
autonomous systems (RAS), which is aimed at the presentation and discussion of
the latest results and methods in autonomous robotics research and applications. The
conference offers a friendly environment for robotics researchers and industry to take
stock and plan future progress. It welcomes senior researchers and research students
alike, and specifically provides opportunities for research students and young research
scientists to present their work to the scientific community.

TAROS2022was held in theCulhamScienceCentre, homeof theUKAtomicEnergy
Authority, including the Remote Applications in Challenging Environments (RACE)
facility, and the Joint European Torus (JET) fusion energy experiment. The papers in
this volume were selected from 38 submissions, which were sent for single-blind peer
review. Out of these, 14 full papers and 10 short papers were selected for the conference,
which is a 63% acceptance rate. The conference programme included an academic
conference, industry exhibitions, robot demonstrations, a tour of JET and the robotics
facilities supporting its remote handling, and a conference dinner. The program covered
robotic systems, human–robot interaction, robot navigation and planning, robot control,
and industrial robots, and highlights included

– Keynote lectures by world-leading experts in robotics, including lectures by Paul
Newman from the University of Oxford, UK, and Luc Jaulin from ENSTA Bretagne,
France,

– An IET-sponsored evening lecture by Rob Buckingham, co-founder of OC Robotics
and current head of the RACE department within UKAEA,

– Poster presentations, covering various topics of robotics, mobile robots and vehicles,
robot design and testing, detection and recognition, learning and adaptive behaviors,
human–robot and robot–robot interaction, and

– Industrial and academic exhibition stands.

https://ukaeaevents.com/23rd-taros/


vi Preface

The TAROS 2022Organizing Committee would like to thank all the authors, review-
ers, and the conference sponsors, including the UK Atomic Energy Authority, IET, and
Springer for their support to the conference.

September 2022 Alice Cryer
Salvador Pacheco-Gutierrez

Ipek Caliskanelli
Harun Tugal

Robert Skilton
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A Distributed Approach to Haptic
Simulation

Dan Norman1(B) , William Harwin1,2 , and Faustina Hwang1

1 University of Reading, RG6 6AY Reading, UK
d.j.norman@pgr.reading.ac.uk, {w.s.harwin,f.hwang}@reading.ac.uk

2 RACE UK Atomic Energy Authority, Culham Science Centre, Abingdon, UK

Abstract. The quality of the physical haptic interaction and the need
to link the haptic device or devices to high quality computer simulations
in a time critical way are two key problems in modern haptic rendering.

Additionally, in large simulation environments, the need to update
the dynamic state of every object is required, even if the objects are
not involved in haptic feedback. This can result in a decreasing haptic
update rate for increasing simulation complexity.

A possible way to address these conflicting requirements is to con-
sider control structures that operate at differing loop times and consider
issues such as stability in the context of these loop times. This paper
therefore, outlines a flexible rendering architecture to manage the con-
flicting requirements of simulation quality and simulation speed across
multiple devices.

Keywords: Distributed systems · Haptics · Multi-finger · Bi-manual

1 Introduction

One hurdle towards securing sustained interest for higher quality devices is the
high cost of the haptic device and difficulty when adapting bespoke haptic devices
to a specific task. Considering applications as a distribution of hardware and
software may allow a more universal consideration of haptic based simulators
and could also lead to the establishment of standards for haptic simulators.

This paper considers the above dilemma from the perspective of haptics
as a distributed system. Distributed systems can be applied to haptics in two
ways, physical distribution and control distribution. Physical distribution of the
haptic hardware is considered as a potential method to create re-configurable
multi-point haptic devices. Control distribution refers to the process of creating
control software that has capabilities ranging from allowing physical distribution
to function to increasing simulation stability in complex environments by limiting
the number of objects handled in the haptic update, and therefore reducing the
delay in the system [3].

Distributed control is widely used in the process industry and research on
swarm robotics [10], where each robot can be considered a node in the control
c© The Author(s), under exclusive license to Springer Nature Switzerland AG 2022
S. Pacheco-Gutierrez et al. (Eds.): TAROS 2022, LNAI 13546, pp. 3–13, 2022.
https://doi.org/10.1007/978-3-031-15908-4_1

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-031-15908-4_1&domain=pdf
http://orcid.org/0000-0001-7041-9972
http://orcid.org/0000-0002-3928-3381
http://orcid.org/0000-0002-3243-3869
https://doi.org/10.1007/978-3-031-15908-4_1
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network. However, the bandwidth of the communication channels tends to be a
limiting factor in distributed systems. Therefore, there have been attempts to
reduce the amount of data needing to be sent. One example is a system that
uses state estimators [15] to predict what the other nodes are outputting rather
than having each node sending an update to over the whole network.

2 Physical Distribution

Physical distribution refers to how the haptic devices in a multi device setup are
connected to each other, and the hardware that runs the control software. One
of the simplest types of physical distribution is a pair of devices that have been
connected to the same controller board to allow for two point haptic interaction,
for example a two finger grasp [2].

The inputs and outputs of both devices are sent to the same controller board,
which is connected to a computer and uses a control software library that expects
two devices regardless of configuration. As such these two devices, which are
approximating a single multi-point device can be reconfigured without needing
any changes to the base level controller.

An alternative concept for implementing physical distribution is to create a
system that consists of multiple device control boards connected by communi-
cation channels to the same simulation.

This can be used to create a system of devices with mixed locality, where
some devices are connected directly to the machine running the simulation envi-
ronment and others are connected indirectly. This concept has been partly imple-
mented on a test-bed haptic environment developed at the University of Reading
and is shown in Fig. 1. The test-bed haptic environment (colloquially known as
the Matrix) consists of two pairs of devices and their two corresponding control
boards. Two control boards are used as each board can only have two devices
connected to it. One of the boards is connected directly to the computer running
the simulation while the other is connected indirectly via a secondary computer
using an Ethernet cable. Communication over the Ethernet cable was handled
by the communications protocol called UDP. The CHAI3D simulation frame-
work [4], using the bullet physics module, is being used to test the effect of
remote (indirectly connected) devices on simulation performance. The experi-
ment consists of a pick and place task where the local pair represent one hand
and the remote pair the other. The initial results from this experiment suggest
that UDP over Ethernet could be a viable method for physical distribution, as
the simulation remains stable and runs at least 1 kHz even when all four virtual
end effectors are contacting the simulated cube and returning a force.

If the communication channels between the simulation (host) computer and
the peripheral computers do not significantly increase the delay in the system it
will not be necessary to have a device control board located within the computer
running the simulation. The choice of communication channel and communica-
tion protocol types will impact system delay as each channel has constraints on
capacity and speed. Additionally there is often a trade off between speed and
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Fig. 1. The University of Reading bi-manual test-bed, comprising of 4 devices that are
based on the phantom [7], arranged in pairs with one pair having a direct connection
to the simulation environment and the other an indirect UDP based connection.

reliability in communication protocols. For example, UDP type communication
is fast with less computing overheads but receipt of the data is not guaranteed,
whereas TCP type communication is slower but guaranteed to deliver data and
packet order can be reconstructed [1].

Figure 2 provides an example of a generalised configuration of the hardware
where the devices are connected to a control board, which is within a periph-
eral computer/machine, with the encoder and motor values being sent via a
communications channel. This configuration has the advantage of functioning as
a plug-and-play type system where the number of devices is controlled by the
number of peripheral machines. In addition, the peripheral machines can vary
in complexity based off of whether they are intended to do any of the processing
for the simulation or simply act as data relay stations.

A consideration when working with multiple nodes (e.g. multiple haptic
devices, the virtual environment and other sensors such as the Vicon (vicon.com)
for movement tracking) is the need to agree to a common coordinate frame. In the
absence of a well defined relationship between these different coordinate frames,
a least squares calibration can be used. Consider two sets of Cartesian data of
the same point �s moving in the workspace. If fS =

[
f�s1

f�s2 ...
]

is collected from
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Fig. 2. Diagram displaying a generalised configuration of the hardware, where all of the
devices are remote to the host computer, with communication channels denoted by the
blue arrows. This configuration presents a plug-and-play type solution with peripheral
machines of a lesser complexity than the host computer. (Color figure online)

the fiducial device while cS =
[
c�s1

c�s2 ...
]

represents the same positions but col-
lected in the coordinate frame of the device to be calibrated then, in a linear
workspace we can assume

cS = c
fT fS

where c
fT is a 4 × 4 homogeneous transform matrix linking the two spaces. A

least squares solution to this equation is straight forward, e.g. Moore-Penrose
inverse. Leading to the solution

c
fT = (fST fS)−1fST cS

This technique was used in the University of Reading test-bed using the Vicon
as the fiducial device for calibration.

3 Control Distribution

Control distribution can be considered from two perspectives: distribution of
the physics simulation and distribution of the underlying computational process.
Physics simulation distribution pertains to the question of how collision detection
and physics update calculations should be implemented within the simulation
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code. Whereas, process distribution refers to the code functionality that allows
for physical distribution and the code that allows the distributed physics to
interface with the rest of the program.

In haptics it is often assumed that having a physics engine that can handle
all objects in the environment at a minimum update rate of 1 kHz is a necessity.
In practice haptic interactions can be stable at much lower update rates, and
there are other factors that influence the limit cycles [11]. Currently there seems
to be two main concepts of implementing physics in haptic simulations: First,
having a single physics update loop that handles all objects in the simulation
or second, having multiple physics update loops to enable graphical and haptic
physics to update at different speeds. Chai3D [4] is an example of the first
approach. An example of the second approach is Toia from Generic robotics1,
which uses a commercial physics engine ‘Carbon’ running on the multi-core CPU
to compute the haptic physics, and the PhysX engine running on the GPU to
update the physics of non-haptic objects at a speed suitable for stereoscopic
computer graphics rendering2.

Having multiple physics loops is likely to be preferable in complex multi-
contact point haptic simulations since this will allow high loop times for indi-
vidual haptic devices and complex physics on objects that are only needed for
graphical rendering. The overhead for this approach is that the location of haptic
objects must passed to the graphics render engine, and that it may be necessary
to interchange objects between the haptics and graphics physics programmes.
The benefit is that in large complex environments objects that don’t need to
be handled at haptic speeds can be handled in a separate “graphics” physics
loop. Thus more haptic objects and points of contact can be computed in large
and complex simulated environments before performance starts to degrade and
instabilities start to appear.

3.1 Physics Engines and Haptics

The potential of using multiple physics engines in a simulation requires consid-
eration into what physics engines are suitable for use in haptics and which are
only suitable for the graphical rendering of non-haptic objects. The main consid-
eration when choosing a physics engine for haptic, and robotic limb, simulation
is the trade off between simulation speed and physical accuracy [5]. Table 1 lists
some contemporary physics engine libraries with what type of dynamics they
use, as well as their licence and primary application types.

Of the engines listed in Table 1 most of them were created with the pur-
pose simulating physics for computer games and as such are designed with more
emphasis on ensuring the results create a visually pleasing result when graph-
ically rendered, often at the cost of an accurate portrayal of the underlying
physical system. This is because, of the three types of dynamics used in physics

1 https://www.genericrobotics.com/.
2 Information from personal correspondence.

https://www.genericrobotics.com/


8 D. Norman et al.

engines, force based dynamics are considered to be the slowest and most accu-
rate whereas position based dynamics are considered to be the fastest, but with
the most deviation from the physical system it is simulating [8].

Impulse based dynamics are assumed to lie between force based dynamics
and position based dynamics in terms of speed and accuracy. An approach to
rendering both solids and fluids using a point based physics is also possible in
a haptics context, but is computationally expensive requiring GPU hardware to
achieve haptic rendering speeds [13].

Both ODE and Bullet are used by Chai3D [4], which is evidence that impulse
based dynamics can be suitable for haptics though additional code needs to be
generated by the haptic handler to calculate forces from outputs of the physics
engines. Though the work by Erez et al. [5] would suggest that MuJoCo would
be better suited.

Table 1. Table to list a variety of Physics engine libraries and provide information use-
ful for determining if they are suitable for haptics. Primary dynamics type is supplied
when known explicitly, developers own terms used otherwise.

Engine Dynamics Licence Primary applications Source

ODE Impulse Open source Gaming ODEa

Havok Constraint based Commercial Gaming Havokb

PhysX Position Open source Gaming NVIDIA PhysXc

Box2D Impulse Open source Gaming Box2Dd

Bullet Impulse Open source Gaming and robotics PyBullete

Carbon Constraint based Commercial Gaming and animation Numerion softwaref

MuJoCo Impulse Open source Robotics MuJoCo [12]

Dart Constraint based Open source Robotics Dartsimg

Simbody Constraint based Open source Bio-simulation and gaming SimTK: Simbody [9]
ahttps://www.ode.org/
bhttps://www.havok.com/havok-physics/
chttps://developer.nvidia.com/physx-sdk
dhttps://box2d.org/
ehttps://pybullet.org/wordpress/
fhttps://www.numerion-software.com
ghttps://dartsim.github.io/index.html

However, regardless of the engine chosen to handle haptics, a second process
is needed to handle the non haptic objects. This second process can either be
the same physics engine as that used for computing haptic response to physical
encounters, or like Toia it could be a different physics engine. If the object
representation is different for the two engines then conversion between object
representation would be needed across the functionality of objects rendered in
these physics engines.

https://www.ode.org/
https://www.havok.com/havok-physics/
https://developer.nvidia.com/physx-sdk
https://box2d.org/
https://pybullet.org/wordpress/
https://www.numerion-software.com
https://dartsim.github.io/index.html
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3.2 Transferring Objects Between Physics Engines

A simulator that has the functionality of changing which of the physics engines an
object is handled by is theorised to allow for further increases to the complexity
of the simulation environment without decreasing haptic refresh rate to a point
that causes instability.

The theory is based on the fact that objects that are not involved in haptics do
not need to be computed as fast as objects that are involved in haptic feedback.
Therefore, in order to keep the haptic refresh rate as high as possible only the
objects currently involved in the calculation of the feedback force to be generated
should be dynamically simulated at haptic speeds.

Fig. 3. Diagram displaying a configuration of the physics engines and object handler
for a haptic simulator that can change which physics engine handles a particular object
at each iteration. Object library contains all material, shape and location details at
the beginning of the simulation. While the simulation is running these objects will
be passed between the library and the local device haptic physics nodes. The object
handler brokers these exchanges. This allows high speed update of objects that have
a direct or semi direct contact with the individual haptic device. Two approximate
channel capacities are shown. Blue channels are of the order of 60 kHz, red channels
are notional haptic speeds of > 1 kHz (Color figure online)

In order to achieve a haptic simulator that can change which physics engine
an object is handled by an object library that is accessible by both physics
engines and an object handler function, that determines which engine has access
to what objects, would be required.

Because the system would now be comprised of three elements, each with
their own data and refresh rate requirements, the distribution of the control
software can considered in terms of the capacity and speed of communication
between the elements.
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The diagram in Fig. 3 provides an example of how the two physics engines
could interface with the object library via the handler and other elements nec-
essary for simulation. It also illustrates the potential communication speeds
between the elements, based off of the refresh rate of their internal loops.

As the object handler controls which of the objects are handled by the haptics
physics it needs to be able to determine when to assign the objects. In addition
the handler needs to make these assignments in regards to every connected haptic
device and as such needs to happen at fast loop speeds, preferably the same speed
as the haptic physics loop.

Therefore it is proposed that a method based on broad phase collision detec-
tion be used in the handler to determine which objects in the environment are
to be handled by haptics physics. This is because broad phase collision detection
methods are designed to operate quickly over all objects in the scene in order
to ensure only objects that might be colliding are passed to the next phases of
collision detection and resolution [6].

3.3 Multiple Haptics Physics Engines Approach

While Fig. 3 describes a system that uses two physics engines, one for graphical
objects and one for haptic objects, it would be possible to expand the framework
to work with more than two physics engines. When using three or more physics
engines for example, one of them would handle the graphical physics and the
others would handle the physics for a subset of objects across the set of haptic
devices.

In such a system each device or device group can be considered to be part of
an inner closed loop system (Fig. 4), within the larger system, with impedance
provided by the human user and object information being exchanged with the
object handler.

Figure 4 shows a possible node for one part of the arrangement described
above. Stability of this type of structure is relatively well understood for simple
physics. For example Colgate and Schenkel [3] show a stability condition for
Fig. 4 where the collision detector is a ‘relop’ function and the collision response
is a PD controller of the form

H(z) = K + B
1 − z−1

T

where K is the proportional gain of the digital controller, B is the differential gain
and T is the sampling time of the control loop. The haptic device is assumed to
have an implicit damping b in which case Colgate and Schenkel stability requires

b >
KT

2
+ |B|

Additionally, the variables J and JT in the control loop are generalised trans-
forms from Cartesian space to joint space and back again, and are not necessarily
Jacobian matrices.
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Fig. 4. Block diagram of haptic device showing a generalised inner closed loop with
human interactions considered as an impedance and haptic physics and exchange of
information with object handler. (Color figure online)

This type of controller assumes a backdrivable type of haptic device. Devices
with an admittance control allow the forces from the human fh to be included in
the control loop. The controller is necessarily a mixture of continuous time ele-
ments (amplifiers, actuators, linkages) and discrete time elements (digital com-
puter with sampler and zero order holds (ZoH)).

Because the object handler as well as physics engines on other nodes will have
a lower update time contact instability will be possible. However, passing the
control of an object to a haptic device that is local to the persons space should
enable these instabilities to be better managed. This would also lend itself to
collaborative simulations where the two users can come into contact with the
same objects or each other. This is due to the fact that until the users come into
close proximity, or indirect contact, their respective devices are not impacted by
the feedback forces caused by the other user. Though when in close proximity or
contact, the two physics loops will either need to communicate or be superseded
by another physics loop that is included to handle these situations.

Additional benefits of a system that uses multiple haptic physics loops are
that it would be tolerant of individual node failures since all haptic devices run
their own version of the physics, and that the devices being connected and their
physics engine do not have to be of the same type. For example, a simulation
could be run where one of the devices is a device like the phantom [7] and the
other could be a planar device like the haply 2diy [14].

4 Conclusions and Further Work

This research sought to determine if viewing haptics simulation in terms of a
distributed system would have the potential to improve performance by address-
ing the problems of requiring high quality physical haptic interaction in complex
environments and the need to link devices to high quality computer simulations
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in a time critical way. This was done by considering distribution in terms of
physical and control distribution.

The work on physical distribution has shown that stable physical distribution
can be achieved if the communication channels used have the required bandwidth
and speed. Initial experiments using the university of Reading haptic test-bed
(Fig. 1) have suggested that the UDP type communication protocol using Eth-
ernet cables are an example of a suitable type of communication channel and
protocol for producing stable simulations. However, more work needs to be done
to determine the best choice for communication channel and protocol.

The work on control distribution has shown how expanding on the type of
control distribution used in Toia allows for the system to be considered a closed
loop with many inner closed loops. Which in turn allows for a system to be
proposed that takes Toia’s approach to reducing computation at haptic speeds
even further (Fig. 3), by varying the number of objects in the haptic physics
every loop.

Following on from this research, work focusing on developing the object han-
dler functionality, it’s associated simulation control structure (Fig. 3) and testing
its performance in large, complex, and collaborative environments to determine
if it does provide a better alternative to a single powerful physics engine and
computer running all the haptic objects will be carried out.
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Abstract. The field of soft robotics aims to improve on limitations of tra-
ditional rigid robots by using naturally compliant materials. This work
designed a novel robotic end-effector, inspired by two-handed human
grasping and fabricated using 3D printing, that is capable of lifting tar-
get objects without exerting large forces. The end-effector is a hybrid of
rigid and soft materials, and aims to be simple, low-cost, and fabricated
using a reliable process. Grasp tests were performed on a wide range of
target objects and the success of the design is evaluated in terms of grasp-
ing capability and fabrication process. Results show the capability of the
novel design to lift a range of target objects, and highlight improved grasp-
ing performance over other types of gripper. Material costs and fabrica-
tion/assembly time of the 3D printed components are also presented.

Keywords: Soft robotics · Robotic grasping · 3D printing

1 Introduction

Soft robotic grippers used for grasping and pick-and-place operations have many
advantages over traditional rigid designs. They also present challenges, requiring
different methods of design, fabrication, actuation, and control. One such chal-
lenge is that soft robots are more structurally vulnerable [17]; [14] suggests that
some soft materials are “not suitable for manipulating heavy objects”. Hybrid
robots that combine hard and soft materials, such as the designs presented in
[1] and [21], can therefore leverage the strengths of both approaches [20].

Many soft robots are biologically inspired due to the soft bodies of animals
providing abilities such as conforming to surfaces, adapting to changing environ-
ments, and damping impact forces, influencing soft robots to be equipped with
capabilities based in material properties, rather than complex control systems
[18]. There are also challenges in building bio-inspired soft robots; without a
skeleton soft animals cannot support much weight [18], and there is no mechan-
ical equivalent to animals’ complex muscle structures [14] with comparable size
and performance [11] so alternative actuation methods are required.
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A specific biological influence is the human hand (e.g. [4,5]), a popular source
of design inspiration due to its ability to manipulate objects of various shapes,
sizes, and materials [2]. However, robotic hands that attempt to mimic human
capabilities are often expensive, difficult to design, and require complex sensing
and control [5]. Many designs use just the idea of how human fingers are used
to grasp objects, such as [6–9,12–14,21,25], which demonstrate a wide range of
finger-based designs, suggesting that fingers are a good source of inspiration,
with much variation possible based on the same structure. While hand-based
designs have superior dexterity and can perform a wider range of motion, finger-
based designs are much simpler in design, construction, and control, while still
exhibiting successful grasping of target objects.

Actuation is an important consideration and challenge in soft robots, par-
ticularly due to their compliant structures that require under-actuation and
cannot support heavy actuators. Whereas rigid robots typically use an elec-
tric motor in every joint [24], the compliant and flexible material of soft robots
must move unrestrained by rigid joints, and controlling the shape and tip posi-
tion of a continuum-like structure is more challenging [22,24]. Pneumatic actu-
ation is a popular method [22], and has been successfully used in many soft
robots [5,7,8,12,14,21,25]. Advantages include rapid actuation [14], robustness
to impact [5,8], and actuation of multiple fingers simultaneously [12]. Pneu-
matic actuators also have many limitations; they can rupture [22], easily be
cut or pierced [5], and require extensive additional pressure infrastructure [20]
which is usually big, bulky, and inefficient [8,22]. Another common method of
actuation is tendon-driven actuation [22], also used in many soft robot designs
[3,4,6,9–11,13,16,19] and chosen due to advantageous properties such as tendon
cables’ light weight, flexibility, and possibility of miniaturization [19] and ability
to bend a soft structure with a single cable [3,6]. [13] used tendon-driven actua-
tion as it was low cost, compact, and required simple controls, and highlighted
how it allowed for an under-actuated mechanism requiring only a single motor
and cable to control three soft fingers. Tendon-driven actuation can also provide
an under-actuated adaptive grasp, where a robot can conform to an uneven or
unexpected object shape [4,16]. Tendon-driven actuation does have some limita-
tions, such as the possibility of tendon derailment – often specifically accounted
for [11,15,16] – and reliability and lifetime of the system – often not consid-
ered but discussed extensively in [17]. Despite these limitations, tendon-driven
actuation is a very promising technique for the actuation of soft robots.

One of the main benefits of soft robots is their potential to interact with
unknown and irregular target objects, however grasping capabilities are often
not tested on a wide range of objects, making it difficult to be confident in the
grasping capability of existing soft robots. Another factor is the level of human
assistance required to achieve a stable grasp. The soft gripper designed in [7] was
intended for use with fragile target objects and shows the ability to gently grasp a
tomato, but no other objects are reported to have been tested, while the gripper
in [25] is stated to be able to hold various objects but provides little evidence
of this. Only one target object grasp was attempted in [6] and three in [9]. The
robotic hand designed in [5] was tested extensively with 33 different grasps and
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disturbance forces, showing impressive grasping capabilities, however the grasps
are achieved with human assistance. The robot developed in [10] was specifically
intended to grasp large or irregularly shaped objects and was tested on some
but not many such objects, while the soft gripper in [14] demonstrated grasping
and lifting an uncooked egg, an anaesthetized mouse, and plastic spheres with
increasing diameter and weight. The under-actuated soft gripper designed in [13]
was tested on target objects of varying size, shape, and material, but could only
grasp with human assistance, the grasp is supported from beneath by the fixed
parts of the gripper, and there is no evidence of the gripper being used to lift
objects. Finally, the tests in [12] are some of the most extensive, showing the
gripper’s ability to grasp and lift a large variety of different objects, varying in
size, shape, weight, and material, more convincingly demonstrating the ability
and versatility of the gripper.

Fabrication is another key consideration in soft robotic design. Most designers
fabricate their own custom parts, as standardized components are not available
[20], limiting the techniques that can be used. [22] identifies that for soft robots
to deliver on their full potential, rapid design tools and fabrication recipes for
low-cost soft robots are needed, and this is still a challenge in this field. Cur-
ing silicone rubber is the most common technique for fabricating soft grippers,
popular due to the low forces needed to cause high strain deformations and
the convenience of a room-temperature vulcanizing process [18]. Cured silicone
rubber has been used in many soft robots [1,3–5,8,12–14] due to benefits such
as the low cost of materials [8,14], ease to acquire and work with [14], suitable
elastic modulus [3], and ability to directly embed actuation components into the
material [13]. Often, the molds used to cure the silicone rubber are 3D printed
[5,8,12,25], as this technology is becoming affordable to users outside of industry
[8] and allows rapid iterative fabrication [12]. Another fabrication technique is
shape deposition manufacturing (SDM), used in [6] to embed sensing and actu-
ation components during fabrication. Silicone curing and SDM share a common
limitation: they are both manually involved processes, requiring human time and
limiting scalability and consistency. 3D printing has been used to directly print
final components of robots, such as the links and pulleys in [10] and the rigid
base support in [12]. However, in both of these cases the 3D printed parts were
hard and non-compliant. The scaffold in the robotic hand designed in [5] was
also 3D printed using solid material, but in such a way that it was deformable.
[23] used microstructures to 3D print a deformable object using rigid material,
and created a simple gripper using this technique to prove its applicability to
the field of soft robotics, suggesting their method could be an “important step
towards a design tool for printable soft robots”. Another option for 3D printing
soft structures is to use flexible material. [1] used multi-material 3D printing to
manufacture a robot body that employed a stiffness gradient, while [7] directly
3D printed a soft gripper without the need for molds and curing. Direct 3D
printing is more accurate and consistent than multi-stage curing processes [7],
requires fewer assembly steps, and does not require creating multiple complex
molds for constantly evolving prototype designs [1].
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In this paper, a novel design of robotic end-effector, inspired by the use of
two human hands and combining hard and soft materials, is firstly evaluated
based on its ability to manipulate a range of target objects of varying size,
shape, weight, material, and fragility. Evaluation will focus particularly on the
range of target objects that can be grasped and the benefits of the novel two-
handed design. Secondly, 3D printing is evaluated as a fabrication technique
for soft robots, based on its feasibility, consistency, repeatability, and manual
involvement, as well as cost, time, and quality of fabricated parts. The rest of
this paper is organised as follows. Section 2 will explore in depth the design of
this work, the methods used, and the procedures used to test the design and
evaluate its success. Section 3 will present the results of testing and evaluate
the strengths and limitations of the design and fabrication process. Section 4
will summarise the findings, consider the extent to which this work has met its
initial aims, and discuss potential future research.

2 Design and Methods

2.1 High-Level Design and Methods

The robotic end-effector presented is a hybrid design combining a rigid base
lifting plate and soft fingers, inspired by two human hands lifting objects with
one hand supporting from beneath and the other hand grasping the sides gently.
The addition of the base lifting plate reduces the force needed by the fingers
to grasp objects, allowing fragile objects to be handled more gently without
causing deformation. This end-effector could be combined with a robotic arm
for pick-and-place tasks, so size and weight are minimised to reduce the strain
that would be put on an arm. The end-effector works by gently grasping an
object with the fingers and rotating the base lifting plate underneath the object.
All components are designed using 3D CAD software and are 3D printed. An
iterative design, prototyping, and evaluation process was used, where parts were
first designed and improved in 3D CAD software to eliminate some issues before
fabrication. Parts were then printed individually, evaluated, and improved and
re-printed where necessary. This iterative process enabled parts to be produced
to a high standard while minimising fabrication time and material use.

The 3D printing process involves designing a component in CAD software,
slicing the 3D model with appropriate parameters for the component, and print-
ing. The choice of material is important to obtain the desired mechanical proper-
ties of components. Rigid components were printed from PLA, an easy to print,
inexpensive, environmentally friendly, and strong material. PLA components
have a good surface quality and can withstand reasonable force. Soft compo-
nents were printed from NinjaFlex, a flexible filament that is compliant after
printing, producing parts that can bend, stretch, and absorb forces. Flexible
materials are more challenging to print with, so the design and print parameters
are even more important.
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2.2 Base Lifting Plate

The CAD model of the base lifting plate is shown in Fig. 1. This component
lifts target objects from beneath and so must be strong and rigid. The plate
is thin at its edges so that it can slide under objects with minimal resistance
and thicker in the middle to bear weight without bending. The design of the
plate with an attached arm, similar to a hand on the end of an arm, allows the
base lifting plate to be rotated around the main body. The base lifting plate was
printed from PLA with 100% infill density (the amount of material inside a part)
for maximum strength and minimum flexibility. A high resolution layer height
(0.1 mm) was used to create smooth slopes on the edges of the plate, resulting
in less resistance when sliding under objects.

Fig. 1. CAD model of base lifting plate

2.3 Fingers

Figure 2 and Fig. 3 show the standard finger and extended finger that were
designed. The standard finger was inspired by [13] and is similarly constructed
from a soft material, actuated by tendons, and features three phalanges simi-
lar to the human finger. However, unlike the finger in [13], all three phalanges
are actuated. Also, the maximum angular displacement between phalanges is
70◦, chosen as a balance between sufficient bending at each joint while reduc-
ing the tendon force needed and increasing the surface area of each phalange.
[13] recognised that their phalanges bend together when it is desirable for prox-
imal phalanges to bend before distal phalanges, a behaviour demonstrated in
[6] by varying joint stiffness. Here, this behaviour is achieved by increasing joint
thickness from proximal to distal; thinner joints bend more easily so bend first.
Tendon-driven actuation was chosen for the fingers due to its light weight, small
size, simplicity, low cost, low power requirements, simple control, and adaptive
grasp capabilities. Each finger has square channels for rounded tendon cables, as
square channels are simpler to 3D print and reduce friction against the rounded
cable. The channel openings in the finger base feature slopes rather than sharp
edges, also to reduce friction. These design features are shown in Fig. 2.

Fingers are 3D printed from NinjaFlex, allowing the fingers to bend easily and
the phalanges to passively comply to target objects for a gentle adaptive grasp.
The fingers were printed with 20% “Lightning” infill (Fig. 4), reducing material
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Fig. 2. CAD model of standard finger
labelled with design features

Fig. 3. CAD model of extended finger

use and increasing compliance of the fingers, while the finger base was printed
with 100% infill to provide a rigid and stable mounting. The wall thickness
and top/bottom thickness were reduced, increasing finger compliance for gentle
grasping and passive adaptation to target objects. NinjaFlex, being a flexible
material, is more prone to “stringing”, so print speed was reduced to increase
quality.

(a) Grid infill (b) Lightning infill

Fig. 4. Infill and its effect on material usage

The extended finger is identical to the standard finger except the phalanges
are extended such that when the finger is mounted in the main body of the
end-effector, the finger can grasp objects vertically below it – this can be seen
more clearly in Sect. 2.5 and Fig. 12. The extended fingers were designed as the
mounting of the fingers in the main body must be some distance higher than the
base lifting plate, and therefore the standard fingers would be unable to grasp
small objects.

2.4 Tendon Cables

The tendon cables used for actuation are 3D printed from NinjaFlex, meaning
cables need not be specially acquired; they are instead fabricated using the same
material and process used for the fingers. The NinjaFlex cables designed have
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the benefits of being flexible but with some rigidity and not too stretchy, with a
slight limitation that they are not perfectly smooth. Cables can also be printed
to the perfect length, and different lengths are used for different fingers. Figure 5
shows a cable inserted into a finger. These cables feature a thin section at the
end of each cable (Fig. 6) which provides an easy mechanism for attachment to
the winding spool, as shown in Fig. 7. The cables were printed solid (no internal
space) to reduce elasticity and with high resolution 0.1 mm layer height to achieve
a smoother finish, reducing friction when sliding through the finger channels.

Fig. 5. Printed finger with cable inserted

Fig. 6. Thin end sections of printed cable
Fig. 7. CAD model showing cable-to-
spool attachment mechanism

2.5 Main Body

The main body of the end-effector (Fig. 8) provides the housing for the motors
and the mounting for the base lifting plate and fingers. The design is highly
modular; all parts fit together with non-permanent attachments, allowing parts,
such as a larger base lifting plate or different fingers, to be easily swapped out.
Tightly interlocking parts can be fabricated easily using 3D printing where com-
plexity comes at almost no cost and high accuracy components can be fabricated
consistently. Components can be printed with mostly default settings, except the
main body housing which was printed with supports in the cut-out sections.

The base lifting plate is mounted in the main body using interlocking blocks
and rings, allowing it to rotate within the main body, using parts that are all
held together tightly using just friction and gravity. The fingers are mounted in
the main body using sliding attachments (Fig. 9). The positions of the slots were
chosen such that the fingers could grasp reasonably wide and reasonably small
objects. The main body can hold up to four fingers (two on each side) but can
also hold just two bottom fingers or just two top fingers.

Each component actuated by a motor features a plate with a recess, allowing
the motor blade to fit tightly and rotate without slipping (Fig. 11). The spool
used to pull the tendon cables is shown in Fig. 10. No slack-enabling mechanism
[11,15,16] was used as this would increase complexity and initial prototypes



A Novel Two-Hand-Inspired, 3D Printed, Hybrid Robotic End-Effector 21

Fig. 8. CAD model of main body Fig. 9. CAD model showing attachment
of finger to main body

suggested that the flexible fingers naturally return to full extension when cable
tension is released. Figure 12 shows the complete assembled end-effector with
base lifting plate, two standard fingers, and two extended fingers.

Fig. 10. Winding spool and mecha-
nism

Fig. 11. Motor blade recess of compo-
nents actuated by a motor

2.6 Experimental Design

Tests were carried out on a range of objects of varying size, shape, weight, and
material to evaluate the capabilities of the end-effector, particularly the useful-
ness of the novel base lifting plate design. The testing procedure involved grasp-
ing an object, lifting the end-effector to show stable grasping, and releasing the
object. The testing procedure was repeated for three configurations of the end-
effector for all objects: using two extended fingers and the base lifting plate; using
two extended fingers, two standard fingers, and the base lifting plate; and using
just two extended fingers without the base lifting plate. Ideally the end-effector
can grasp objects with no assistance, but this can be problematic for heavy
objects and the low strength motors used, as the base lifting plate can struggle
to slide underneath the object while it is flat on a surface. All target objects
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(a) (b)

Fig. 12. Assembled end-effector; (a) CAD model, (b) Real fabrication

were first tested without any assistance, but for any objects that encountered
this problem the object was manually lifted slightly while the base lifting plate
rotated underneath (“assisted grasp”), to test the ability of the end-effector to
stably grasp even if acquiring the grasp without assistance was unsuccessful. 31
target objects were tested and are listed in Sect. 3. The results of the grasp tests
can also be used to determine the quality of the 3D printed components of the
end-effector. To evaluate cost and time of fabrication and assembly, the material
cost of and time taken to print every 3D printed component was recorded during
fabrication, and the time taken to assemble the end-effector was measured.

3 Results and Discussion

3.1 Grasp Tests

The testing procedure described in Sect. 2.6 was performed for all objects and
repeated for the configurations described. The results are shown in Table 1, and
some objects successfully grasped in the two finger configuration are shown in
Fig. 13.

Fig. 13. Some objects successfully grasped with two fingers unassisted

Table 1 shows that 20 of the 31 objects tested were successfully grasped in
the two finger configuration. These objects varied in shape, size, weight, and
material. Furthermore, most (16 out of 20) of the objects successfully grasped
using the base lifting plate could not be grasped without it (two fingers only),
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Table 1. Test results for all objects and all configurations, with approximate dimen-
sions and mass of objects

Object Size (cm) Mass (g) Two fingers Four fingers Two fingers only Assisted grasp

Glass pepper grinder 13× 4× 4 150 ✓ ✗ ✗ –

Packet of tissues 11× 5× 3 25 ✓ ✓ ✓ –

Bicycle light 10× 4× 3 100 ✓ ✗ ✗ –

Torch 13× 3× 3 160 ✗ ✗ ✗ ✓

Set of keys N/A 100 ✓ ✗ ✗ –

Wallet 9× 11× 3 250 ✗ ✗ ✗ ✓

Aerosol can 14× 5× 5 130 ✓ ✗ ✗ –

Kiwi fruit 5× 7× 5 75 ✓ ✗ ✗ –

Pen 15× 1× 1 5 ✓ ✓ ✓ –

Large plastic box 16× 10× 5 50 ✗ ✗ ✗ ✗

Small plastic box 8× 8× 3 25 ✓ ✓ ✗ –

Compact disc 12× 12× 0.1 15 ✗ ✗ ✗ ✓

Small rubber duck 2× 2× 2 10 ✓ ✓ ✗ –

Spray bottle 19× 9× 9 270 ✓ ✗ ✗ –

Plastic bottle (empty) 15× 7× 7 20 ✓ ✓ ✓ –

Plastic bottle (half full) 15× 7× 7 270 ✓ ✗ ✗ –

Plastic bottle (full) 15× 7× 7 520 ✗ ✗ ✗ ✓

Egg holder 10× 4× 0.2 70 ✗ ✗ ✗ ✓

Drinking glass 11× 5× 5 250 ✓ ✗ ✗ –

Large potato 9× 7× 6 250 ✗ ✗ ✗ ✓

Small potato 7× 5× 4 100 ✓ ✗ ✗ –

Mango 9× 7× 7 350 ✗ ✗ ✗ ✓

Small tomato 3× 3× 3 10 ✓ ✓ ✗ –

Raw egg 5× 4× 4 60 ✓ ✗ ✗ –

Light bulb 11× 6× 6 70 ✓ ✗ ✗ –

Paper cup (empty) 8× 5× 5 15 ✓ ✓ ✓ –

Paper cup (half full) 8× 5× 5 100 ✗ ✗ ✗ ✓

Paper cup (full) 8× 5× 5 180 ✗ ✗ ✗ ✓

Packet of crisps 15× 11× 4 35 ✓ ✗ ✗ –

Bottle of golden syrup 18× 9× 6 600 ✗ ✗ ✗ ✓

Bag of salad 10× 10× 4 120 ✓ ✗ ✗ –

proving that the base lifting plate improves grasping capability. The objects
successfully grasped without the base lifting plate were among the lightest tested,
supporting the expectation that the base lifting plate would allow heavier objects
to be grasped. Some of the most interesting successfully grasped objects are: the
small rubber duck, which could not be grasped by the fingers alone due to its
small size but was easily grasped using the base lifting plate; the spray bottle,
which was too heavy for the fingers alone to grasp and larger than the base
lifting plate but could be grasped by the combination of the two; and the bag of
salad, which must be handled gently and was much larger than the base lifting
plate but could be grasped without causing damage.

Despite the idea that more fingers would provide a more supported grasp,
four fingers successfully grasped only 7 of the 31 objects. During testing the
reason for this was clear; adding more fingers increases strain on the motor, and
the small motor used was unable to pull the tendon cables as much, resulting
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in reduced bending in the fingers and providing a weaker grasp. It is expected
that with a stronger motor, four fingers would perform similarly to two fingers.
However, the results obtained show no advantage to using four fingers; taller
objects such as the plastic bottle could be grasped using two fingers. Further
investigation using a stronger motor is needed to establish any benefits of using
extra fingers.

Only one object that was tested using the assisted grasp failed. The large
plastic box could not be grasped as too much weight extended too far beyond the
base lifting plate. Using a larger base lifting plate may yield a successful grasp
– this could be investigated in future work. This potential solution highlights
the strength of the modular design; a larger base lifting plate could easily be
fabricated and installed. All other objects that could not be grasped in the two
finger configuration were grasped using the assisted grasp, most of which were
the larger, heavier objects. These could not be grasped unassisted as the base
lifting plate was unable to slide underneath the object without pushing it out
of the fingers’ grasp, due to the weight and shape of the base of the object.
The strength of the motors is again a likely contributor; stronger motors should
provide a stronger stable grasp from the fingers and rotate the base lifting plate
under heavier objects. However, the success of the assisted grasps demonstrates
the capability of the end-effector to hold larger and heavier objects, even if it
struggles to acquire the grasp, and showcases the ability of the base lifting plate
design to hold objects that could not be held by the fingers alone.

Direct comparisons can be made for objects also tested on previous gripper
designs. The gripper designed in [13], which inspired the fingers designed here,
grasped a cylinder, box, and egg, similar to the aerosol can and egg grasped
here. However, the gripper in [13] was only capable of an assisted grasp, whereas
the end-effector designed here grasped many objects unassisted. The grippers
here and in [12] both grasped a pen, compact disc, raw egg, and keys. The
gripper in [12] grasped a large plastic box where the one designed here could
not. On the other hand, it is unclear how much assistance was provided to
achieve the grasps in [12] – the compact disc at least suggests assistance as it
could not stand up by itself for unassisted grasping. These comparisons suggest
that the end-effector designed here is similarly capable to previous designs, and
more capable at unassisted grasping. The wider range of objects tested here also
increases confidence in its capability and versatility.

The success of the end-effector in the two finger and assisted grasp configura-
tions proves the strength of the design, the suitability of 3D printing to fabricate
both hard and soft components for robotic grippers, and the quality of the fabri-
cated components. The hard PLA components provide strength and rigidity and
the flexible fingers and tendon cables grasp delicate objects gently and passively
adapt to different shapes and sizes. The end-effector has a mass of 90 g in the
two-finger configuration and 102 g in the four finger configuration, including the
motors, so it can also be seen that the gripper can lift objects heavier than itself.
However, there is room for improvement. Figure 14 shows the stages of grasping
and releasing and it can be seen that the fingers do not always fully open when
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cable tension is released. The reason for this could be due to a number of factors;
friction between the tendon cable and finger, angle at which the tendon cable
is wound on the spool, and/or lack of cable tension when unwinding the spool.
Further investigation is needed to improve this mechanism, but apart from this,
the components all work well.

Fig. 14. Stages of grasping and releasing, performed twice. Sometimes the fingers do
not fully open when the object is released.

This work did not aim to incorporate sensing or feedback control, however,
sensing could be integrated in future work so that the performance of the end-
effector during grasping could be characterised quantitatively. Application of the
approach used in [7] to the design presented in this work would be particularly
interesting, further utilising 3D printing to also integrate sensing directly into
the fabricated components.

3.2 Fabrication and Assembly

All components can be fabricated using 54 g of PLA and 48 g of NinjaFlex (£4.44)
and in 22 h (four-finger configuration), or 54 g of PLA and 30 g of NinjaFlex
(£3.12) and in 16 h (two-finger configuration). Assembly of either configuration
takes 5 min or less. This low cost design makes the end-effector economical, and
fast fabrication and assembly allow for rapid prototyping of new design ideas.
Optimisations for faster printing were made but more optimisation is possible to
further reduce fabrication times. Also, no components depend on any other being
fabricated first, so components can be fabricated simultaneously using multiple
3D printers.

Material cost and fabrication/assembly time is difficult to compare to pre-
vious designs as these factors are rarely reported. However, for their simplified
gripper, [8] reported a cost of approximately $10 (£7.85) per student for a class-
room of 30. Similarly, the end-effector designed in this work could be simpli-
fied, removing the cost of the motors and microcontroller, making the total cost
(excluding the one-time overhead of a 3D printer) the material cost as detailed
above. The full system with the motors and microcontroller adds around £20,
still low-cost for an electronically actuated system. Fabrication of the gripper in
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[8] may be faster than the one here (though print time of 3D molds is not given),
but the silicone curing process is inherently serial, whereas the components used
in this work could be fabricated simultaneously with multiple 3D printers.

The rigid PLA components are consistently fabricated to a very high stan-
dard. Throughout development, PLA components never failed due to a flaw in
their fabrication, and components always fit together accurately. The 3D printing
process is therefore a suitable fabrication technique for rigid components.

The soft NinjaFlex components are generally fabricated slightly less consis-
tently and to a lower standard. This is due to the additional challenges of print-
ing with a flexible material, such as reduced structural integrity, longer time
to set, and increased stringing. Stringing in particular was an issue in all fin-
gers produced, requiring some manual cleanup after printing. The lower quality
of the fingers may be partially due to design and print parameters; they must
be compliant and flexible, and parameters that achieve this, such as reduced
wall thickness, also reduce the quality. Nevertheless, despite lower quality than
the PLA components, the quality of the NinjaFlex components was still good
and did not affect their operation. Further experimentation with tuning print
parameters may also further improve quality.

3D printing the components does not require any manual involvement except
starting prints, removing printed components, and cleaning up the stringing on
the NinjaFlex fingers. Components could be combined into one print, reducing
the number of times that prints must be started and components removed, and
as mentioned above it may be possible to reduce stringing. Compared to the
silicone curing process used in most other soft robotic designs, a manual process
which can produce inconsistent and even non-functional results if not performed
correctly and carefully, 3D printing requires little manual involvement and pro-
duces mostly consistent, high quality, and functional components.

4 Conclusion

This work aimed to evaluate a novel design of robotic end-effector, inspired by
two-handed human grasping, comprised of rigid and soft materials, and fabri-
cated using 3D printing. Grasp tests were performed on a wide range of objects
to evaluate grasping capability, and results were discussed and compared to pre-
vious soft robotic gripper designs. The grasp tests show that the base lifting
plate design allows the end-effector to successfully grasp many target objects
that could not be grasped using only the fingers. All but one of the objects
tested could be held by the end-effector, for many of which the grasp could be
acquired without any assistance. The material costs and fabrication/assembly
time of the 3D printed components were also discussed. Strengths and limitations
of the design, as well as advantages of the fabrication process and opportuni-
ties for improvement, were highlighted, and avenues for further related work
have been identified. The benefits of the novel design presented, and the suc-
cessful application of 3D printing to a hybrid hard/soft robotic gripper, create
new opportunities for this field, presenting innovative ideas that can be further
explored and applied in future research.
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Abstract. This study seeks to investigate ways in which teleoperational
safety can be improved though contemporary human interfacing tech-
niques. This paper describes a pilot study investigating the relationship
between posture metrics and task load across differing teleoperation task
difficulties. Task load was operationalised through the NASA-TLX scale
and a relative posture quality (lean and spine curvature) was estimated
through skeletal position estimation and analysis. Associations between
relative posture quality and task load were analysed to provide pilot
information for the full study. The findings from this pilot study suggest
that pose-based quantitative measures may be statistically related to
self-reports of task load. Task load is a known indicator of performance,
and therefore may be an appropriate indicator to estimate operational
safety. Further study is required to produce statistically richer data that
may be used to further explore the links between upper body skeletal
position and teleoperational safety.

Keywords: Teleoperation · HMI · Safety · Task load

1 Introduction

1.1 Overview

MASCOT [1], first developed in 1958, is a 1:1 local-remote two-armed bilateral
homogeneous telemanipulator with the remote side inside the reaction vessel of
the Joint European Torus (JET) fusion reactor and the local in an on-site con-
trol room. The MASCOT system is operated by the physical manipulation of
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the local side, and the remote side exactly mirrors the movements. This type of
remote handling solution with minimal artificial agency is common within the
nuclear industry due to its reliability and low chance of mishap in hazardous
environments [2–4]. However, human error is the primary cause of accidents in
the nuclear sector [5], and therefore human factors must be considered. In this
context, HMI (Human Machine Interaction) is the interactions between the tele-
manipulator operator, and the local telemanipulation device. The specific HMI
considerations of MASCOT are the 1:1 design and the bilateral nature of the
control. These factors mean that, compared to a joystick input or smaller surgi-
cal teleoperations, there are whole arm and sometimes whole body movements
required to operate MASCOT.

This study aims to trial and prototype the use of skeletal tracking as a tool
to improve HMI for telemanipulation. The notion of using Skeletal tracking for
HMI investigations is reasonably well studied [6–8], though the specific use of
skeletal tracking for telemanipulator operation is not. It is therefore desirable to
investigate and prototype the use of this tool for human-telemanipulator inter-
action. This research forms part of a larger body of work, seeking to investigate
tools and techniques for improved operator prediction and operational safety in
the context of the MASCOT [1] telemanipulator and other similar systems.

1.2 Skeletal Tracking

Skeletal tracking is the process of estimating the 3D position and orientation of
key points representing limbs of human body to describe a human’s pose. One
method of skeletal tracking is using RGBD (Red, Green, Blue, and Depth) cam-
eras to inform a data-driven AI estimation of skeletal pose [9]. This methodology
has the advantage of being a commercially available, simple and relatively cheap
solution [10]. The limitations of this technique are a reliance on suitable lighting
conditions, and some areas of the 3D camera field of view have a more accurate
tracking capability than others [11].

Skeletal tracking can be used as a meaningful sensory input to an AI for
action estimation [6,7], and can also be used for human action prediction [12].
This prediction mechanism could allow for AI intervention to prevent or mitigate
driver accidents. Some methods of skeletal tracking do not require any worn
sensors [13] and are therefore a non-intrusive method of operator data gathering.
In this context, non-invasive human monitoring is desirable so as not to interfere
with teleoperation.

The readings from skeletal tracking are often prone to errors such as jitter
and subject loss due to occlusion, which can cause erroneous measurements. This
can be mitigated in some ways, for example by using stable lighting, minimal
occlusion and minimising sensor noise. One solution to further minimise error
is to use a smoothing filter such as a Kalman filter [14]. Double exponential
smoothing [15] is optimised for tracking, and can provide similar error reduction
results to a Kalman filter at a much faster rate.
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1.3 Task Load

‘Task load’ is a catch-all term used to describe the mental and physical demands
of a task [16]. One validated measure of task load is the NASA-TLX (North
American Space Agency - Task Load Index) [17]. The NASA-TLX is a quantita-
tive questionnaire assessing experienced mental, physical, and temporal demand
as well as performance, effort and frustration felt. This questionnaire has been
used in a number of studies, and is widely regarded as a useful tool for indicating
experienced task load [18]. However, the definitions of the NASA-TLX categories
are ambiguous, and scores could be the result of a number of factors that are not
measured. It is important to consider that self reported questionnaires are prone
to socially desirable biases, but they will still provide meaningful data [19].

2 Methodology

This study asked participants to complete a teleoperation task while they had
their estimated skeletal position recorded. Posture measurements (spine lean
and spine curve) were then derived from the skeletal position during the task.
The participants were then asked to complete a questionnaire to indicate their
perceived task-load. This process was conducted for a second time on a more
complex task to induce a higher perceived task load. The results from the task
load questionnaire were then compared with the derived posture measurements
as part of a relationship analysis.

Experimental Design. The independent variable is task difficulty, having two
levels: simple and complex. The dependent variables are NASA-TLX [17] outputs
and posture. NASA-TLX outputs a self-reported measure of mental, physical
and temporal demand as well as performance, effort and frustration. Posture is
a derived pair of values from skeletal estimation - spine curvature and upper
body lean, the derivation of this is described in Sect. 2.2.

Participants. The only inclusion criteria for participants was that they are
trained for MASCOT use, there is no exclusion criteria. Participants will also be
asked their hours of teleoperational experience, for any prior knowledge of tasks
and their handedness. In this pilot study, three participants were used.

2.1 Experimental Setup

Below is a list of the materials used, as well as a description of the experimental
setup.

– MASCOT telemanipulator
– Simple task: This task involved wrapping a wire around pegs on a board in

a fixed path
– Complex task: This task involved mounting a panel to the wall of JET



32 T. Piercy et al.

– NASA-TLX questionnaire - a set of scaled questions to evaluate perceived
task load

– Demographic questionnaire (handedness, teleoperational experience, prior
knowledge of tasks)

– Microsoft Azure Kinect RGBD camera and mounting equipment
– Laptop with GPU for data processing
– Python programming language for data processing

The Study was conducted in the MASCOT control room at UKAEA-RACE.
Within the control room is the MASCOT local input manipulator, this is
mounted on a height-adjustable platform and so can be adjusted to not influence
posture. The operator sits on a standard office chair underneath this platform
in order to operate MASCOT (see Fig. 1).

Fig. 1. MASCOT operator area

The RGBD sensor was positioned approximately 2.5 m to the front and 2 m
right of the operator, and was mounted on a tripod, raising it 1.6 m from the
ground. The sensor was pointed at the operator so that no part of the operator
was out of the field of view of the sensor during the recording. The RGBD sensor
was used to record a estimated skeletal position of a MASCOT operator as they
completed two telemanipulation training tasks - the simple and complex task.
This position was recorded and stored as a series of Cartesian coordinates - an
X, Y, and Z for each joint at a variable rate of an average 3.2 Hz. A visual
representation of this can be seen in Fig. 2, where it is mapped onto a 3D image.
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Fig. 2. 3D image of MASCOT operator with skeleton position estimation overlay

The simple task was to wrap a insulated wire around a series of pegs stuck
into a board in a fixed pattern. The complex task was a panel mounting and
dismounting exercise that required a tool change and performing complicated
procedures with both hands. These are both standard training exercises for oper-
ators. Please note that more rich and controlled tasks will be used for the full
study with standardised instructions. The tasks used here were taken ad-hoc
from existing training tasks used for MASCOT. The operators were not given
any specific instructions on how to complete the tasks, but they were familiar
with MASCOT operation and the tasks.

2.2 Experimental Procedure

Participant Actions

– Participant was asked to complete the demographic questionnaire
– Participant was asked to complete task 1 - the simple task. During this task,

the participant was recorded using the RGBD camera
– The participant was asked to complete NASA-TLX questionnaire for task 1.
– Participant was asked to complete task 2 - the complex task. During this

task, the participant was recorded using the RGBD camera
– The participant was asked to complete NASA-TLX questionnaire for task 2.

Data Gathering. The demographic questionnaire was given to the partic-
ipants before starting any tasks. Recordings were started before an operator
started each task, and ended after they had completed each task. The NASA-
TLX questionnaire was completed by the participant as soon as practicable after
completing each task.
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Data Processing. The skeletal position was analysed over a time series. A
computer-assisted observational analysis was used to identify occlusion, loss of
tracking, and drift. This step involved watching the operation along with the
skeletal overlay, and noting the times when those errors occurred. A double
exponential smoothing filter [15] was applied to all readings.

Posture was examined by isolating the spine position estimates: Pelvis, spine
navel, spine chest, and neck. These label points were analysed trigonometrically
to determine their relative displacements from the pelvis, and those relative
positions were used to determine lean and curve. Lean was determined as a
measure of the total angle of deflection from upright between pelvis and neck,
normalised to be between 0 and 1 for a lean of 0 to 0.5π radians (0 to 90◦):

height of neck = zdisp = zneck

Planar displacement = p =
√

(x2
neck + y2

neck)

Lean = L = tan−1(
p

zdisp
)

Normalised Lean = Lnorm =
L

0.5π

Spine curve is derived by measuring the cumulative total angle of deflection
between pelvis and neck normalised to between 0 and 1 - It is the normalised
sum of the magnitude of angle of deflection from each joint to the next (from
pelvis to neck):

Height of link = Δz = zn − zn−1

Link planar displacement = pn =
√

(xn − xn−1)2 + (yn − yn−1)2

Deflection = dn = tan−1(
pn
Δz

)

Total curve = Ctotal =
neck∑

n=pelvis

dn

Normalised curve = Cnorm =
Ctotal

0.5π

Ultimately there is not enough data here to investigate correlations with a
sufficient statistical power as the sample size and the testing ranges are both
too small. However a simple comparison of data is demonstrated in the results
section.

3 Results

Figure 3 and Fig. 4 present the average scores of all participants in the NASA-
TLX categories, and average Spine Lean and Spine Curves during each task.
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Fig. 3. Combined figure comparing average NASA-TLX response scores for each task

The results presented in Fig. 3 show the average NASA-TLX scores for each
task. For these scores, a higher result equates to a higher report of the cate-
gory, with the exception of performance, where a low score indicates a good
performance. The maximum possible score in each of these categories is 100,
the minimum is 0. All scores of the wire wrapping (simple) task are lower than
the mounting side panel (complex) task. Effort and mental demand showed the
most change between tasks (Δ > 30), frustration and performance showed mod-
erate change between tasks (30 < Δ > 10) and physical demand and temporal
demand showed the least change between tasks (10 < Δ).

The results presented in Fig. 4 show the average posture metrics for each
task. A greater value for lean indicates a sharper lean from upright - where 0
would mean that the neck is directly above the pelvis, and 1 would mean that
the neck and pelvis are on the same horizontal plane. A greater value for curve
indicates a more curved spine - a curve of 0 would indicate that each joint is
exactly in line with the next, and a curve of 1 would indicate that the neck is at
90◦ relative to the pelvis.

Below are presented a series of observational notes regarding the quality of
recorded data.

– Tracking appears to be accurate to approximately 50 mm, any discovered
tracking errors greater than this are noted

– Tracking will usually not fail unless there is an occlusion
– Tracking is sometimes sensitive to clothing types - specifically struggling with

sharp colour changes caused by short sleeves etc.
– Of the 38976 total estimated skeletal positions, 10913 had significant errors

due to occlusion (approximately 28% of frames)
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Fig. 4. Combined figure comparing average posture scores for each task

– Only 286 frames had other significant tracking errors (approximately 0.73%
of frames).

4 Discussion

This was the first study to our knowledge to examine associations between pos-
ture and task demand, in the context of informing teleoperational safety using
MASCOT. Overall, the skeletal estimation recording was robust and reliable
but sensitive to occlusion. The tracking was accurate to an estimated 50 mm,
with clear indicators when a loss of tracking does occur. Kurillo et al. [20] found
an the Azure Kinect accuracy to be under 24 mm in all axes, suggesting this
is a reliable measure of spine position for use in a larger scale study. Results
suggest posture metrics could be a predictor of task load, which could be used
to inform safety. If the planned full study confirms these findings, this could
have significant impact on safety for teleoperation. The overall rate of recording
was 3.2 Hz. This recording rate was sufficient for movement analysis, but it is
likely that some information was lost. The real-time position estimation was use-
ful for preliminary study, but will likely not be used for further data-gathering
exercises as the images can be processed afterwards to produce a much higher
capture rate. In general, there was very little drift, however, the relative twist
and incline of the hips was subject to a slow drift that did not match with the
visually recorded data. It is suspected that this is due to the self-occlusion of
the hips that is caused by a seated position.

These initial results suggest a relationship between skeletal pose estimation
measures and self-reported task demand; however, a major limitation is a sample
size of only three participants. Such a small sample limits the power of statistical
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analysis. It is possible that the types of tasks conducted dictate the posture
and that this is a false correlation, posture itself is also heavily influenced by
individual factors (e.g. height, weight). A study with more participants and tasks
with a more varied range of difficulty levels could be used to explore both the
personal and interpersonal differences. In the planned full study, a correlational
analysis will be conducted to test for statistical significance.

The results of the NASA-TLX questions indicate that the complex task is
more mentally and physically demanding and requires more effort. This supports
the suitability of these tasks in eliciting differences in task load, which may
influence posture. However, it is possible that these results are due to other
unmeasured factors - such as fatigue. Therefore, it may be desirable to cross-
validate these results with other task-load measures.

The specific problems arising from studying the MASCOT are the seated
positions causing self-occlusion, some errors in skeletal pose estimation and the
occlusion caused by the MASCOT arms. Generally the tracking estimation was
robust to occlusion and would only lose tracking accuracy if the hand or elbow
were covered, which happened for approximately 28% of the total frames - specif-
ically where the operator’s left hand or elbow was occluded. This inaccuracy
was limited to the occluded limbs. There were some other significant errors in
tracking, accounting for 0.73% of the frames. It is possible these were from a
computational failure in skeletal position estimation, or may have been caused
by transient objects such as dust in front of the sensor.

To further validate this study another sensor system could be used alongside
the kinect such as a Vicon tracking system. The findings of this study could
be compared to other teleoperational safety methodologies to confirm internal
validity.

5 Conclusion

This study demonstrated a potential association between posture-based mea-
sures and factors predicting teleoperational safety (i.e. perceived task load). One
conclusion of this study is that skeletal position estimation can be used to esti-
mate posture during the teleoperation of MASCOT; this is a known factor of
performance in other teleoperated robots and is therefore likely to be a good
indicator of performance for nuclear telemanipulation. Results of data analysis
show possible links between upper body posture and task load. Overall, fur-
ther study is warranted as these techniques suggest a potential link that could
improve teleoperational safety. The further study will use more varied task com-
plexity and methods such as counterbalancing to improve validity, and a larger
sample size of operators will provide more statistical power.
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Abstract. This paper presents the design and analysis of a novel end effector used
in the integrated limb mechanism that enables manipulation and locomotion tasks
to be performed with a single limb. A Fin Ray structure-based two-finger gripper
design is incorporated into the end effector with a novel flexible tendon design
that wraps around the base of each finger. A Finite Element Analysis (FEA) study
was performed to optimize the Fin Ray structure-based finger design by varying
its physical parameters and quantifying its performance. Simulation results were
discussed with several trends to be used to design the structure for specific tasks.
A preliminary prototype was developed, and a range of experimental tests were
carried out to validate the FEA study.

Keywords: Integrated limb mechanism · End-effector design · Fin Ray
structure · FEA analysis

1 Introduction

An integrated limb mechanism (ILM) is a system which combines the function of an
arm and leg into one limb, reducing the number of unique appendages needed for a
legged robot and increasing its versatility [1]. The design of such a limb and its adjoined
end effector depends on its intended use: whether it is biased towards manipulation [2]
or locomotion [3], the capability for single or multi-limb manipulation and the type of
objects being manipulated. Inspiration can be taken from nature, mimicking the simple
limbs of an insect [4] to the structure of a primate’s arm, although little work has been
shown at this level of complexity. Much of the design challenge lies with the end effec-
tor, which must be dexterous to interact with small objects while remaining robust for
locomotion. As such, many previous examples show a traditional foot with the capability
of multi-limb manipulation [2] or additional grabber attachment [4]. An optimal design
could include both aspects in a single mechanism.
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The requirement for higher adaptability and work in cooperation with humans has
led to an area of research into compliant structures, or soft robotics [5]. These are mech-
anisms which rely on soft, deformable materials, often mimicking natural structures.
Using compliant materials has additional benefits, including reduction in mechanism
complexity and improved handling of soft objects [5]. The level of compliance can
range from replacing traditional rigid fingers with soft structures [6], to robots com-
posed almost entirely of soft materials [7]. An ILM end effector could make use of
compliant structures to conform to objects or terrain and increase resilience to shock
loading or environmental effects [8].

One structure suited to robot grippers is that of the Fin Ray® Effect, which mimics
the anatomy of fish fins and can deform around objects when force is applied [9]. The first
commercial use of a Fin Ray gripper is that of Festo, with their adaptive gripper fingers
available for use in industrial robots [10]. Several works have looked at the optimal
design for the Fin Ray structure, altering physical parameters to improve its gripping
performance through simulation or physical experiments. Many of these are based on
the dimensions of the original Festo finger and alter values of rib density and angle
[11] or wall thickness and rib geometry [12], along with others of similar design [6].
The effects of object position and size have also been studied [13]. Fingers which differ
significantly from the Festo design have not been widely studied and changing aspect
ratio (the ratio of finger length to base width) or overall scale could provide increased
object variability. Further study can also be performed on object size and position, giving
a more real-world demonstration of the structure’s performance in different scenarios.
Various methods have been shown to produce compliant parts with differing cost and
capabilities, including material casting [7], Fused Deposition Modeling (FDM) printing
[11], and multi-material jetting [14].

In this paper, a novel end-effector is proposed based on the Fin Ray structure for
an integrated limb mechanism. In Sect. 2, the design of the end effector is presented
with consideration of compliant structures and 3D printing techniques. In Sect. 3, an
FEA analysis on the Fin Ray structure is performed in ANSYS® software to study how
rib parameters affect the structure, as well as the effect of object position. Furthermore,
the simulation results are compared with experimental tests to validate their accuracy.
Discussion and conclusion are presented in Sect. 4.

2 Design

In this section, a novel design for the ILM end effector is introduced, including the basic
mechanical principle and design of compliant parts. Then, the 3D printing technique for
the Fin Ray Effect finger is demonstrated.
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2.1 End Effector Design

The proposed end effector can function as a foot or a gripper with a single actuation
method, as shown in Fig. 1. It uses a two-finger design, allowing for enveloping and
pinching grasp modes to increase object variability. The key principle is the use of
compliant fingers which can rotate more than 180°, allowing them to be fully retracted
during locomotion tasks. In Fig. 1(b), four typical modes of the gripper have been
illustrated, with retracted and flat plane configurations for stable ground contact, and
both methods of grasping.

(a) 

(b) 

Fig. 1. CAD design of the proposed end-effector: (a) overview mounted to UR5 collaborative
arm and (b) demonstration of the end effector functions.

The entire end-effector is actuated by a single stepper motor, coupled directly to a
leadscrew and nut. A carriage is driven by the nut, moving linearly, and supported by
four rods with linear bearings (see Fig. 1(a)). These rods also form the main structure,
creating a stiff frame for both ground contacting and object grasping. Different from
conventional tendon-drivenmethods (e.g., cable-driven), the novel flexible tendondesign
wraps around the base of each finger. This allows a bi-directional operation, namely
pullingwhile grasping andpushingwhen releasinggrasping and reconfiguring for ground
contact. The lead screw can create a large mechanical reduction, multiplying the torque
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of the motor to increase maximum gripping force and positional accuracy of the fingers.
The motor mount can move freely along the direction of the leadscrew, relieving all axial
load which is transferred to a thrust bearing to allow unimpeded operation of the motor
(see Fig. 1(a)). The design is made from a combination of metal hardware and 3D printed
parts, with PLA and TPUmaterials being used for stiff and compliant parts respectively.
The design incorporates a mounting surface to interface with the UR5 collaborative
robot arm, which facilitates physical testing of the end effector. However, this can be
reconfigured for any mounting solution, as well as for integration into a full ILM.

2.2 Compliant Design and Manufacturing

The compliant parts used in the design are printed as a single monolithic structure, incor-
porating the Fin Ray finger, attachment base and actuator tendon, as shown in Fig. 2. This
significantly decreases the complexity of the mechanism and removes stress concentra-
tions at joints. The tendon is pre-shaped around the finger base, creating an additional
restoring force on retraction to compensate for the lack of stiffness in compression. This
is also aided by a rubber band mechanism. A T-shaped attachment point provides a
strong fixture for force transmission. The Fin Ray finger has a length of 117 mm from
the first rib to the tip, with a base of width 36 mm, giving it a higher aspect ratio and
larger size than the original Festo design and many mentioned in Sect. 1. This aims to
increase the maximum size of object that can be gripped, while remaining compact in a
retracted state.

Fig. 2. Design of Fin Ray finger in CAD (top) and outcome from the Cura slicing software
(bottom). Techniques used are highlighted.

The compliant parts were printed usingRS PROTPUfilament fromRSComponents,
with a Shore hardness of 98 A [15]. This is higher than that used in previously mentioned
works [7] (30D) and [8] (85 A), but the higher aspect ratio of the fingers results in larger
forces being generated, requiring higher stiffness to prevent failure of the structure. The
CAD model contains features necessary for the function of the mechanism, as well as a
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solid prism in place of the Fin Ray structure. The ribs are generated according to infill
settings in the Cura slicing software using the ‘Lines’ pattern, such as line distance, line
direction and line width, as well as outer wall thickness (see Fig. 2). This procedure was
demonstrated in [8] and allows fast iteration of designs with an optimized nozzle path to
increase print quality. Additional settings have beenmodified using overlapping volumes
and per-model settings, allowing the attached tendon and base to be printed as solid with
no infill cavities, increasing strength and uniformity. All printing was performed on a
modified Anycubic Mega S FDM printer.

The chosen material leaves a smooth, glossy surface after printing which is not ideal
for grasping. Consequently, rubber strips were adhered to the contact surface to greatly
increase friction without impeding deformation.

3 Finite Element Analysis (FEA) of the Fin Ray Structure

In this section, an FEA analysis is performed inANSYS® software to study the effects of
various sets of rib parameters on the stiffness of the FinRayfinger structure. Furthermore,
the results are compared to a physical model for validation.

3.1 Analysis Setup

A 2D static structural analysis within ANSYS® software was utilized to develop the
geometry of the gripper finger. Thickness, spacing, and angle of the internal ribs was
varied while object contact area and total contact force were measured with the object
at points spaced 20 mm along the finger. This captured the fingertip, base and a range of
points in between. In total, eleven designs were analysed with a range of values being
tested for each parameter, as shown in Table 1.

Table 1. Tested variations of the Fin Ray finger with parameters

Variation No. Rib thickness (mm) Rib spacing (mm) Rib angle (°)

Ref 0.8 3.2 0

1 1.2 3.2 0

2 1.6 3.2 0

3 2 3.2 0

4 0.8 2 0

5 0.8 4.4 0

6 0.8 5.6 0

7 0.8 3.2 −30

8 0.8 3.2 −15

9 0.8 3.2 15

10 0.8 3.2 30
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The simulation was configured to mimic the mechanical model shown in Sect. 2,
with a 1 Nm torque applied to the finger base reacting against a rigid object of diameter
80 mm. The object position was varied in increments of 20 mm up to a maximum
of 80 mm to determine the change in response along the structure (see Fig. 3). The
material applied to the finger was selected to match the 98 A shore hardness TPU used
in the physical design. While a datasheet for this material was available [15], it did not
specify every parameter required for a complete simulation. Consequently, the in-built
ANSYS® material ‘Rubber, TPU (Ester, aromatic, Shore A85/D35)’ from the Granta
Design materials database was modified to provide the missing properties. Specifically,
the Youngs Modulus was increased from 33.7 MPa to 150 MPa, and the ultimate tensile
strength was increased from 43.3 MPa to 50 MPa.

Fig. 3. Schematic of the analysis geometry

3.2 Analysis Results

General Observations. Figure 4 shows the results gathered from the study. For the
purpose of explanation, the fingertip is defined as 0 mm of displacement and the finger
base is at 80 mm of displacement. In all cases, contact area and contact force increase
as the object moves towards the base of the finger, with a maximum of 426% increased
contact area shown in variation 9. This highlights how greatly the characteristics of the
Fin Ray structure vary along its length, allowing it to support fingertip and enveloping
grasp modes.

Effect of Varying Rib Thickness. Figure 4(a) and 4(a) indicate that a higher rib thick-
ness results in a lower overall contact area, with an average decrease of 38% between
the reference finger and variation 3. This shows that the overall stiffness of the structure
has been increased. Contact area at the fingertip is affected the least due to the naturally
higher stiffness in this region. Conversely, a higher rib thickness results in a larger total
contact force, especially towards the base of the finger, showing an increase of 41%
at 80 mm of object displacement. Additionally, the increase in contact force between
subsequent thickness values becomes smaller, indicating that the force will reach an
upper limit. This will occur when rib thickness is equal to rib spacing, resulting in a
solid structure.
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Effect of Varying Rib Spacing. Figure 4(c) and (d) show how the measured values
were affected by varying the rib spacing. Some values have been omitted due to the
simulation failing to converge at higher rib spacings. This may have been caused by
buckling of the structure due to the stiffness becoming too low. The large variance in
contact area is likely due to the object coming into contact on or between ribs, locally
changing the stiffness. It is difficult to draw a conclusion for this reason. For a more
successful study, lower values of rib spacing would be tested. Contact force displays a
trend opposite to that seen in Fig. 4(b), showing that rib thickness and rib spacing have
a similar effect and can be referred to in combination as rib density.

Effect of Varying Rib Angle. Figure 4(e) shows an increasing gradient as angle
decreases and becomes negative, corresponding to higher variation across the length
of the finger. Negative rib angle has not been tested in previous literature and produces
the lines of steepest gradient, which is desirable for the Fin Ray structure as it increases
the effectiveness of the enveloping grasp with minimal effect on the fingertip grasp.
Contact force (see Fig. 4(f)) shows little change in relation to rib angle.

These results show several ways in which the characteristics of the Fin Ray structure
can be altered through changing the rib parameters, and the effect of object position
on the gripping ability. These results do not show an optimized configuration for the
structure but allow it to be fine-tuned to a specific use case depending on type of object
or the actuation force. A phenomenon not explicitly shown through simulation is the
finger experiencing buckling when the overall stiffness becomes too low to support the
reaction force. This has been explicitly observed in physical testing (Fig. 6) and limits the
minimum stiffness of the finger, as it can fail to create adequate gripping force. Although
not tested, it is theorized that this effect becomes more pronounced as the aspect ratio
of the structure increases due to the higher moment being supported by a smaller base.

3.3 Physical Validation

Following the analysis, a 3D printed model of the reference finger design was tested to
verify the results. The gripper was actuated using approximately 1 Nm of moment to
match the simulation, and the deformation was observedwith a range of object positions.
Figure 5 shows the results compared side by side. The analysis and physical deformation
are very similar, giving credibility to the validity of the results.

Figure 6 shows the buckling phenomenon seen on the physical finger and implied
by the simulation results. It occurs at the base of the finger where the moment due to
object contact is highest and is a result of the opposite wall deforming inwards with a
simultaneous separation of the ribs. The structure showsmuch lower resistance to further
deformation beyond this point. This creates a limit on the maximum force the finger can
exert and will cause a grasp to fail. The way in which parameters affect the maximum
buckling load has not been studied.
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(a)                                                                  (b)

(c)                                                                  (d)

(e)                                                                  (f)

Fig. 4. Simulation results for the three tested parameters. Contact area and total contact force are
displayed side by side. Variation No. From Table 1 is shown.



48 J. Pledger and M. Wang

Fig. 5. Comparison between FEA and physical deformation for several object positions.

Fig. 6. Buckling of the Fin Ray structure due to overloading.

4 Conclusions

This paper presents a novel design of an end effector for use on an integrated limb
mechanism along with the basic mechanical principle, accommodating locomotion and
manipulation. 3D printed compliant structures have been utilized, with the Fin Ray
Effect acting as a gripper finger for enhanced object versatility, actuated via flexible
tendons. An FEA simulation was performed to determine how rib parameters affect the
grasping ability of the finger and the effect of object position. It was found that rib
density is directly related to object contact area and contact force. Rib angle also has a
large effect on the deformation of the finger, with negative rib angles showing increased
variation along its length. A buckling effect due to overloading of the structure has been
highlighted and this presents a limit on the maximum load of the Fin Ray finger.

Future work will include performing physical testing to quantify the performance of
the end effector, e.g., maximum object payload and leg carrying capacity. Eventually, it
will be incorporated into a full limb mechanism and multi-legged robot. Furthermore,
additional study into the Fin Ray structure can be conducted, namely the effects of aspect
ratio and overall scale for use with mechanisms of varying design. As required gripping
forces increase, the buckling effect may become more relevant and mitigating changes
can be found to decrease the likelihood of failure.
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Abstract. This paper presents a motion-capture based control frame-
work for the purpose of effectively teleoperating two legged manipulators
without significant delays caused by the switching of controllers. The con-
trol framework generates high-level trajectories in 6 degrees of freedom
and uses finger gesture detection to act as triggers in selecting which
robot to control as well as toggling various aspects of control such as
yaw rotation of the quadruped platform. The functionality and ease of
use of the control framework are demonstrated through a real-life exper-
iment where the operator controls two quadrupedal manipulator robots
to open a spray can. The experiment was successfully accomplished by
the proposed teleoperation framework.

Keywords: Teleoperation · Legged robots · Manipulation

1 Introduction

Teleoperation has become an important part of robotic control, as an increas-
ing number of robotic systems are being used for operations in locations that
would be considered hazardous or remote. In the past, robots were merely used
as platforms for collecting data in these environments, but more recently, an
ever-increasing number of robotic systems are beginning to implement addi-
tional manipulation devices to allow them to also undertake physical manip-
ulation tasks in the field [22]. However, if the robot becomes more complex,
the teleoperation system must also improve and provide the teleoperator with
the capabilities to control the robot effectively. With the increasing number of
hybrid robots, namely robots consisting of multiple systems that would typically
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require their own controller [14], current teleoperation control systems lack the
capability to control both aspects of these robots simultaneously, allowing for a
wider range of motions and intuitive and natural control.

Traditionally, joystick control has been the most common method of high-
level command generation for robots, however as presented in [2], it is seen that
via this method, only one system could be controlled at once. Joysticks have
been used to successfully teleoperate hybrid robotic systems, such as in that
presented by [4] where an aerial manipulator was teleoperated through the use
of a whole body controller and a joystick. However, the teleoperation is limited
by the joystick having only 2 degrees of freedom (DoF) and consequently the
trajectory generated by the joystick is only within a 2-dimensional plane.

Implementing a generic whole-body controller (WBC) [21] in these systems,
would enable the teleoperator to utilise the full redundancy of the robot while
only providing one input reference trajectory. This is achieved in [7] through the
development of a WBC-teleoperation framework, however, this framework nei-
ther realises locomotion tasks nor offers the ability to control multiple robots.
Furthermore, this also requires a teleoperation controller to generate feasible
input trajectories. Alternative methods of teleoperation have thus been devel-
oped, such as the use of haptic controllers alongside whole body control [20] as
well as semi-autonomous systems [3]. Many of these haptic controllers employ
bilateral control through the use of a compliant master device, but the range of
movement is limited to the hardware workspace, which may interfere in some
teleoperative tasks [6]. Target-object-orientated methods such as that presented
by [9] illustrate the use of physical devices to assist in teleoperation. However,
when compared to a wearable motion capture suit, the hardware used in this
study does not allow for manipulation of compliant objects nor does it enable
accurate manipulation of objects of a different geometry than a cuboid.

Others utilised motion as a method of high-level command generation for
hybrid manipulator systems, for example, [17] presents a method using body tilt
to generate acceleration and velocity commands for a bipedal wheeled robot.
The manipulator in this case is controlled via an arm-mounted motion capture
linkage [16]. However, the hardware limits the freedom of the teleoperator in this
case.

In contrast, motion capture suits are being used at an increasing rate due to
being a lightweight and cost-effective method to extract human joint data. In
addition, many motion capture suits are wireless, meaning that the teleoperator
is not constrained to the hardware space. Body tilt is also used by [18], in a
scenario where a teleoperator uses a motion capture suit to detect the pitch of the
human, this method however lacks the force feedback implemented by [19]. This
method employs a mode switching trigger used to determine whether commands
are sent to the base or the manipulator [18]. This issue of being unable to control
both base and manipulator simultaneously is answered through the use of a whole
body controller to couple the two systems, however, this method lacks control in
specific DoFs [19]. As many motion capture applications in robot teleoperation
focus on using the operator’s upper-body motion, there are limited studies that
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Fig. 1. Overview of the proposed teleoperation framework.

utilise the human operator’s lower-body motion. Although one of which is [10]
which is also an example of precise mapping from the user’s movement to the
robot’s pose.

To improve the dynamic performance of humanoid robots, Ishiguro et al.
introduced a real-time dynamic control method to both the upper and lower
body of a humanoid robot [8]. The methods could implement dynamic whole-
body movements, including kicking and hitting a ball. However, it still has dif-
ficulties in applying to complex movements, for example, running and rough
terrain locomotion. [5] presented a method using whole-body control as well as
joint mapping to control a humanoid robot. This method would however only
work with robots that are kinematically similar to a human, and could not be
applied to any robot that is not a biped. Motion capture suits have been paired
with joystick controllers to achieve both low-level joint mapping and high-level
motion commands, however, the joint mapping is limited to a robot of humanoid
structure [13]. Furthermore, although the joystick suits this method as using
motion tracking to generate high-level commands would interfere with the joint
mapping [13]. The combination of joystick and motion capture suit works par-
ticularly well when the joystick is used to control a 2-DoF system, such as a
quadruped, and the motion capture suit is used for higher-DoF systems such as
robotic arms [15]. Motion capture suits have also been used in motion imitation
control, where a wheeled manipulator would mimic the teleoperator’s move-
ments [1]. However, this work only utilises the use of one of the teleoperator’s
arms and only works for robots that have a similar kinematic structure to a
human, limiting the potential for a highly functional control framework.

In this paper, we propose a teleoperation control framework, based upon our
previous work [21], that uses a wireless inertia-based motion capture suit to gen-
erate high-level commands for simultaneous control of two legged manipulators
(Fig. 1). With the use of finger-detection, gesture controls are implemented to
allow the teleoperator to enable and disable certain axis of movement for ease of
control and switch between control of the robot’s manipulator and quadrupedal
base seamlessly.
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The paper is structured as follows: Section 2 contains an overview of the
control system as well as its formulation. Section 3 covers the experiment design,
Sect. 4 analyses the results obtained from the experiment, and Sect. 5 discusses
the conclusions and future work.

2 Control Framework Overview

In the control framework, coordinate frames are obtained from the inertia-based
motion capture suit, Perception Neuron. In our previous work, we showcased a
framework using the entirety of the motion capture suit, however, due to this
framework only making use of the upper body, the lower half of the motion
capture suit is not used and therefore not necessary for the teleoperator to wear
[12]. This decision comes from multiple factors, from the ability to prepare to
teleoperate faster as there is less preparation and to focus more on where humans
are more naturally dexterous, their hands and arms rather than their legs.

Thus, in the control framework, a single hand is used to control several parts
of a single robot system, in this example, the framework is used to control a
quadruped platform and a robotic arm. As this is implemented on both hands,
the total number of systems that are able to be controlled increases as well as
enabling the possibility of controlling two separate systems simultaneously. In
order to select which system to control, finger triggers are utilised allowing for
the teleoperator to close and open specific fingers to send commands to a selected
system.

Using the fingers as triggers is made possible with the motion capture suit
being able to output coordinate frames of each of the fingers. This allows for the
linking of each finger to a function, however, to make it easier for the teleoperator,
a trigger is activated when either both the index and middle finger or the ring
and pinky finger are closed. Trajectories are generated by the framework by first
setting a reference point in the world frame by closing a hand. Cartesian positions
and Euler angles of each hand are calculated, of which are then translated into
high-level commands for the end effector of the robot arm or base of the platform.

2.1 Finger-Based Trigger System

Firstly, when both hands are open, no commands are sent to the robots and
the teleoperator can move freely without controlling either robot. To begin con-
trolling the robot, the teleoperator must close either hand, the trigger used to
detect this is the closure of the ring and pinky finger. As the goal is to control
multiple robots with a distinct platform and manipulator, each hand controls
a different robot, in this scenario the left-hand controls the A1 system and the
right controls the Aliengo system.

The thumb is used to toggle control between either the quadruped base or the
robotic arm. Another trigger, the index and middle finger, is used to determine
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whether the teleoperator controls linear movement in the Cartesian x or y axis
or rotational movement in the yaw axis for the quadruped platform if used when
the thumb trigger is not active. If the thumb trigger is active, this trigger then
determines the closure state of the end-effector gripper. These triggers and their
respective functions are outlined in Fig. 2.

Fig. 2. Triggers and their functions assigned to each group of fingers, the triggers on
the respective fingers are the same for both hands.

2.2 Teleoperation Algorithm

Whilst the Cartesian position of the hand is taken with respect to the world
frame, the orientation cannot as it would also incorporate aspects of the human
body tilt into the output. Therefore, to avoid this, the relative orientation of
the hand is instead taken with respect to the forearm link origin, located at the
elbow.

To generate trajectories, an origin point in the world frame is created when
the hand is closed and the relative position of the hand in the world frame to
this origin point is used to determine the direction and magnitude of motion of
the respective device. This is formulated as:

x t
sd = x 0

sd + µ(x t
m − x 0

m), (1)

where x refers to the vector x = [x, y, z, θroll, θpitch, θyaw] of which represents
displacements in the Cartesian and rotations in the Euler axes respectively. Sub-
scripts “m” refers to the master device, “s” refers to the slave device, and “d”
to the desired value. Superscript “0” refers to the initial time when the hand is
closed. μ are the gains used to scale motion between the operator and robot.

Due to the motion capture suit not being constrained to a set location, the
human teleoperator is free to rotate and move around their environment. How-
ever, if the relative position of the hand to the world frame is not corrected
for the yaw of the teleoperator in the world frame, then the output trajectories
are orientated towards the location where the motion capture suit was first ini-
tialised. Therefore, the yaw from the central backlink is used to determine the
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direction the operator is facing and offset the yaw generated from turning. This
is formulated as

h local = R−1
yaw · h , (2)

where h ∈ R
3×1 represents the position vector of the hand link with respect

to the world frame. h local refers to the position vector where the yaw of the
operator’s body has been offset. Ryaw ∈ R

3×3 is a rotation matrix constructed
using the yaw orientation of the central spine line.

Multiple triggers are used in the framework through the action of opening
and closing the thumb and fingers. To detect finger closure, the framework checks
the distances between the end of each finger to the link in the centre of the hand.
Once each distance is below a tuned threshold, the finger is considered closed.
This is formulated as

rfinger ≥ sfinger threshold, (3)

where r ∈ R
4×1 represents the distance of each finger to the central hand link

and s ∈ R
4×1 represents the threshold distance values for each finger set to

detect the closure of each finger. Subscripts “f” and “h” refer to the finger
end link and hand link respectively. Where the finger triggers could be detected
through gauging the distance between two points, the thumb however is different
as there as many locations that could be considered a closed thumb, however,
a ”thumbs up” position is discreet with little ambiguity, therefore the trigger is
based around whether the thumb is in this position. The formulation for this is

w thumb ≥ sthumb threshold, (4)

where w ∈ R
3×1 represents the Euler angles in the of the end link of the thumb

with respect to the base link of the thumb and b ∈ R
3×1 represents the threshold

values in each rotational axis set to detect the thumb closure.

2.3 Hardware Implementation

The quadrupeds used are the Unitree Aliengo and A1, each with a mounted
robotic arm on top. They each carry a ViperX 300 5-DoF robotic arm and a
PhantomX Pincher 4-DoF robotic arm respectively. Each robotic arm is mounted
on the top side of the trunk of the quadruped. Robot Operating System (ROS) is
used to connect the two robots over a 5 GHz wireless network to a Ubuntu com-
puter, which acts as the ROS master. The motion capture suit data is retrieved
from the suit via the Perceptron Neuron dedicated software on a Windows com-
puter, which is then sent to the Ubuntu computer via ROS serial. This data
is then converted into standard ROS TF format, which is then input into the
teleoperation algorithm that allows for the high-level commands for either robot
to be computed. A flag is used in the command message to differentiate which
command goes to which robot. A complete system diagram is presented in Fig. 3.
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Fig. 3. A complete system diagram of the teleoperation framework, illustrating the
flow of information from the motion capture suit to the robots.

3 Experiment Design

To demonstrate the capabilities of the control framework, a real-life experiment
was conducted through the use of two quadrupedal manipulators. In the experi-
ment, the operator must control both robots to perform the task of removing the
cap of a spray can. The cap removal task is split into several steps; firstly, the two
robots are placed approximately 1.5 m on either side of the water bottle, which
is located in the centre of the testing area. Secondly, the smaller robot with the
lower DoF robotic arm, the A1 system, will travel forward, rotate as needed and
pick up the spray can from a flat surface and then move into an open area. Next,
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the Aliengo system will approach the A1 system and then both robots will be
orientated to allow the Aliengo’s robotic arm to proceed in removing the cap of
the spray can, at which point the experiment ends1.

In the experiment, the PhantomX Pincher’s end-effector is redesigned to be
more effective at grasping cylindrical objects. The experiment is performed with
the operator in line of sight of the robot however in the future, the possibilities of
using two robots to act as a 3rd person view for teleoperation will be investigated.

4 Experiment Results

In the experiment, the operator first closes their left hand to send linear velocities
to the A1 quadruped in order to move it towards the spray can’s location, which
is achieved by having the operator move their left hand forward when in this
state. Then, the index and middle finger of the operator is opened to initiate the
yaw control state of the A1, due to this being a different trigger, the reference
is generated again from the moment the index and middle fingers are opened.
In this state, rolling the left hand will result in a corresponding yaw velocity
in the A1. The operator then opens their left hand to reset the reference point
and then closes their left hand excluding the thumb to activate arm control. The
arm is then manoeuvred using the left hand to grasp the spray can with the
teleoperator opening their index and middle finger to toggle the gripper closure
state, picking up the spray can.

Following this stage, the operator initiates yaw control of the A1 again and
rotates it so that it is facing the Aliengo. The operator then closes their index
and middle fingers in order to move the A1 sideways until within range of the
ViperX 300 robotic arm that is mounted on the Aliengo. The operator now keeps
their left-hand open to prevent any commands from being sent to the A1 system,
and the right-hand excluding the thumb closes to control the ViperX 300. First,
the right hand is moved in the y-axis to send a yaw position to the robot arm
before guiding the end-effector around the cap of the spray can and opening
the right hand’s index and middle finger to close the end-effector. The operator
then guides the robot arm to lift the cap away and opens their right hand before
closing it again, thumb included, to generate a sideways velocity so the Aliengo
moves out of the path of the A1. After this is complete, the right hand opens
to prevent commands from being sent to the Aliengo system and the left-hand
closes to move the A1 forward past the Aliengo, concluding the experiment.

A time-lapse of the experiment is illustrated in Fig. 4. Figures 5, 6, 7, 8, 9
and 10, representing respectively (b), (c), (d), (f), (i) and (l) in Fig. 4, illustrate
the relationship between the references generated by the teleoperation framework
and the finger-based trigger system with the velocity and position feedback of the
quadrupeds and robotic arms. The references consist of the velocity and position
commands generated by the teleoperation framework post-gain. The feedback
values are obtained from the IMU of the quadruped and the joint positions of
the robotic arm. As can be seen in Figs. 5, 6, 7, 8, 9 and 10, the feedback values
1 The experiment video can be found at https://youtu.be/TApk6XrgYhY.

https://youtu.be/TApk6XrgYhY
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Fig. 4. Time-lapse showing each stage of the experiment. The experiment is performed
in the line of sight of the teleoperator.

Fig. 5. Chart illustrating the forward velocity feedback of the A1 quadruped in reaction
to the provided reference in the x-axis from the teleoperation framework. The shaded
area represents when the teleoperation trigger for linear velocity control of the A1 is
active.

from the quadruped and robotic arms do not respond to the change in reference
values unless the teleoperation trigger, represented by the shaded area, is active.
Upon the release of the teleoperation trigger, represented by non-shaded areas,
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Fig. 6. Chart illustrating the yaw velocity feedback of the A1 quadruped in reac-
tion to the provided reference in the roll-axis from the teleoperation framework. The
shaded area represents when the teleoperation trigger for rotational control of the A1
quadruped is active.

Fig. 7. Chart illustrating the end-effector location of the PhantomX Pincher in reaction
to the provided reference in the x-axis from the teleoperation framework. The shaded
area represents when the teleoperation trigger for controlling the robotic arm on the
left hand is active.

Fig. 8. Chart illustrating the yaw velocity feedback of the A1 quadruped in reac-
tion to the provided reference in the roll-axis from the teleoperation framework. The
shaded area represents when the teleoperation trigger for rotational control of the A1
quadruped is active.
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Fig. 9. Chart illustrating the end-effector location of the ViperX 300 robotic arm in
reaction to the provided reference in the x-axis from the teleoperation framework. The
shaded area represents when the teleoperation trigger for controlling the robotic arm
on the right hand is active.

Fig. 10. Chart illustrating the sideways velocity feedback of the Aliengo quadruped in
reaction to the provided reference in the y-axis from the teleoperation framework. The
shaded area represents when the teleoperation trigger for linear velocity control of the
Aliengo is active.

no further changes in the reference value will not be sent to the system until the
respective teleoperation trigger is activated again.

Overall, the teleoperation framework proved to be successful as it completed
the task outlined in the experiment. However, some difficulty came from the
teleoperation being in the line of sight, with the velocity references for the
quadrupeds being respective to the orientation of the quadruped itself. This
then required the teleoperator to decide the correct direction of travel based on
the yaw rotation of the commanded robot. This issue could be tackled in the
future by adding a camera to each of the robots.

5 Conclusions

In this study, a teleoperation framework, that is highly versatile yet trivial to
operate, has been developed. Through utilising both hands of the motion cap-
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ture suit and a range of triggers bound to the fingers of the suit’s gloves, two
robots have been simultaneously controlled to complete a complex cooperative
task, where two robots work together to remove a cap from a spray can. It is
also postulated that this framework could be applied to control a pair of a wide
range of different robots, from wheeled manipulators to humanoids, due to its
independence from the kinematic structure of the robots it is controlling. Future
work to further develop this framework will be to integrate a whole-body con-
troller within it and add a mobile third-person camera, with gaze control [11],
to allow for reliable visual feedback during teleoperation scenarios. In addition,
to further enable the manipulation and control capabilities, sensors allowing the
localisation of the two robots could be implemented.
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Abstract. In this work, we present a highly functional teleoperation
system, that integrates a full-body inertia-based motion capture suit
and three intuitive teleoperation strategies with a Whole-Body Control
(WBC) framework, for quadrupedal legged manipulators. This enables
the realisation of commands from the teleoperator that would otherwise
not be possible, as the framework is able to utilise DoF redundancy to
meet several objectives simultaneously, such as locking the gripper frame
in position while the trunk completes a task. This is achieved through the
WBC framework featuring a defined optimisation problem that solves a
range of Cartesian and joint space tasks, while subject to a set of con-
straints (e.g. halt constraints). These tasks and constraints are highly
modular and can be configured dynamically, allowing the teleoperator to
switch between teleoperation strategies seamlessly. The overall system
has been tested and validated through a physics-based simulation and
a hardware test, demonstrating all functionality of the system, which in
turn has been used to evaluate its effectiveness.

Keywords: Teleoperation · Legged robots · Whole-body control

1 Introduction

Within many areas of industry, people put their lives at risk while working in haz-
ardous environments such as nuclear waste decommission, disaster response and
explosive ordinance disposal. Environments such as these have given rise to one
of the driving factors behind recent innovation within the field of robotics; replac-
ing humans with robots in these environments, mitigating risk to human lives.
The quadrupedal legged manipulator shows great potential for this application
due to its proficiency in traversing over rough terrain and its ability to interact

This work was supported by the Engineering and Physical Sciences Research Coun-
cil [grant numbers EP/R513258/1-2441459, EP/V026801/2], the Advanced Machinery
and Productivity Institute [Innovate UK project number 84646] and the China Schol-
arship Council [grant number (2020)06120186].

c© The Author(s) 2022
S. Pacheco-Gutierrez et al. (Eds.): TAROS 2022, LNAI 13546, pp. 63–77, 2022.
https://doi.org/10.1007/978-3-031-15908-4_6

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-031-15908-4_6&domain=pdf
https://doi.org/10.1007/978-3-031-15908-4_6


64 J. Humphreys et al.

Fig. 1. System overview of the teleoperated legged manipulator.

with its environment. However, these robots are highly redundant systems and
therefore require an effective control framework to utilise this redundancy. The
favoured method within research of maximising the efficiency of these robots
is whole-body control (WBC) through optimisation as this method is able to
leverage this high redundancy to achieve multiple tasks simultaneously, with all
elements of the robot working cooperatively.

In the literature, WBC frameworks are normally formulated as either an
inverse dynamics (ID) [6,13,18] or an inverse kinematics (IK) [2,7,19] based
optimisation problem. An ID-based WBC framework, utilising a weighted QP
problem, is developed in [18] and paired with model predictive control (MPC)
for humanoid locomotion. This WBC-MPC pairing is also utilised in [13] to
enable quadrupedal legged manipulator to execute a range of gaits and manip-
ulation tasks by optimising for joint torques. To improve control over how tasks
are realised by these WBCs for whole-body motion tracking, [6] produced an
advanced task prioritisation method. These types of frameworks offer impressive
results in tackling real-world obstacles, such as spring-loaded doors [9]. While
joint level torque control is not possible, IK-based WBC frameworks are prefer-
able for position-controlled robots. An IK-based WBC is developed in [2] which
ensures the stability of wheeled quadruped robots, although it has not been
tested while completing a gait. To enhance the robustness of IK-based WBCs,
[7] introduces specialised adaptability tasks, but its proficiency is dependent on
wheeled locomotion. In the effort of improving the safety of humanoid robots, a
generic WBC framework is designed in [19] for collision avoidance, however, it
has yet to be expanded for use in robots with five limbs.

Moreover, jobs in hazardous environments are typically too complex for
robots to autonomously perform. Therefore, robust and effective teleoperation
controllers have been developed for real-life scenarios. Motion capture suits have
been seen previously to control robots, such as in [5], but not in such an appli-
cation where direct joint mapping is not optimal. IMU-based motion capture
devices have been used to control a 7 Degree-of-Freedom (DoF) robotic arm
[17]. The use of foot position and stance estimation tracking of the teleoperator
allows a bipedal robot to mimic walking action [8], though walking delays arose
due to imperfect motion recognition.
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It is natural to combine WBC and teleoperation strategies together to give
people more control authority over the robot, as complex tasks in hazardous envi-
ronments require redundant whole-body motions and prompt human interven-
tions. An aerial manipulator was controlled using a WBC teleoperation frame-
work designed for use in scenarios with input delay and connection issues [3],
however, using a joystick to align the robot with an object makes teleopera-
tion more difficult. A wheeled manipulator was teleoperated through the use of
a 3D motion tracking device and monitoring the teleoperator’s muscle activity
[15]. The robot is however limited to wheeled locomotion, decreasing the overall
mobility of the system. Two control methods are shown utilising both joysticks
and a wearable motion capture suit for the low- and high-level control of a
bipedal robot [12], however, this method can only be used for robots that are
kinematically similar to humans. A teleoperation system is described through
the use of a haptic feedback device to control the arms of a bipedal robot [1]. The
system, however, does not allow the robot to locomote with the use of gaits. The
whole-body motion capture suit with an IK retargeting method is shown in [5]
to control multiple humanoid robots, but the centre of mass (CoM) trajectories
cannot be directly controlled through this method, limiting its functionality. A
joystick-controlled quadrupedal robot is shown to use WBC to perform basic
manipulation and depth sensing tasks [16]. Xsens body sensors were used in the
WBC of a simulated bipedal robot with direct kinematic mapping between the
teleoperator and robot [4], however, strategies that could improve teleoperation
such as fixing a robot’s frame were not shown.

Therefore, the contributions presented in this paper are twofold. The first is
a set of intuitive teleoperation strategies that enable the inertia-based motion
capture suit to control different frames of the quadrupedal legged manipula-
tor. The second is the further development of our WBC previously developed
in [19] to tailor it specifically for teleoperation applications through designing
specific constraints to aid the teleoperator, namely halt and CoM constraints.
This in turn enables the teleoperator to fully utilise robot redundancy for task
completion, which was not possible in our previous framework [11].

This paper is organised as follows. Section 2 describes the hardware used for
the robot platform and the teleoperation control device. Section 3 outlines the
WBC framework, optimisation tasks and constraints. In Sect. 4, three teleopera-
tion strategies using the motion capture suit are described. Section 5 details the
simulation tests performed using the WBC framework with the proposed tele-
operation strategies, while Sect. 6 covers these tests again but carried out using
real-life hardware. In Sect. 7, the research is summarised and discussed.

2 System Description

This system consists of the Laikago quadrupedal robot, the ViperX 300 robotic
arm and, for teleoperation, the Noitom Perception Neuron motion capture suit.
Laikago is a lightweight quadrupedal robot capable of holding a payload of 5 kg.
Mounted on the top of the Laikago is the 5 DoF ViperX 300 robotic arm. The arm
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had previously been redesigned with carbon fibre rods in place of the aluminium
box section [11], to alleviate additional mass from the Laikago. Controlling this
system is the inertia-based wearable motion capture suit, consisting of 16 IMU
devices on each link of the human body. The suit collects skeleton data, allowing
for control algorithms to make use of human body motion. This system has also
been used over a more basic controller, such as a gamepad with joysticks, as
they are better suited for end-effector control tasks, as demonstrated in [14].
Connecting these devices together involves the use of a Windows computer for
the motion capture suit, a Ubuntu computer for the robot and a 5 GHz Wi-Fi
router to communicate between them. The entire system is illustrated in Fig. 1.

3 Whole-Body Control Framework

3.1 Formulation of Optimisation Problem

To set up the WBC optimisation problem, a Quadratic Programming (QP) prob-
lem is formulated using the IK cost function to optimise for joint velocities θ̇,
while subject to a range of constraints. The QP problem takes the form of

min
θ̇

1
2
θ̇TATAθ̇ − bTAθ̇ (1)

s.t. C lb ≤ JCoM θ̇ ≤ C ub , (2)

J haltθ̇ = 0 , (3)

θ̇lb ≥ θ̇ ≥ θ̇ub , (4)
θlb ≥ θ ≥ θub , (5)

in which the problem is subject to CoM (2), halt (3), joint velocity (4) and joint
position (5) constraints, who’s specifics are covered in later sections.

To implement the Cartesian and joint tasks of the WBC, A and b of (1) are
formed as

A =
[
αCartACart

αJntAJnt

]
∈ R

(6m+n)× d, b =
[
αCartbCart

αJntbJnt

]
∈ R

6m+n , (6)

so that the QP problem can solve for tasks simultaneously. n = 12 + 5 is the
number of joints of the legged manipulator, d = 23 is the number of DoF of
the legged manipulator, m = 5 + 1 is the number of Cartesian tasks, and αCart

and αJnt are the tasks weights used to prioritise critical tasks over others based
on the application. This task weighting method has been used as opposed to
a hierarchical method as it has a lower computational cost due to only one
QP problem being solved per time step compared to solving several sequential
problems, resulting in a computational time for each QP solve being within 1 ms.
The details of the tasks stacked in (6) are outlined in the following sections.
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Fig. 2. Block diagram of the WBC framework, built around the QP problem.

Cartesian Tasks. Cartesian tasks are used to reduce the residual between a
reference Cartesian trajectory and the current Cartesian configuration of a frame
of the robot. To achieve a high level of utility, this task will be applied to all
end-effector frames and the trunk frame, in accordance with Fig. 2, making a
wide variety of movements and tasks to be feasible. This task is realised by
applying the Jacobian matrix of the frame, which maps Cartesian velocity to
joint velocities, causing it to experience a velocity that moves it through the
trajectory. This task is implemented within A and b as

ACart = WJ ∈ R
6m × d, bCart = [ṙT

1 · · · ṙT
m] ∈ R

6m, (7)

where J = [J T

1 · · ·J T

m]T , J i ∈ R
6 × n is the combined Jacobian matrix of all

controlled frames, W ∈ R
6m × 6m is a diagonal weight matrix used to scale the

degree to which the frame is allowed to deviate from the reference trajectory; a
higher weight increases strictness. The target Cartesian task frame velocity

ṙi = ṙtarget
i + KCart(r target

i − r fk
i ) (8)

describes the required target velocity for a frame to execute a reference trajectory
using the velocity control law presented in [10], where r fk

i ∈ R
6 is the current

frame configuration calculated through forward kinematics, r target
i ∈ R

6 is the
target frame configuration, ṙtarget

i ∈ R
6 is the target frame velocity, and KCart is

the task gain. It should be noted that all configuration orientations are described
in Euler angles.

Joint Tasks. To enforce specific characteristics on each joint of the robot, joint
tasks are added to the QP problem. In this framework, the joint damping task
is added for all joints of the robot to reduce high-frequency oscillations, caused
by the overshoot of the Cartesian tasks, to improve stability. Aligning with (6),
these joint tasks take the following form,

AJnt = S , bJnt = θ̇∗
i prev, (9)
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S ∈ R
n × n and θ̇∗

i prev ∈ R
n are the damping joint task weight, selection matrix,

and optimised joint velocities for the last time step respectively. Further joint
tasks could be used within (9), see [19] for details of these tasks.

Constraints. Constraints are used within the QP problem to refine the solution
space. To improve the stability of the robot, the CoM stability constraint (2)
utilises the CoM Jacobian J CoM to force the CoM to lie within the support
polygon, based on the position of the feet in contact with the ground. Within
(2), the lower and upper bounds of the inequality constraint are

C lb =
(r lb − r fk

CoM)
δt

, C ub =
(rub − r fk

CoM)
δt

, (10)

where r lb and rub are the lower and upper bounds of the support polygon respec-
tively, r fk

CoM is the current position of the CoM, J CoM is the CoM Jacobian, and
δt is the time step.

The halt equality constraint (3) has also been applied to the QP problem, in
which J halt = [J T

1 · · ·J T

c ]T , where J i ∈ R
6 × n is the Jacobian of the frame to be

constrained, and c is the number of these constraints. Adding this constraint to
a frame ensures it has zero velocity. Hence, this constraint proves critical when
a non-slip condition is required at the feet of the robot, or when the gripper is
to remain static in either its position, orientation or both during manipulation
tasks.

The final constraints, (4) and (5), ensure that the solutions of the QP problem
respect the joint limits of the robot, where θ̇lb and θ̇ub are the joint upper and
lower velocity limits, and θlb and θub are the upper and lower joint position
limits.

4 Teleoperation Strategies

The human body and the quadrupedal robot and manipulator are kinemati-
cally dissimilar, therefore direct mapping of the teleoperator’s body to the robot
is not viable. Thus, three teleoperation strategies (TS) are developed to intu-
itively teleoperate the legged manipulator via WBC, which use both hands of
the motion capture suit to select the TS and the right hand to generate a ref-
erence trajectory. The proposed three strategies are as follows with the specific
had poses detailed in Fig. 3,

– TS0 : no reference is sent to the robot, acting as a safety feature.
– TS1 : the relative teleoperator’s arm movement is sent to control the pose of

the gripper.
– TS2 : the relative teleoperator’s arm movement is sent to control the pose of

the trunk.
– TS3 : the gripper is locked in both position and orientation, and the relative

teleoperator’s arm movement is sent to control the pose of the trunk.
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TS1 TS2 TS3TS0

Fig. 3. The corresponding hand poses to activate each TS.

When one strategy is activated, the current pose of the right hand in the
world frame is extracted from the motion capture suit and taken as the origin
of the trajectory reference, with any subsequent movements being compiled and
passed to the WBC framework. A relative scaled pose relationship is developed
to map motions between the teleoperator and the robot, where at time t, the
pose of the robot’s frame of interest is modelled as

h t

sd = h0
sd + μ(h t

m − h0
m) (11)

where h = [x; z; y; r; p; y] represents the displacements in the sagittal (x), lateral
(y) and vertical (z) directions and the rotations in the roll (r), pitch (p) and yaw
(y) directions. Subscript m refers to the master, s to the slave, d to a desired
value and 0 refers to the initial timing when the hand is closed. μ is the scaling
factor for motions between the master and the robot. Orientation is not scaled
by the scaling factor, therefore μr, μp, μy = 1.

5 Simulations

To validate the effectiveness of the teleoperation system paired with the WBC
framework, a physics-based PyBullet simulation was completed using the Laik-
ago quadruped and ViperX 300 arm robots. During the simulation, three case
studies were completed to test all three teleoperation strategies. During each
study, a reference is generated by the teleoperation algorithm from the inertia-
based motion capture suit, running at 500 Hz, and sent to the WBC framework,
also running at 500 Hz.

For teleoperation strategies TS1, TS2, and TS3, tests were completed to val-
idate the WBC framework’s ability to track the input reference. Between each
case study, the posture of the teleoperator’s hand is used to switch between
teleoperation strategies, as outlined in Sect. 4. It should be noted that all other
references that were not being controlled through teleoperation were kept con-
stant from their initial positions. For all studies that do not require the feet
frames to move, halt constraints were added for these frames, as outlined in (3),
keeping them locked in position. For the following case studies and the data pre-
sented in Fig. 4, the trunk frame is aligned with the world frame at the beginning
of the first test, TS1.1. The world frame was set so that the +x axis was in the
direction the robot is facing, +y was to the left of the robot, and +z was in the
upwards vertical direction. Furthermore, within Fig. 4 the Cartesian positions
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(a) Gripper and trunk orientations

(b) Gripper and trunk positions
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Fig. 4. The WBC framework output of (a) orientations and (b) positions for the gripper
and trunk frames covering all five tests.

and orientations are estimated through completing forward kinematics using the
joint positions output by the WBC.

Across the case studies, three different types of movement from the tele-
operator were used. This is a sweeping movement to the right (M1), a central
vertical movement (M2), and a central thrusting movement forward (M3), with
each movement type being completed twice sequentially. This was to explicitly
demonstrate the capabilities of the WBC framework. For each test within these
studies, references were input into the Cartesian task for either the gripper or
trunk frame, with negligible latency being observed between these input refer-
ences and robot motion generated by the WBC. For the frame that is being
controlled, its task weight was set relatively high within the QP problem so
that optimisation prioritised this task. A video of all proceeding simulations and
testing is available online1.

5.1 TS1 Case Study

For the case study of TS1, all three different types of movement from the teleoper-
ator were used. This being M1, M2, and M3 to supply references for tests TS1.1,
TS1.2, and TS1.3 respectively. Distinct WBC characteristics were observed in all
three tests, where the robot adjusted to aid in the gripper frame to meet its tar-
get trajectory. These characteristics are portrayed in Fig. 4, where the position

1 https://youtu.be/lhmZucVthc4.

https://youtu.be/lhmZucVthc4
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and orientation of the gripper and trunk frame, for all studies, are presented.
Within these graphs, for TS1.2 the trunk’s z position and pitch angle can be seen
to increase, and for TS1.3, the trunk’s z position, x position, and pitch angle
increase. This demonstrates how the WBC utilises the trunk frame to realise the
gripper frame’s Cartesian task. Furthermore, in TS1.1, WBC characteristics can
be seen as whilst the gripper frame follows a yaw angle reference trajectory, the
trunk can be seen to utilise many of its redundant DoF (x, y, roll, pitch, and
yaw) to aid in realising the gripper’s trajectory. This is further demonstrated in
Fig. 4 and 5.

The effectiveness of the WBC framework is further emphasised in TS1.3, as
shown in Fig. 6, where in the top row the WBC is disabled, and in the bottom
row it is enabled. Without the WBC, the manipulator was observed to be unable
to reach the desired position and a singularity was reached. Whilst with WBC
enabled, the desired position was met and no singularities were observed. There-
fore, this demonstrates how the WBC framework is able to take a teleoperation
input reference and utilise all DoF of the robot to realise it.

5.2 TS2 Case Study

Test TS2.1 utilised the teleoperation strategy TS2. During this case study, the
gripper frame was locked in place in terms of position using (3). The frame
being controlled by the teleoperator switched to the trunk frame. For this test,
M1 was used to send a y reference to the trunk Cartesian task within the WBC
framework. As presented in Fig. 7, this resulted in the translation of the trunk
frame in the y direction while the gripper frame remained in a constant position,
but its orientation moved freely. This is supported by Fig. 4, where the position
of the gripper frame remains constant throughout the test, whilst its orienta-
tion rotates in the roll and yaw axis. Simultaneously, the trunk frame can be
seen to translate in the y direction. This demonstrates the effectiveness of the
WBC framework in keeping the gripper frame locked in position whilst the trunk

Fig. 5. Snapshots of the gripper frame rotating in the yaw axis during TS1.1.
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Fig. 6. Snapshots comparing the gripper frame moving through the x-axis driven by
data from the motion capture suit during TS1.3 with the WBC disabled (top row),
and enabled (bottom row).

exploits the system’s redundancy to change its posture. Applying this constraint
to only positions can aid in the robot realising tasks for other frames. This is
because it increases the solution space of the QP, as a wider range of robot con-
figurations are valid while satisfying the constraint. During this test, the CoM
moves significantly due to the movement of the trunk which could potentially
affect the robot’s stability. However, it is evident from Fig. 8 that in not only
this test but across all tests the centre of pressure (CoP) remains within the
stability limits defined by the position of the feet. In turn, this suggests that the
CoM constraint, defined in (2) aids in preserving stability.

5.3 TS3 Case Study

During this case study, the TS3 teleoperation strategy was implemented to lock
the gripper frame in both position and orientation, while the trunk frame was
controlled using the teleoperation reference. Consequently, the trunk Cartesian
task has a relatively high weight. For test TS3.1, M2 was used to send a z refer-
ence to the trunk Cartesian task. For this test, the gripper frame was observed
to stay locked in position and orientation using (3), while the trunk frame com-
pleted its trajectory in z. These observations are presented in Fig. 4 and Fig. 9,
where the position and orientation of the gripper frame can be seen to be con-
stant while the trunk frame translates through the z direction.

Although all other components of the input reference for the trunk frame’s
Cartesian task were constant, translation in x was observed, as detailed in Fig. 4.
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Fig. 7. Snapshots of the trunk frame translating in the y direction with the gripper
constrained in position during TS2.1.

This observation was caused by the reduced solution space that fully constrains
the gripper frame, in both position and orientation, results in. Therefore, due to
this reduced solution space, the QP problem within the WBC framework had to
sacrifice the strictness at which the trunk Cartesian task is tracked.

6 Hardware Experiments

The same series of studies presented in Sect. 5 were tested using real-life hard-
ware, to analyse the overall framework’s effectiveness in realising input teleop-
eration references. Regarding hardware, the A1, ViperX 300 arm, and Noitom
Perception Neuron motion capture suit are set up as detailed in Sect. 2, with
exception of using an A1 quadruped instead of a Laikago to demonstrate the
proposed framework’s generality, and the addition of the Ubuntu computer being
connected to the A1 via Ethernet connection and the ViperX 300 arm via USB.

From completing this series of studies, it has been observed that the per-
formance of the robot exhibits all whole-body motion characteristics as pre-
sented in Sect. 5, which can be shown in Fig. 10. Furthermore, very little latency
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Fig. 9. Snapshots of the trunk translating in the z direction with the gripper con-
strained in position and orientation in TS3.1.

is observed between the A1 and ViperX 300, resulting in effective cooperative
motion between the two robot systems. Consequently, not only does this demon-
strate this framework’s ability to be deployed onto hardware successfully, but
also its modularity by successfully completing tests using the A1 and Laikago
quadrupeds. This has served as preliminary testing, further analysis and more
complex tests will be carried out in future work.

Fig. 10. Snapshots of the A1 ViperX 300 robot completing the tests of the different
case studies.



Teleoperating a Legged Manipulator Through Whole-Body Control 75

7 Conclusion

In this paper, a highly functional teleoperation system that integrates a wear-
able inertia-based motion capture suit, three intuitive teleoperation strategies
and a WBC framework to control quadrupedal legged manipulators has been
proposed. By implementing a range of modular tasks and constraints within a
QP optimisation problem, the teleoperation system can take input references
and utilise WBC control to realise them through applying a teleoperation strat-
egy, based on the application. The proficiency of the WBC framework to utilise
the different teleoperation strategies was demonstrated, through simulation and
preliminary hardware testing, in which it was used to complete a range of frame
control tasks.

Future work will include expanding the teleoperation strategy functionality
and full experimental validation of this teleoperation system on the real robot.
Other future work could involve broadening the teleoperation strategies to use
other elements of the inertia-based motion capture suit, implementing a method
of dynamically weighting tasks, and integrating a wider range of gaits the tele-
operator could use. To aid in the aforementioned further development of the
teleoperation strategies, an index of performance will be created to analyse their
effectiveness.
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Abstract. The use of Electro-Active Polymers (EAPs) for the fabrica-
tion of evermore sophisticated miniaturised soft robotic actuators has
seen an impressive development in recent years. This paper unveils the
latest computational developments of the group related to three signif-
icant challenges presented in the in-silico modelling of EAPs, that are
being explored with our in-house computational platform. These chal-
lenges, unique to the simulation of EAPs, include (i) robustly resolving
the onset of potentially massive strains as a result of the significant
flexibility of EAP components for soft robotics; (ii) accurately captur-
ing the properties of multi-phased composites at a micro-scale within
the macroscopic fields used in well-established computational modelling
approaches (i.e. Finite Element Method); and (iii) optimising the elec-
trode meso-architecture to enable device customisation for specific appli-
cation required deformations. This paper also aims to demonstrate the in-
silico design tools capability, robustness and flexibility, provided through
a comprehensive set of numerical examples, including some novel results
in electrode and EAP multi-material optimisation. With the upcoming
addition of a 3D Direct-Ink-Writer (DIW) printer, the authors aim to
close the loop allowing for in-house device design and optimisation, sim-
ulation and analysis as well as fabrication and testing.

Keywords: Electroactive Polymers · In-silico design · Topology
optimisation · Rank-one laminates · Soft robotics

1 Introduction

Electroactive Polymers (EAPs) have emerged as a subclass of soft smart materi-
als which are activated through the application of an electric stimulus. In recent
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years, research in these materials has significantly increased due to their incredi-
ble potential capabilities. Their low stiffness enables unprecedented strains, with
extreme values of 1980%, as demonstrated experimentally [8]. The capabilities of
EAP actuators have been demonstrated experimentally and research also shows
that EAPs can be used as sensors and flexible energy harvesters [18]. Whilst
applying an electric field triggers deformation as a result of electrostriction,
physically deforming an EAP can produce an electric signal, due to the piezo-
electric effect, which when received can be used for sensing capabilities or stored
for energy harvesting purposes.

EAPs have often been referred to as artificial muscles given their actua-
tion capabilities, fast response and high energy efficiencies [2]. This makes them
perfect candidates for a wide range of soft robotic applications. In the field of
humanoid robotics, EAPs can be used in stacks to form artificial muscles enabling
human-like smooth control as opposed to traditional hard robotic mechanisms.
This has been demonstrated by Duduta et al. [2] where EAP stacks were used to
replicate a bicep, and extended by Guo et al. [4] to demonstrate muscles in the
jaw and muscles enabling eye rotation. This ability to decrease robotic nature
has the potential to vastly improve the development of prosthesis since the pros-
thetic could more closely mimic human limbs. An advantage of EAPs over other
materials is that they have the ability to act as sensors as well as actuators,
resulting in a self sensing capability. Once again this could accelerate the rate of
improvement of prosthetics enabling functionality such as thermal and pressure
sensing. Beyond the field of humanoid robotics, EAPs have multiple other appli-
cations in soft robotics. Figure 1 provides examples of crawling, swimming and
flying robots which utilise EAP actuators. Other uses include grippers, tunable
lenses and adaptive Braille displays.

Fig. 1. Demonstration of the vast range of applications for EAPs in the field of soft
robotics [4]. (a) EAP biomimetic bicep muscle; (b) Stacked DE configuration to rotate
eyeball; (c) Stacked DE configuration to drive jaw; (d) Soft robotic jellyfish; (e) Flying
robot; (f) Deep-sea soft robot; (g) Crawling caterpillar inspired robot; (h) EAP driven
tunable lens; (i) Tulip inspired EAP gripper.
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Amongst others, there are three significant challenges associated with mod-
elling EAPs which are currently being addressed by the authors. The first one
relates to modelling soft materials producing large strains (potentially massive),
not previously an issue in hard robotics due to the use of mechanisms. Soft mate-
rials produce a highly non-linear and complex response which often requires an
iterative solution approach, as implemented in the in-house in-silico computa-
tional tool, to solving for electric potential and displacement within the Finite
Element Method (FEM). The next challenge relates to modelling a composite
comprised of two or more materials. At a micro-scale, each Finite Element could
be comprised of multiple materials. This creates a challenge when selecting or
developing a constitutive model to use, since the properties of that material
combination may not be accurately represented. The final challenge relates to
designing a device that can produce the output required for a specific applica-
tion. A large factor effecting the final deformation mode is the arrangement of
electrodes and thus topology optimisation can be used to compute the optimal
electrode meso-architecture.

Whilst the in-house in-silico design tool is continually being developed, the
authors are about to explore the fabrication and testing of EAPs. 3D printing is
a key progressive method of fabrication and with a Direct-Ink-Writing (DIW) 3D
printer, the authors will have the ability to design and optimise EAPs using the
developed framework, fabricate the configurations and test them, thus validating
the simulation results. Having this capability closes the loop and potentially leads
to real change in the way these materials are currently being designed. However,
this goes beyond the scope of the current contribution.

This paper is organised as follows; Sect. 2 addresses all presented problems
with the following subsection breakdown. Section 2.1 introduces a typical EAP
and the problem definition before proceeding to address the challenges of solv-
ing highly non-linear problems using the concept of multi-variable convexity.
Section 2.2 presents rank-one laminates and the challenges surrounding obtaining
material properties for a combination of material phases represented by a single
energy function. Section 2.3 details the use of topology optimisation to optimise
the arrangement and design of electrodes to conform to a set of design criteria.
Section 3.3 provides a comprehensive set of numerical examples to demonstrate
the need to address the discussed challenges whilst showcasing the capability,
robustness and flexibility of the in-house in-silico design and simulation tool.
Finally, some concluding remarks are presented in Sect. 4.

2 In-silico Design Modelling Approach

2.1 Nonlinear Solid Electromechanics: A New Modelling Paradigm

The set of equations governing the physics of EAPs, namely the conservation of
linear momentum and Gauss’s law [9], can be mathematically stated as,

DIVP + f0 = 0; DIVD0 − ρ0 = 0, (1)
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where P is the first Piola-Kirchhoff stress tensor, f0 denotes a Lagrangian body
force, D0 is the Lagrangian electric displacement field and ρ0 represents the
electric charge per unit volume. Rotational equilibrium dictates that F T P =
PF T , where F represents the deformation gradient tensor. Faraday’s law can
be written as E0 = −∇0φ, with E0 the Lagrangian electric field and φ the
electric potential. The internal energy density e that encapsulates the necessary
constitutive information to close the system of governing equations in (1) is
introduced as e = e(F ,D0).

The actuation (and strain) capability of EAPs is massive and this poses real
challenges when modelling the materials electromechanical response, since the
simulation must remain robust and reliable beyond the potential limited exper-
imental information for moderate actuation. Fundamentally, the constitutive
model must be sufficiently robust such that when simulations go beyond that of
the laboratory experiments from which the constitutive model was developed, the
reliability and accuracy of the model does not breakdown [3]. Figure 2(a) demon-
strates a common prototypical example where an isotropic EAP film is undergo-
ing material characterisation through classical experimentation [15]. Figure 2(b)
presents the response of the constitutive model and careful analysis (i.e. compu-
tation of acoustic wave speeds) has shown that the constitutive model becomes
ill-posed for any combination of E0 and stretch λ within the red region, hence
either limiting the simulation capability to smaller strains or providing unphys-
ical results, the latter demonstrated by Fig. 2(c) with the appearance of a zero
thickness shear band.

Fig. 2. (a) Material characterisation of EAP VHB4910; (b) Response curve (in blue)
and stability analysis of widely used constitutive model for the standard experimental
set up described here; (c) Development of localised deformations in unrealistic zero
thickness shear bands in the simulation of a piezoelectric EAP. (Color figure online)

Recently, the concept of multi-variable convexity has been introduced by the
authors [3,6,12,13] allowing for the internal energy function to be given as,

e (∇0x,D0) = W (F ,H, J,D0,d) ; d = FD0, (2)

where W represents a convex multi-variable functional in terms of its extended
set of arguments V = {F ,H, J,D0,d}, with {H, J} the co-factor and the Jaco-
bian of F , respectively. The concept of multi-variable convexity is paramount
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in ensuring a well-posed computer model, such that the problem guarantees the
existence of real wave speeds and hence continues to produce physical results for
the constitutive model regardless of the level of actuation, opening the possibility
to explore unthinkable actuation possibilities.

2.2 Electroactive Polymer Design: Microstructure

Material properties are fundamental with respect to EAP performance. It is
desirable to select a material with high electric permittivity in order to maximise
the actuation range. However, materials with higher electric permittivity also
exhibit higher stiffness which in itself can hinder the final actuation response [5].
This in turn counteracts the advantage gained. Since using one single material
has its limitations in gains through material properties, focus has turned towards
the design of tailor-made composite arrangements of multiple materials with
varying properties to complement one another.

This brings with it significant challenges with regards to the constitutive
model. When using a single material phase, the corresponding material consti-
tutive model can be obtained through classical experiments in conjunction with a
phenomenological based model [7]. Likewise, when using multiple material phases
at a macro-scale, multiple constitutive models can be implemented and inter-
changed as the material definition changes. However, a significant challenge arises
when modelling an EAP device, with multiple material phases at a micro-scale,
requiring thus the development of multi-scale constitutive models. The authors
presented in [9] a novel computational framework for the accurate simulation of
rank-one EAP laminates and applied the principles of a rank-n homogenisation
of convex multi variable phases in the context of highly deformable EAPs for
soft robotics applications. The structure for a biphasic DE device can be seen
below in Fig. 3.

Fig. 3. Schematics of EAP device fabricated such that it is laminated with multiple
material phases (α and β in this case) at a micro-scale level. The micro-scale image
demonstrates that the lamination of a rank-one laminate does not need to be in an
orthogonal direction. On the far right, the Figure presents the possibility of a rank-two
laminate such that the various phases can also be formed of a laminate. This details a
further challenge; can such a material be printed?

Section 2.1 presented the definition of the problem through the governing
equations (1). This identified two quantities which are vital for the constitutive
model, namely the deformation gradient tensor, F , and the electric displacement
field, D0. Since Fig. 3 presents two phases used at a micro-scale, the macro-scale
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quantities F and D0 need to be obtained such that they represent both material
phases. Under the assumption of a homogeneous response in each phase, these
quantities are defined as the weighted sum of those in each phase, namely

F = caF a + (1 − ca) F b; D0 = caDa
0 + (1 − ca) Db

0, (3)

where ca is the volume fraction of phase a (1−ca for phase b). Whilst F and D0

can be decomposed to combine multiple materials, the internal energy func-
tional also needs to represent the combination of material phases. This can
be done through the introduction of an effective internal energy functional,
ê(F ,D0,α,β), which similarly can be decomposed such that

ê(F ,D0,α,β) = caea (F a (F ,α) ,Da
0 (D0,β))

+ (1 − ca) eb
(
F b (F ,α) ,Db

0 (D0,β)
) (4)

where ea and eb are the respective materials internal energy functionals written
in terms of the micro-scale fluctuations α and β. As a result of these decomposi-
tions, the various macroscopic quantities can be expressed as weighted averages
of multiple materials, enabling the use of the same computational framework
with the fields and models described by (3) and (4).

Another solution currently explored by the authors is that of developing
a single internal energy functional which can closely model the response of a
rank-one laminate without attempting to represent the different materials indi-
vidually, with the potential to drastically simplify the modelling of multiple
materials. It is also worth noting that in the future this raises the potential for
a new design challenge, the optimisation of the volume fractions of materials to
maximise the deformation.

2.3 Electrode Design: Meso-architecture

The design and arrangement of electrodes is another important factor when opti-
mising EAP performance. Stacked configurations enable the designer to strategi-
cally place different designs of electrodes in specific locations to produce complex
and novel deformations. Designing the electrode to form only a region of the layer
results in the elastomer sandwiched within this region to experience an electric
stimulus resulting in actuation whilst the remaining material does not experience
an electric stimulus thus remaining passive and thereby enabling complex actu-
ation. Figure 4 demonstrates the customisability of the design and placement of
electrodes to produce a novel and complex mode of deformation.

When considering the use of EAPs for applications such as soft robotics, it is
clear that the designer will have an end goal in the form of a desired actuation. It
is therefore necessary that there be an approach in place to optimise the design
for a given set of criteria. There is a wide spectrum of robust approaches available
for topology optimisation of the meso-architecture, ranging from density-based
methods, with the Solid Isotropic Material with Penalisation (SIMP) method as
their maximum representative, level-set methods, phase-field methods, topolog-
ical derivative methods and evolutionary methods [1,11,16,17].



In-silico Design and Comp. Modelling of EAP Based Soft Robotics 87

Electrode layers

Phase-field functions

Optimal electrode Layout

Phase-field threshold

Layer #1

Layer #2

Layer #3

Layer #4

Layer #5

Fig. 4. Layer-by-layer extruded layout clearly displaying the intercalated electrodes.
Left: DE device comprising of six elastomer layers and five intercalated surface regions.
Centre: final distribution of the phase-field functions with the electrode regions in red
and the voids in blue. Right: representation of the five electrodes by selecting the
phase-field threshold equal to 0.5 [10]. (Color figure online)

The authors have explored the use of the phase-field method [10], where a
continuous phase-field is used to describe the presence of an electrode region
within the interface layer, being Ψε = {Ψε1 . . . ΨεN } the set of N phase field
functions. This electrode phase field functions are extended to the volume via
a suitable Laplacian extension, where the overall volume phase field function in
the range [0, 1], where 0 represents a purely EAP region and 1 represents an
electrode region. Intermediate values represent electrode boundaries. As a final
ingredient of the phase field method, it remains to define a spatially varying free
(enthalpy-type) energy density Ψ(Ψε,F ,E0) comprised of purely mechanical and
electro-mechanical contributions.

To summarise the optimisation process, first consider the elastomeric con-
figuration described in Fig. 5. The underlying objective of this particular layout
is not to perfectly fit the electrically deformed EAP to a given target shape,
but to ensure that its deformed configuration is endowed with certain desired
morphological features. This can be achieved by focusing on the displacement,
u = φ(X) − X (where X is the initial material coordinate and φ(X) repre-
sents the mapping of X to its current spatial position), of specific critical points
which can ultimately induce the desired morphological peculiarities. Consider-
ing the displacement of critical points allows for the formulation of an objective
function which the topology optimisation process aims to minimise, subject to
the satisfaction of a series constraints defined by the set of governing equations
defining the problem (see Sect. 2.1). An initial electrode arrangement seed can
then be used as an input and a Newton-Raphson nonlinear iterative algorithm is
exploited until convergence. This topology optimisation technique has recently
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been extended to the possibility of considering a multi-material EAP, providing
thus the capacity to optimise the design of both the electrode and the EAP
polymer itself.

Fig. 5. (a) Points selected for optimisation. (b) Topology optimisation aided electrode
design: the Z displacement of the red and green target points must be maximised along
the positive and negative Z direction, respectively [10] (Color figure online).

3 Examples

3.1 Example 1: Demonstration of In-silico Design Tool Capability

The objective of this first example is to demonstrate the large strain and complex
deformation capability of the in-silico design tool. The configuration is displayed
in Fig. 6 and it presents a DE device which clearly provides a blueprint which
could be used as a concept for a soft robotics gripper. Bending is obtained by
positioning electrodes across the full span of each ’finger’ and fixing it to a central
square of material which remains passive hence providing a fixed plane enabling
span-wise actuation.

Fig. 6. Presents the rendering of a deformed configuration, demonstrating a large
strain, and contour plot of the distribution of hydrostatic pressure p. These results
have been obtained with the in-house in-silico design tool [14].
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3.2 Example 2: Effects of Fibre Orientation

The objective of this example is to demonstrate the influence of microstructure
fibre orientation on the deformation produced. A basic rectangular EAP device
was used in this example which similarly to Example 3.1 has two full aerial
electrodes, arranged at half thickness and at the bottom of the device. As the
elastomer bends due to the applied electric field, the fibre orientation induces
an additional torsional mode. Figure 7 clearly displays that with the fibres ori-
entated at 0◦, or parallel to the length, does not induce torsion but does reduce
bending capability. With the fibres orientated at 45◦, torsion and bending are
induced and can thus be customised.

Fig. 7. Presents the deformations of an EAP with different fibre alignment, from left
to right corresponding to orientations of 0◦, 45◦ and 90◦. The various snapshots corre-
sponds to the actuation increments and the contour plots represent the deformation
gradient tensors F22 component [6].

3.3 Example 3: Effects of Electrode Design Meso-architecture

This final example is being presented to demonstrate the use of topology optimi-
sation as discussed in Sect. 2.3. The objective for this specific configuration is to
maximise the displacement at locations {A,B,C,D} and minimise at locations
{E,F,G,H}. The success of the optimisation is calculated through the objective
function given by

J (φ) = − (uA + uB + uC + uD) + (uE + uF + uG + uH) (5)

where uY is the vertical displacement of the specified point Y . The outcome
of the optimisation process for the actuation mode is presented in Fig. 9. To
summarise, Fig. 8 shows the five electrode layer extrusions demonstrating the
optimised design of electrodes to obtain the deformation presented in Fig. 9. It
is worth noting that even a slight change in objective can result in a significantly
altered optimised configuration. This also demonstrates the usefulness of topol-
ogy optimisation given that the optimised solution may not be trivial or easily
conceived by an inexperienced designer.
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Fig. 8. (a)–(e) Final distribution of the phase-field functions at final TO iteration.
Black colour is associated with electrodes and grey colour, with voids. (f) Displays
a layer-by-layer layout with intercalated optimal electrode distribution (a phase-field
threshold value of 0.5 has been used) where the Z dimension of the DE device has been
enlarged for visualisation purposes [10] (Color figure online).

Fig. 9. Presents the evolution of the deformed configuration of the optimised layer-by-
layer DE device for increasing values of the voltage gradient, Δϕ, between alternating
electrodes [10].

4 Concluding Remarks

This paper has presented some recent computational results regarding the in-
silico design and analysis of Electro-Active Polymers (EAPs) subjected to poten-
tially extreme actuation. First, the use of polyconvex strain energy functions is
shown as a very beneficial mathematical requirement in order to ensure robust
and accurate simulations. Subsequently, the consideration of rank-laminates for
the EAP micro-architecture is shown as a useful tool in order to attain a variety
of actuation modes. Finally, the use of topology optimisation in the design of the
electrode meso-architecture demonstrates the unparalleled design opportunities
offered by EAPs. Having a computational framework coupled with the ability
to fabricate and test EAPs will enable future in-house experimental validation,
further offering physical proof of concept alongside simulation results.



In-silico Design and Comp. Modelling of EAP Based Soft Robotics 91

References

1. Aage, N., Andreassen, E., Lazarov, B., Sigmund, O.: Giga-voxel computational
morphogenesis for structural design. Nature 550, 84–86 (2017)

2. Duduta, M., Hajiesmaili, E., Zhao, H., Wood, R., Clarke, D.: Realizing the poten-
tial of dielectric elastomer artificial muscles. PNAS 116, 2476–2481 (2019)

3. Gil, A.J., Ortigosa, R.: A new framework for large strain electromechanics based
on convex multi-variable strain energies: variational formulation and material char-
acterisation. CMAME 302, 293–328 (2016)

4. Guo, Y., Liu, L., Liu, Y., Leng, J.: Review of dielectric elastomer actuators and
their applications in soft robots. Adv. Intell. Syst. 3, 2000282 (2021)

5. Hajiesmaili, E., Clarke, D.: Reconfigurable shape-morphing dielectric elastomers
using spatially varying electric fields. Nature Communicationes 10(183), 1–7 (2019)

6. Horák, M., Gil, A., Ortigosa, R., Kruzik, M.: A polyconvex transversely-isotropic
invariant-based formulation for electro-mechanics: stability, minimisers and com-
putational implementation. Under review (2022)

7. Hossain, M., Navaratne, R., Peric, D.: 3D printed elastomeric polyurethane: vis-
coelastic experimental characterizations and constitutive modelling with nonlinear
viscosity functions. IJNLM 126, 293–328 (2020)

8. Li, T., Keplinger, C., Baumgartner, R., Bauer, S., Yang, W., Suo, Z.: Giant voltage-
induced deformation in dielectric elastomers near the verge of snap-through insta-
bility. JMPS 61(2), 611–628 (2013)

9. Maŕın, F., Mart́ınez-Frutos, J., Ortigosa, R., Gil, A.: A convex multi-variable based
computational framework for multilayered electro-active polymers. CMAME 374,
113567 (2021)

10. Mart́ınez-Frutos, J., Ortigosa, R., Gil, A.J.: In-silico design of electrode meso-
architecture for shape morphing dielectric elastomers. JMPS 157 (2021). https://
doi.org/10.1016/j.jmps.2021.104594

11. Munk, D.J., Vio, G.A., Steven, G.P.: Topology and shape optimization methods
using evolutionary algorithms: a review. Struct. Multidiscip. Optim. 52(3), 613–
631 (2015). https://doi.org/10.1007/s00158-015-1261-9

12. Ortigosa, R., Gil, A.J.: A new framework for large strain electromechanics based on
convex multi-variable strain energies: conservation laws, hyperbolicity and exten-
sion to electro-magneto-mechanics. CMAME 309, 202–242 (2016)

13. Ortigosa, R., Gil, A.J.: A new framework for large strain electromechanics based
on convex multi-variable strain energies: finite element discretisation and compu-
tational implementation. CMAME 302, 329–360 (2016)

14. Ortigosa, R., Gil, A.J., Mart́ınez-Frutos, J., Franke, M., Bonet, J.: A new energy-
momentum time integration scheme for non-linear thermo-mechanics. CMAME
372, 113395 (2020)
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Abstract. Swarm robotics is a decentralised mechanism used to coor-
dinate a large group of simple robots. An exploration task means fully
scanning an unknown area using a large number of robotic swarms. It
has great potential for use in many real-world applications, such as mon-
itoring extreme environments. Although there are many research studies
on swarm exploration, the real-world scenarios of the swarm algorithm
have not been fully investigated. This paper proposes a new application
scenario for swarm exploration to monitor nuclear waste storage facili-
ties. To coordinate the robotic swarm, the active elastic sheet model was
utilised, which is a bio-inspired collective motion mechanism. We imple-
mented the exploration scenario in a wet storage facility using a swarm
of low-cost autonomous micro-surface robots, Bubbles. We developed a
realistic kinematic model of the Bubble platform and implemented the
exploration scenario using large swarm sizes. This paper showed the fea-
sibility of using a low-cost robotic platform for this new application,
although the accuracy of the path planning was not very high.

Keywords: Swarm robotics · Exploration · Collective motion ·
Extreme environments

1 Introduction

In a nuclear power station, the wastes are stored in a pool of water called the
spent fuel pond. The waste is packed in special rods and placed inside the spent
fuel ponds (shown at the bottom of the pond in Fig. 1). Special underwater cam-
era systems are used to check the nuclear waste’s storage condition, position, and
quantity. Every year International Atomic Energy Agency (IAEA) spends huge
costs (over £25 million [1]) and efforts to inspect fuel waste storage using the
manual IAEA DCM-14 camera [2]. The underwater camera, which is called the
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Fig. 1. “Big vision” of the proposed exploration system. A swarm of micro-surface
robots, Bubbles, are visually inspecting an underwater storage facility to generate a
panoramic image by stitching 100 images received from a swarm of bubbles at the
various position of the pond.

Underwater Television (UWTV) system, checks the condition of waste fuel. It
is a time-consuming and repetitive task to check the condition of the spent fuel
pond regularly. Therefore, robotising the inspection task is a more economical
choice. In this case, robots with special sensory systems are needed to carry
out the inspection task. There are several robotic platforms developed for the
inspection of nuclear storage facilities. As an example, for dry storage facili-
ties, Cheah et al. [3] proposed a re-configurable robotic platform that crosses
a small access point and inspects an extreme environment. Another example
of robotic solutions for the extreme environment was proposed in [4], where a
robotic solution was utilised to clean up decommissioning sites. In the case of
underwater storage facilities, several robotic solutions were developed [5–8]. For
example, MallARD [8] is a unique autonomous surface vehicle (ASV) developed
for IAEA inspection tasks. Although the aforementioned systems were developed
for robotising inspection tasks, they use a single robot. In the case of a large and
unknown environment, the reliability of a single robot is a problem. Therefore,
multiple robots need to be deployed.

Swarm robotics [9] is a bio-inspired mechanism that controls a large number
of robots working at the same time. It is based on the collective behaviours of
social animals like honeybees or birds [10]. Each of these animals does not have
high intelligence, but working as a group could solve complex tasks like foraging
and aggregation. When this technology is used in the robotic area, it could be
simulated as each robot have some simple logic like following the robot in front.
When a large number of robots work together, they can do more, better and
faster than a single one of them. To control and coordinate a large number of
robots, the related swarm algorithm is needed. Schmickl et al. [11] developed
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the BEECLUST aggregation mechanism which is a bio-inspired robotic algo-
rithm based on the honeybees’ thermotaxis. The robots can achieve an aggrega-
tion without prior knowledge with a little computational effort in the individual
robot. There are various bio-inspired swarm behaviours, i.e. flocking, aggrega-
tion, exploration, collective transportation, etc., which have been successfully
implemented by robots.

We need to have a low-cost and efficient coordination mechanism to overcome
the exploration task in a nuclear storage facility. Collective Motion (CM) is one of
the most common swarm behaviours that can be used in real-world applications.
Ferrante et al. [12] introduced a new CM model based on the Active Elastic Sheet
(AES) model. The idea of this algorithm is to place virtual springs between
adjacent robots. The distance and angular difference between robots will apply
repulsive and attractive force to each agent. This model allows a group of robots
to stay in alignment and achieve collective motion. Raoufi et al. [13] adapted
the AES model and optimised the model parameters, which are one step ahead
toward the real-world application of the AES model. To implement linear and
angular motions, a hundred robots were lined up on a 10× 10 square. The result
showed that the modification and the optimisation of the model improve the
performance of the AES model.

There are many real-world studies on the application of multi-agent
unmanned surface vehicles (USVs) [14–16]. Those studies proposed decentralised
multi-agent control systems in complex ocean environments. However, they are
not suitable for inspection of nuclear storage facilities due to their limited size
and surrounding walls. Also, the robots must be able to understand their posi-
tions and orientations with high bandwidth communications, which are not avail-
able for large swarms of low-cost robots.

This paper proposed a novel method for inspecting underwater storage facil-
ities using a swarm of the low-cost autonomous micro-surface robot (AMSR)
(shown in Fig. 1). We first developed a new model of the AMSR, including drag
force and shear stress. In terms of collective motion, the AES model was adapted
to achieve the configuration of a large number of robots, up to 900. The results
showed that the inverse rotational damping coefficient value, population of con-
figuration and shape of configuration significantly affect the system’s behaviour.

The proposed concept of swarm inspection can be deployed in real-world
storage facilities to decrease the cost of inspection and generate a full pond
image with a high frequency (1 image per 10 min) which is currently impossible
to have due to the manual inspection method.

2 Collective Motion Mechanism

The CM mechanism used in this study is based on AES model [12]. The model is
applied to multiple robots moving in a two-dimensional environment, the surface
of the water. The linear velocity −̇→x i and angular velocity θ̇i of each robot i are
calculated by the following equations:
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−̇→x i = v0n̂i + α[(
−→
F i + Dr ξ̂r) · n̂i]n̂i , (1)

θ̇i = β[(
−→
F i + Dr ξ̂r) · n̂⊥

i ] + Dθξθ , (2)

where v0 is the self-propulsion speed for each robot, α and β are tuning param-
eters for transition and rotation, Vector n̂i is the heading direction of robot i,
and the n̂⊥

i is the perpendicular direction of it. The sum of the total spring-like
force on each robot could be calculated by the following equations with initial
distance lij and the spring constant k/lij . The connection between robot i with
neighbourhood robots was set at t=0 and was not changed in the experiment.
The sensing noise of force measurement in the equation is given by Dr ξ̂r. Dr

is the noise strength coefficient, and ξ̂r is a randomly oriented unit vector. The
actuation noise is Dθξθ. Dθ is the noise strength coefficient, and ξθ is a random
variable with a standard, zero-centred normal distribution of variance 1. In the
ideal condition with no noise, Dr and Dθ equal to 0. In this case, all the robots
are working in the ideal condition.

−→
F i =

∑

j∈Si

− k

lij
(|−→r ij | − lij)

−→r ij

|−→r ij | , (3)

−→r ij = −→x j − −→x i, (4)

where k
lij

is the spring constants, lij is the equilibrium distances, and rij is the
distance between robots.

The elastic forces keep the distances between robots in a safe zone. A repulsive
force will be applied if two robots become closer than the allowable safe distance,
and if the two robots get far apart, an attractive force will be implemented to
impose them to remain in a stable area.

3 Realisation of the Exploration

3.1 Robotic Platform

The robot platform that is used in this study is Bubble (shown in Fig. 1) which
is an autonomous micro-surface robot (AMSR) with a 6.7 cm diameter. It is a
unique swarm robotic system developed at the University of Manchester. The
robot is a lightweight micro-robot that moves on the water surface for underwater
inspection. It is driven by air from the two propellers on the top, reducing the
chance of contamination to zero. Bubbles take images with their small camera
facing toward the bottom of the robot. The image generated by the inspection
system can be transferred back to the main station by wireless communication.

3.2 Simulated Platform

The simulation platform was developed in Matlab. In the simulations shown
in Fig. 3 and Fig. 4, the circles are the robots, and the arrows on them are
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the heading directions. The movement of the robots was modelled based on
force analysis shown in Fig. 2. The velocity of the robot was combined with the
velocity given by the AES model and water surface resistance in both linear
and angular movement. The velocity loss caused by the water surface resistance
is calculated from the integration of drag force, FD and shear stress, τ . Then
the current position of each robot is calculated from the previous position and
the integration of velocity. The drag equation, Taylor-Couette flow, vθ, [17] and
Newton’s Law of Viscosity are presented below.

FD =
1
2
ρv2CDA, (5)

where FD is the drag force which is the water surface resistance in linear move-
ment, ρ is the density of the fluid, here is water, v is the velocity of the robot,
CD is the drag coefficient (the coefficient of a cylinder was chosen due to the
shape of Bubble’s chassis), and A is the cross-section area.

Bubble have a dome shape enclosure and cylinder shape chassis. In applica-
tion, only the chassis cylinder stays in the water, so the drag coefficient of the
cylinder was used in the calculation.

vθ = Ω1

Ω2
Ω1

− (R1
R2

)2

1 − (R1
R2

)2
r +

Ω1R
2
1

1− Ω2
Ω1

1−(
R1
R2

)2

r
, (6)

where Ω1 is the angular velocity of a cylinder, Ω2 is the angular velocity of fluid
which is 0 here, R1 is the radius of the cylinder, R2 is the radius of the container
of fluid, and vθ is the fluid velocity at position radius, r.

τ(Ω1) = μ
∂vθ

∂Ω1
, (7)

where τ(Ω1) is the shear stress at the height equal to Ω1, and μ is the dynamic
viscosity of the flow, which is water here.

By combining the water surface resistance and AES model, the dynamic
model of the system is given by the following equation,

⎧
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1
mFD

1
m( l

2 )
2 τ

] , (8)

where V
′
i and ωi are the induced linear and angular velocity respectively, Vi and

is the linear velocity of the robot i, ω
′
i is the angular velocity of the robot i, −̇→x i

and θ̇i is the linear and angular velocity calculated by AES model, FD is the
drag force, dt is the sampling time of the system, m is the mass of the individual
robot, τ is the shear stress, and l is the distance between the two propellers of
the robot.
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Fig. 2. Force diagram of an agent (robot). The orange circle indicates the target robot,
and the blue circle is neighbouring. (Color figure online)

Table 1. Values of parameters and constants set in experiments

Parameters Description Value (units)

v0 self-propulsion speed 0.002 (m/s)

Δt iteration period 0.1 (s)

m mass of single robot 0.05 (kg)

CD drag coefficient of cylinder 1.17

ρ density of the fluid (water) 997 (kg/m3)

A cross-sectional area 0.0034 (m2)

μ viscosity of water at 25◦C 0.89 (N·s/m2)

l distance between the centre of the two propellers 0.02 (m)

α inverse translational damping coefficient 0.01

β inverse rotational damping coefficient 0.12

k spring constant 10 (N/m)

3.3 Experiments

The value of parameters in experiments was based on trial and error in the sim-
ulation environment. The application in real robots will be made in the future.

First, we investigate the effect of the simulated water environment on the
developed model of Bubbles. In the first set of experiments, we used 25 robots
and arranged them in a 5× 5 square shape. The goal was to test the modelled
force for the bubbles considering the drag force and shear stress, Eqs. (5 and 7).
Hence, a circular path with a diameter of 0.2 m was chosen to test the model.
A large deviation from the chosen path was expected; however, these sorts of
errors in motion are normal for swarm systems shown in nature.

The second set of experiments focuses on the CM of the swarm, considering
Eq. (8). Robots were assembled into two configurations, a hexagon and a square.
The hexagon configuration contained 91 robots, with 6 robots on each side. The
square configuration contained 10 robots on the side and 100 in total. All the
robots were arranged with random initial orientations.
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The third set of experiments investigated the effects of the swarm population
on the system performance. Each configuration, hexagon and square, had 3 dif-
ferent populations. The hexagon configuration was tested with N ∈ {37, 61, 91}
robots and the square configuration was tested with N ∈ {100, 400, 900} robots.
Each set of experiments was repeated 20 times with random initial orientations
for every run.

To investigate the proposed CM model, the fourth set of experiments inves-
tigated the effects of angular velocity β on the swarm performance. We tested a
range of β ∈ [0.1 to 0.9] with N = 100 robots and N = 91 robots for square and
hexagon configurations, respectively. Similar to the previous experiment, each
experiment was repeated 20 times with random initial orientations. The setting
of parameters and constants are listed in Table 1.

4 Results

This section presents the results of the performed experiments and brief discus-
sions regarding the four different settings. All the experiments were performed
in Matlab using the simulated model of the Bubbles.

4.1 Bubbles Movement

In the first experiment, we investigated the feasibility of the developed model for
Bubbles’ movement on the water surface. Figure 3 shows the circular movement
of the robots in the simulated storage pond environment filled with water. The
experiment was conducted for t = 150 s and the position of the team at t= 50 s,
t= 100 s, and t= 150 s were marked. Compared to the specified circular path, the
real trajectory of the robots contained a large error. This is because of the effect
of the water surface resistance (both FD and vθ) added to the model, which
made it harder for the robots to follow the path.

Figure 4 reveals the linear and angular errors between the expected and the
real trajectories. The data was processed with root mean square and normal-
isation. The linear error curve was close to a parabola. The peak was in the
middle which was about the top of the trace. In this position, robots had the
maximum linear error. The angular error had a peak at about t=2 s. From t=0 s
to t=2 s, the robots were dealing with the resistance of the water surface, and the
error was increasing. After t=2 s, the driving force and water surface resistance
reached a balance, and the error decreased slowly.

4.2 Collective Motion Model

In the second phase, we combined the Bubbles’ movement model with the
AES. Figure 5 shows screenshots from a randomly selected experiment with the
hexagon configuration. The experiment took 120 s in total, and screenshots were
taken every 60 s. In hexagon configuration, the robots that were not on the edge
of the swarm had connections to the other 6 neighbouring robots with equal
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Fig. 3. Circular movement of N = 25 robots in a square configuration with the drag
force, FD, and shear stress, τ . The positions and orientations of the swarm at t ∈
{50, 100, 150} s are marked on the trajectory. The red circle is the expected path, and
the black curve is the real trajectory of the robots. (Color figure online)

length. Figure 6 shows screenshots from a randomly selected experiment with
the square configuration. The experiment was conducted for 80 s in total, and
screenshots were taken every 40 s. In the square configuration, the robots that
were not on the edge of the swarm had connections to the other 8 neighbouring
robots with two different lengths, which are horizontal & vertical and oblique
directions. Compared to the hexagon configuration (shown in Fig. 5), the square
configuration of the robots took less time to settle down. This was because of
the more connections to the neighbouring robots, which made it easier for the
square configuration to settle down.

4.3 Swarm Population

In this phase of experiments, we investigated the effects of swarm population
sizes in both square and hexagon configurations. Figure 7 and Fig. 8 present the
effect of population change on orientation, ωi. The solid line indicates the median
of all robots’ orientations. The shaded area indicates the range between the first
and third quartiles of robots’ orientations.

In general, the median curves were very close to each other, and the shaded
areas have a huge overlap. It means that the effect of the population size on the
swarm was not significant. However, a large population size, N = 91, showed a
slower collective motion than smaller populations. Also, as the population size
increased, the settling curve was smoother. The smaller population had a sharper
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Fig. 4. (a) Linear and (b) angular errors of the circular movement of N = 25 robots
tested in the first experiment with the drag force, FD and shear stress, τ .

Fig. 5. Simulation result of N = 91 robots in a hexagon configuration with the drag
force, FD, and shear stress, τ . The positions and orientations of the swarm at t ∈
{0, 60, 120} s are presented.
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Fig. 6. Simulation result of N = 100 robots in a square configuration with the drag
force, FD, and shear stress, τ . The positions and orientations of the swarm at t ∈
{0, 40, 80} s are presented.

Fig. 7. Simulation result of N ∈ {37, 61, 91} robots in a hexagon configuration with
drag force, FD, and shear stress, τ . The normalised orientations of the swarm between
t = 0 s and t = 200 s are presented.

increase at the beginning of the experiment. This was because the orientation
transmission that took a long time if there were a larger population resulted in
an over-crowding phenomenon. The population did not have a significant effect
on the peak of the curve, which was around t= 20 s.

4.4 Effects of Model Parameter

In the last phase of the experiments, we investigated the effects of the AES
model parameter, β, on the performance of the swarm. Finding an optimal β
will help us in the implementation of the real-world inspection scenarios to align
robots faster and accurately. Figure 9 and Fig. 10 present the effects of β value
on swarm orientation, ωi. The results are presented with box plots where each
box indicates the orientations of all the robots at all time steps in the specific
β. In general, a larger β value leads to a smaller orientation value. A larger β
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Fig. 8. Simulation result of N ∈ {100, 400, 900} robots in a square configuration with
drag force, FD, and shear stress, τ . The normalised orientations of the swarm between
t = 0 s and t = 200 s are presented.

Fig. 9. Simulation result of N = 91 robots in a hexagon configuration with the drag
force, FD, and shear stress, τ . The normalised orientations of the swarm with inverse
rotational damping coefficient, β ∈ [0.1 . . . 0.9] are presented.

Fig. 10. Simulation result of N = 100 robots in a square configuration with the drag
force, FD, and shear stress, τ . The normalised orientations of the swarm with inverse
rotational damping coefficient, β ∈ [0.1 . . . 0.9] are presented.
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value represents a stronger force connection between robots. Compared to the
hexagon configuration, the square configuration decreased faster as the β value
increased. Square configuration had a larger impact due to more connections to
the neighbouring robots.

5 Conclusion

The studied inspection scenario is based on a wet nuclear storage facility using
micro-surface robots, Bubbles. We designed a motion model for the Bubbles con-
sidering water resistance. Compared to previous works, new applications were
proposed for the AES model based on AMSR, and a new water surface model was
developed. The observed results from the simulation experiments demonstrated
the feasibility of using a swarm of micro-robots in such inspection scenarios. In
future work, the algorithm will be applied to the real-world scenario using Bub-
ble micro-robots. With the help of image analysis and image combination, this
system will be able to inspect the nuclear waste storage facilities with minimum
costs and effort.

References

1. Pepper, S., Farnitano, M., Carelli, J., Hazeltine, J., Bailey, D.: Lessons learned
in testing of safeguards equipment. Brookhaven National Lab. Upton, NY (US),
Technical report (2001)

2. Doyle, J.: Nuclear Safeguards, Security and Nonproliferation: Achieving Security
with Technology and Policy. Elsevier (2011)

3. Cheah, W., Groves, K., Martin, H., Peel, H., Watson, S., Marjanovic, O., Lennox,
B.: Mirrax: a reconfigurable robot for limited access environments arXiv preprint
arXiv:2203.00337 (2022)

4. West, C., et al.: A debris clearance robot for extreme environments. In: Althoe-
fer, K., Konstantinova, J., Zhang, K. (eds.) TAROS 2019. LNCS (LNAI), vol.
11649, pp. 148–159. Springer, Cham (2019). https://doi.org/10.1007/978-3-030-
23807-0 13

5. Griffiths, A., Dikarev, A., Green, P.R., Lennox, B., Poteau, X., Watson, S.:
AVEXIS-Aqua vehicle explorer for in-situ sensing. IEEE Robot. Autom. Lett. 1(1),
282–287 (2016)

6. Nancekievill, M., et al.: Development of a radiological characterization submersible
ROV for use at fukushima daiichi. IEEE Trans. Nucl. Sci. 65(9), 2565–2572 (2018)

7. Lennox, C., Groves, K., Hondru, V., Arvin, F., Gornicki, K., Lennox, B.: Embod-
iment of an aquatic surface vehicle in an omnidirectional ground robot. In: 2019
IEEE International Conference on Mechatronics (ICM), vol. 1, pp. 182–186. IEEE
(2019)

8. Groves, K., West, A., Gornicki, K., Watson, S., Carrasco, J., Lennox, B.: Mallard:
an autonomous aquatic surface vehicle for inspection and monitoring of wet nuclear
storage facilities. Robotics 8(2), 47 (2019)

9. Dorigo, M., Theraulaz, G., Trianni, V.: Reflections on the future of swarm robotics.
Sci. Robot. 5(49), eabe4385 (2020)

http://arxiv.org/abs/2203.00337
https://doi.org/10.1007/978-3-030-23807-0_13
https://doi.org/10.1007/978-3-030-23807-0_13


104 Y. He et al.

10. Schranz, M., et al.: Swarm intelligence and cyber-physical systems: concepts, chal-
lenges and future trends. Swarm Evol. Comput. 60, 100762 (2021)

11. Schmickl, T., et al.: Get in touch: cooperative decision making based on robot-to-
robot collisions. Autonom. Agents Multi-Agent Syst. 18(1), 133–155 (2009)

12. Ferrante, E., Turgut, A.E., Dorigo, M., Huepe, C.: Collective motion dynamics of
active solids and active crystals. New J. Phys. 15(9), 095011 (2013)

13. Raoufi, M., Turgut, A.E., Arvin, F.: Self-organized collective motion with a sim-
ulated real robot swarm. In: Althoefer, K., Konstantinova, J., Zhang, K. (eds.)
TAROS 2019. LNCS (LNAI), vol. 11649, pp. 263–274. Springer, Cham (2019).
https://doi.org/10.1007/978-3-030-23807-0 22

14. Liang, X., Qu, X., Hou, Y., Li, Y., Zhang, R.: Distributed coordinated tracking
control of multiple unmanned surface vehicles under complex marine environments.
Ocean Eng. 205, 107328 (2020)

15. Huang, B., Song, S., Zhu, C., Li, J., Zhou, B.: Finite-time distributed formation
control for multiple unmanned surface vehicles with input saturation. Ocean Eng.
233, 109158 (2021)

16. Liu, Y., Song, R., Bucknall, R., Zhang, X.: Intelligent multi-task allocation and
planning for multiple unmanned surface vehicles (USVS) using self-organising maps
and fast marching method. Inf. Sci. 496, 180–197 (2019)

17. Davey, A.: The growth of Taylor vortices in flow between rotating cylinders. J.
Fluid Mech. 14(3), 336–368 (1962)

https://doi.org/10.1007/978-3-030-23807-0_22


Characterization of an Inflatable Soft
Actuator and Tissue Interaction for In
Vitro Mechanical Stimulation of Tissue

Frederick Forbes1(B), Abigail Smith1, and Dana D. Damian1,2

1 Sheffield Biomedical Robotics Lab, Automatic Control Systems Engineering
Department, University of Sheffield, Sheffield S1 3JD, UK

{fforbes2,d.damian}@sheffield.ac.uk
2 Insigneo Institute for in silico Medicine, University of Sheffield,

Sheffield S1 3JD, UK

Abstract. Technology to improve tissue development is constantly
being improved and refined. Soft robots have been utilized in medical
settings due to their compliant nature, reducing the stiffness gradient at
tissue-device interfaces. In this paper, we present a pneumatically actu-
ated soft stimulating balloon capable of applying up to 70% strain to
a phantom tissue construct at a pressure of 0.3 bar. EcoflexTM0050 is
used as a biocompatible material for the membrane, and the interaction
between the two was investigated by varying the scaffold stiffness and
initial tension. Data from video tracking was used to compute the tensile
strain applied to the scaffold. We present here, the first steps of charac-
terizing the device for in vitro implementation and further integration
into a custom bioreactor.

Keywords: Tissue engineering · Soft robotics · Mechanobiology

1 Introduction

In the field of tissue engineering, stimulation methods are used to mimic the
body’s native environment for healthy production of neotissue. Different stimula-
tion methods and regimes have been implemented to stimulate targeted cell types
and encourage cell proliferation and other cell functions, such as collagen depo-
sition [1,2]. These methods can also increase the likelihood of achieving desired
material properties, including tissue tensile strength [3]. Mechano-stimulation
has been used to apply strain and induce cell action via shear [4], tensile [5] and
compressive [6] stresses.

Bioreactors are commonly used to model the behaviour found in the cell’s
natural environment by providing a uni-directional stimulation, such as mechan-
ical loading. Examples of rigid traditional bioreactors include Ebers [7], BioTense
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[8] and Cartigen [9]. However, stiffness gradients have been shown to affect cell
activity and function [10], while soft interfaces better mimic the cell environ-
ment, therefore reducing the stiffness gradient at the boundary between the
tissue construct and the actuator [11]. As a consequence, it is desirable to have
a highly controllable interface where the strain intensity and direction can be
regulated. Soft robots are suitable for such interfaces due to their intrinsically
soft construction and the ability to control their deformation. This makes them
a suitable candidate for the mechano-stimulation of tissue [12].

Research has been carried out on soft bioreactors capable of stretching
and compressing cells to promote growth. Elastomeric poly-dimethylsiloxane
(PDMS) membranes are widely used in combination with pneumatic or hydraulic
actuation to apply strain or compress cells [13–15]. Liu et al. [16,17] also demon-
strated a PDMS and hydrogel composite that combines stretch and compression,
and integrates tissue stiffness measurements. Flexcell Inc have also developed
commercially available bioreactors that exert strain by using a vacuum on rub-
ber membrane microwells [18]. Finally, other methods of actuation of elastomeric
membranes include work on pin-actuated flexible membranes for stretching by
Kamotani et al. [19].

Most soft stimulation devices presented in the literature demonstrate the
capability of stimulation from a single source. However, our aim is to add multi-
directional stimuli using different sources. In [20], our group presented a robotic
bioreactor equipped with stiffness-based control to stimulate tissue constructs.
This is capable of providing a tensile strain by moving the clamps apart. This
work presents a soft ballooning actuator that can be integrated into the previ-
ously developed bioreactor. It is able to apply a controllable strain to a tissue
construct to increase the tensile stimulation modalities and directions. A concept
illustration for this is shown in Fig. 1.

2 Methodology

The following section presents the design of the stimulating balloon, the manu-
facturing protocol for soft matter, the experimental set-up and procedure.

2.1 Stimulating Balloon Design and Integration into Bioreactor
Chamber

The stimulating balloon required specific design parameters to ensure: 1) the
materials exposed to cells are biocompatible, 2) controllable tensile strains can
be applied to a tissue scaffold, 3) the actuator can be integrated with the current
bioreactor for future combined stimulation regimes and 4) the chamber that
houses the cells must be isolated from the external environment and able to be
sterilized.

An exploded view diagram of the stimulating balloon is shown in Fig. 2.
The assembly consists of a 1 mm thick membrane, secured using a cap with a
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Fig. 1. Illustration of the presented stimulation method. The pink shaded area repre-
sents the tissue scaffold seeded with cells, the hatched area represents the clamps that
hold the tissue scaffold in place and below is the ballooning membrane. a) When no
stimulation is applied, L0 is the length of the scaffold fixed between the two clamps,
b) When the stimulating balloon is pressurized, p increases and causes the actuator to
expand. The tissue scaffold is stretched, and the length increases by ΔL, representing
a tensile strain. (Color figure online)

Fig. 2. Exploded-view diagram of the stimulating balloon assembly.

10 mm diameter central hole to allow the membrane to balloon out when pressur-
ized. The membrane is made of EcoflexTM0050 (E50) (Smooth On Inc.), chosen
for its biocompatibility [21], and is fabricated using the procedure described in
the following section. The bioreactor floor and membrane cap are 3D printed
(Formlabs Form 2) using clear resin.

Finally, the ballooning membrane is inflated and monitored via two 1 mm
diameter channels connecting a syringe pump and pressure sensor to the pneu-
matic chamber.

2.2 Soft Matter Fabrication

To make the phantom scaffolds, EcoflexTM0030 (E30) (Smooth On Inc.), E50 and
MoldstarTM15 SLOW (MS15) (Smooth On Inc.) are combined in equal quantities
with their respective A and B parts and mixed in an ARE-250 mixer (Thinky) for
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three minutes. Next, they were degassed and poured into durable resin moulds
(Formlabs Form 3) and left to cure at room temperature. 10 mm × 20 mm ×
1mm scaffolds were moulded with a central row of small nodes (0.5 mm deep,
1mm diameter) to allow tracking of different points during pressurization of the
stimulating balloon. Three scaffolds for each material were made. Ballooning
membranes were also made with E50, following the above procedure using a
membrane mould.

2.3 Stimulating Balloon Experimental Set-Up and Procedure

Fig. 3. a) Labelled images of the stimulating balloon experimental setup. b) Close-up
labelled image of the scaffold and ballooning actuator.

An Arduino Nano was used to control a syringe driver which utilised a 12 V
linear actuator (Amazon) and a motor driver (Sparkfun). A pressure sensor
(Honeywell) was used to measure the pressure within the chamber. Close-up
videos of the scaffold were captured using a microscope camera.

A scaffold was held in place above the membrane using one fixed and one
adjustable 3D-printed clamp (Prusa i3 MK3), to accommodate different scaffold
lengths and apply tension, as shown in Fig. 3. The pressure was then increased
from 0 bar to 0.3 bar and decreased back to 0 bar in set increments. Each target
pressure was held for two seconds and then updated. For each scaffold five cycles
were captured.

The videos were imported to Tracker, a video tracking software. This was
used to record the x and y coordinates of the nodes on the scaffold and the
clamps in time, as shown in Fig. 4. Using the coordinates, the length between
each node pair was calculated and summed to calculate a total scaffold length,
Lt. The length of the scaffold at 0 bar was set as the original length, L0. The
change in length, was used to calculate the maximum percentage strain, ε, as
shown in Eq. 1

ε = (Lt − L0)/(L0 × 100) (1)
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Finally, linear interpolation is used to determine the strain at the recorded pres-
sures. The data from the five cycles for each scaffold were averaged. For the
strain, the data is shown as the median and the error bars show the 95% confi-
dence interval. For the pressure, the mean value is plotted and the error shown
is the standard deviation.

Different elastomers were chosen for their varying stiffness; E30, E50 and
MS15. The Young’s modulus for the materials used in this experiment were
derived using a uniaxial tensile test machine (IMADA MX2) and are shown in
Table 1.

Fig. 4. Video stills of the stimulating balloon inflation at 0 bar, 0.2 bar and 0.3 bar.
Yellow circles highlight the nodes that were recorded in Tracker. (Color figure online)

Table 1. Young’s modulus for each phantom scaffold material

Material Young’s modulus (kPa)

EcoflexTM0030 40
EcoflexTM0050 120
Mold StarTM 15 SLOW 410

Different pre-strains were applied to the scaffold and tested. The pretension
of an E50 scaffold was varied by changing the distance between the clamps. For
0% strain, the scaffold was fixed and the clamp adjusted until the scaffold was
just in tension. Using the initial length measured as the distance between the
clamps, a new distance for each strain is calculated and the clamps adjusted.
The distance between the clamps were measured and changed to apply 0, 5, 10
and 20% strains.

3 Results and Discussion

The results for how the strain is affected by 1) changing the stiffness of the
phantom scaffold and 2) the pre-tension of the scaffold are presented here.

Figure 5 shows that by increasing the stiffness of the phantom scaffold mate-
rial, this decreases the strain that the stimulating balloon applies for given pres-
sure. E30 and E50 scaffolds demonstrate hyperelastic behaviour, shown by the
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Fig. 5. The relationship between strain and pressure for different scaffold materials.
This shows how the stiffness of the material changes the strain applied by the balloon.
The materials used are MS15, E30 and E50.
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Fig. 6. The relationship between strain and pressure for various pre-tension values (0,
5, 10 and 20%) of an E50 scaffold. This shows how the initial tension applied to the
phantom scaffold affects the strain produced by the balloon.

characteristic hysteresis curves. At 0.3 bar, the average maximum strain achieved
for the E30, E50 and MS15 scaffolds were approximately 63, 43 and 7%, respec-
tively. The results show hysteresis; within each hysteretic loop, inflation describes
the lower half of the cycle and deflation is the top half. There is a large variation
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within samples of the same material, although they all follow the same trend.
This could be due to how the scaffold was positioned, whether the tension was
equal or due to manufacture variability e.g. slight differences in thickness. The
error in strain is small for most target pressures, however, large error can be
seen in the third scaffold for E30 at 0.2 bar. This is due to the ballooning
phenomenon at higher pressures. More target pressures could be added in the
ballooning range to allow more time for the membrane to react to the change in
pressure and decrease dynamic affects. A dynamic study should also be carried
out in future and compared to the results presented as this could allow faster
frequency regimes to be implemented for more varied stimulation methods.

Figure 6 shows the results for varying pre-applied strain to an E50 scaffold.
As the pre-applied strain is increased, the strain induced by the stimulating
balloon reduces. This can be used to inform more advanced stimulation regimes
by combining the modalities of both the stimulating balloon and current robotic
bioreactor. The maximum strain achieved with the pre-applied 0, 5, 10 and 20%
strains were 47, 42, 37 and 30% respectively. The sum of the maximum strain
and the pre-applied strain are similar for each trial. This highlights the region
where the actuator is no longer able to apply significant additional strain with
increasing pressure.

4 Conclusion

This work presents the design and characterization of a stimulating balloon to
increase the modalities of a robotic bioreactor presented in previous works [20].
These preliminary results show that the balloon is capable of providing a large
range of tensile strains for scaffolds with varying stiffness. This information could
be used for strain-based pressure control during in vitro experiments to follow
stimulation regimes. The strain has been considered to act in one direction. By
tracking more nodes to the scaffold, the local strain distribution could be better
understood. This work could be further used as a building block to explore
different configurations of balloons, for example, using an array and comparing
how this affects the strain distribution of a tissue construct. Future in vitro
experiments will be carried out to further develop this tissue engineering tool
and combine the stimulation modalities of the bioreactor. As the stiffness of the
tissue changes in real time, tensile testing of the scaffold can be carried out to
adapt the pressure control of the stimulating balloon to apply the desired strain.
Combined stimulation regimes could be investigated by using the relationship
for pressure and strain at different initial strains discussed in this study.

Acknowledgements. The authors would like to thank Marco Pontin and Joanna
Jones for their input into this work.
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Abstract. Terrain mapping has a many use cases in both land sur-
veyance and autonomous vehicles. Popular methods generate occupancy
maps over 3D space, which are sub-optimal in outdoor scenarios with
large, clear spaces where gaps in LiDAR readings are common. A ter-
rain can instead be modelled as a height map over 2D space which can
iteratively be updated with incoming LiDAR data, which simplifies com-
putation and allows missing points to be estimated based on the current
terrain estimate. The latter point is of particular interest, since it can
reduce the data collection effort required (and its associated costs) and
current options are not suitable to real-time operation. In this work,
we introduce a new method that is capable of performing such terrain
mapping and inferencing tasks in real-time. We evaluate it with a set of
mapping scenarios and show it is capable of generating maps with higher
accuracy than an OctoMap-based method.

1 Introduction

3D terrain mapping is a core problem in mobile robotics and efficient solutions
are crucial to enable robots to explore and perform tasks on various terrains.
Terrain data also has offline uses in site surveyance, such as to plan new con-
struction projects, environmental monitoring to improve early interventions for
flooding, and determining agricultural subsidy payments dependant on terrain
quality. Many terrain mapping solutions currently employed use visual methods
that rely on many distinct, clear features and are therefore well-suited for indoor
or urban outdoor environments where these features are plentiful. However, such
features are much rarer in outdoor off-road environments which are largely flat
and bereft of many distinct static features, making the popular vision-based
methods less robust in these settings.

A popular approach to the terrain mapping problem uses point clouds cap-
tured from a LiDAR sensor and merges them together over time using methods
such as OctoMap [1] and UFOMap [2] to form a complete map of the environ-
ment. However, these methods become less robust the further away data cap-
tured by the LiDAR are from the actual sensor – significant gaps in the terrain
estimate are introduced as the gaps between LiDAR hits become larger. This is
not a particularly serious issue in populated urban or indoor areas, where large,
empty areas at further distances (25 m+) are fairly uncommon, but becomes
acute in off-road outdoor areas, where large, flat expanses with uneven surfaces
c© The Author(s), under exclusive license to Springer Nature Switzerland AG 2022
S. Pacheco-Gutierrez et al. (Eds.): TAROS 2022, LNAI 13546, pp. 114–127, 2022.
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Fig. 1. An example of a surface (left) reconstructed using EMap (right).

are the norm. Currently, this problem is addressed by having the sensor pass over
the data-sparse areas multiple times to generate additional data with which to fill
in the cloud map and increase the terrain estimate’s fidelity. Such approaches are
appropriate for, and incur little additional cost from, small autonomous robots
and vehicles that can make many passes with minimal input from a human
operator. However, where large industrial or agricultural robots and vehicles are
involved, such a multi-pass approach can become very costly, particularly when
human labour is required to monitor the work.

As an example, suppose a LiDAR sensor can detect points up to R meters
away. The number of LiDAR hits decays as a function of the distance to the
sensor (see Fig. 2 for the sampling density over R for the OS1-64 LiDAR used
in this work). If one sets a minimum sampling density requirement for a terrain
map, there will exist some range rm from the sensor that demarcates the maxi-
mum distance from the sensor where the sampling density becomes too low and
which will require additional passes to sufficiently map. A survey site of width
3rm, for example, will then require at least 2 back and forth passes to map with
a sufficient number of point data. However, if rm could be extended, the entire
site could be mapped with fewer passes. In many applications, the savings could
become substantial when considering the operational costs involved in land sur-
veyance. For example, helicopter and drone-based LiDAR surveyance operations
are common and the costs include equipment rent, pilot wage, and fuel, so any
reductions in total travel time and distance could lead to a real and substantial
economic and environmental impact.

A simple way to increase the effective scanning range rm is to use a higher-
cost LiDAR with an increased sampling density. Alternatively, approximating
point positions in and around the gaps in the terrain estimate, based on actual
LiDAR inputs surrounding the area, will effectively increase the sampling density
and extend rm. The widely used OctoMap [1] package can be used to create an
occupancy map and perform interpolation between the occupied nodes to fill in
the unknown nodes, thereby accomplishing the aforementioned approximation
task. However, in this paper we show that this OctoMap-based interpolation
approach is not robust enough to have a meaningful impact on reducing the sur-
face estimation errors and increase a sensor’s effective scanning range, rm. We
therefore introduce a new alternative method, EMap, based on energy minimi-
sation techniques to reduce these errors, thereby increasing rm and reducing the
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Fig. 2. Number of samples captured by the Ouster OS1 LiDAR used in this work as a
function of distance distance to the sensor.

number of passes needed to generate an accurate terrain map. Figure 1 shows a
sample surface reconstructed using the EMap method.

Many studies regard only online autonomous navigation as the use-case
for real-time mapping. However, the parameters and requirements of land sur-
veyance tasks differ significantly and are often not considered. In contrast, we
devise a set of utility functions that represent both types of tasks and evaluate
our method according to its performance in these simulated tasks. The contri-
butions of this work are therefore as follows: First, a novel approach to terrain
mapping, specialised for off-road settings that extends the effective LiDAR map-
ping range beyond that of OctoMap without significant additional computational
cost. Second, a set of utility functions that resemble the priorities and constraints
of terrain mapping scenarios.

2 Related Work

Computer vision techniques have successfully been used for surface reconstruc-
tion for many years and are quite mature at this point. Indeed, stereo vision
systems are extensively used in the Mars rovers [3]. However, in the last decade
researchers have become increasingly interested in using LiDARs to capture 3D
environmental data [4–6]. These sensors offer several advantages over camera-
based systems, such as being more robust to different lighting conditions and
offering a wider field of view without distortion. Many modern Geographic Infor-
mation Systems (GIS), which provide a map of a geographic area [7], rely on
data captured by some form of LiDAR. Such maps are very useful for environ-
mental and urban planners to predict floods, observe floral patterns over time, or
to create relief maps, for example, and form so-called Digital Elevation Models
(DEM). DEMs are often created by merging multiple point cloud observations
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over a large area together using supplemental localisation data from a GPS, for
example. However, these models often break down when different terrain features
are captured and are not properly classified [8,9]. For example, floral canopies
may distort the terrain map’s height estimate if these are not properly accounted
for in the DEM. A smaller scale DEM, restricted to a single terrain type, would
not be affected by these issues.

OctoMap [1] and a recent variant, UFOMap [2], offer such a LiDAR-based
mapping approach suitable for use by mobile robots and their immediate sur-
roundings. As LiDAR data are received, these systems organise them into an
octree [10] structure, which is a highly scalable and optimised data structure
for 3D geometric modelling and is very well-suited for high resolution mapping.
Octree nodes and leaves are marked as free or occupied according to whether
or not a LiDAR observation falls within a given node’s range, indicating that
the ray reflected off of an obstacle or has reached its maximum distance. The
nodes are iteratively updated with each incoming LiDAR datum and eventually
forms a complete high-resolution map of the robot’s surroundings. Given these
frameworks’ octree-based structure, their fast update speed and low barrier to
entry, they have become a popular choice for many roboticists’ real-time mapping
tasks. However, while beneficial for cluttered indoor and urban environments,
OctoMap can leave significant areas in its terrain estimate unfilled, particularly
at longer distances where hit densities are lower. This makes OctoMap and its
derivative systems unreliable for the task of surface reconstruction in an outdoor,
off-road context.

Machine learning models, such as SVMs, have been used to infer surface
points at unobserved locations with reasonable success [11]. However, the actual
terrain reconstruction and estimation process takes place offline. The GPMap
[12] and GPOctoMap [13] frameworks are both terrain mapping and surface
estimation approaches that use input data from the LiDAR to train a set of
Gaussian Process (GP) regressors which fill in any gaps in the surface estimate.
Both also use octree-based maps to discretise the environment and make the
terrain data more amenable to additional processing. However, GPs are well
known to be computationally expensive and, despite optimisations introduced
by various authors to improve their scalability [14,15], they remain as such,
making GPMap and GPOctomap unsuitable for real-time mapping and surface
reconstruction tasks for reasonably-sized environments.

Other methods have been proposed for efficiently reconstructing the com-
plete surface of an arbitrary 3D object [16]. One approach is to model the surface
using an energy function and optimise it according to some structural parameters
[17,18]. Such functions are relatively straightforward to minimise and present an
efficient surface reconstruction pipeline. However these techniques have only been
applied to 3D objects’ surfaces and have not been used for environmental map-
ping. Indeed, given the flexibility of these methods, their proven computational
efficiency and the problem at hand, we believe that an energy model-based app-
roach could prove useful for terrain reconstruction tasks in an outdoor off-road
setting.
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3 Method

At their cores, mapping an outdoor off-road terrain and an urban one are func-
tionally similar processes. OctoMap [1] and UFOMap [2] are popular, robust
and freely available tools that can produce occupancy maps of various environ-
ments. However, they do not have the capability of inferring whether a node in an
unknown occupancy state between other occupied nodes is occupied or free. This
is an important factor for producing complete and accurate surveyance maps,
as well as robots that require complete knowledge of the surrounding terrain to
plan their movement and accomplish their tasks more effectively. The fact that
rural outdoor environments are often continuous, albeit uneven, surfaces can be
exploited to fill in these gaps and estimate a node’s state if it is located on the
same contour as its occupied neighbours.

Our approach, called EMap (Energy Minimisation Mapping), uses the afore-
mentioned assumption of a continuous surface contour to find the surface esti-
mate that best fits the input LiDAR reference data. As the name alludes to,
EMap is based on the concept of energy minimisation (EM, sometimes called
‘geometry optimisation’), which is a process to determine the optimal geo-spatial
arrangement of objects according to an energy-based model. This approach is
often used in computational chemistry to find the expected geometric arrange-
ment of atoms in a molecule based on their inter-atomic energy bonds (a spring-
like force that attracts or repels a pair of atoms based on the distance between
them). The atoms’ final resting positions will be located where their inter-atomic
forces settle at a new equilibrium state and the net energy in the system is zero.

Applying this approach to a LiDAR-based terrain mapper is fairly straight-
forward. Suppose that at time t we have a set of surface nodes to approximate
the terrain surface. Like the atoms discussed earlier, these nodes are connected
to one another according to an energy model that is a function of the relative
distance between neighbouring nodes (i.e. the spring-like forces described ear-
lier). Incoming LiDAR point data at time t + 1 are then modelled as new nodes
with additional spring forces between a new node and its nearest neighbour from
the surface nodes from time t. This approximates additional energy being intro-
duced to an enclosed system, resembling work done on the surface node system.
The surface nodes are forced absorb the incoming energy and reach a new equi-
librium by adjusting their relative positions. Since we are only interested in the
map’s surface topology, we can simplify the problem by fixing the surface nodes’
x and y coordinates in the LiDAR’s local frame, limiting all the nodes’ displace-
ments to the z dimension only. Refer to Fig. 3 for an example spring-node system
exposed to an incoming LiDAR point.

Let us now mathematically formalise our EMap approach. The terrain sur-
face estimate consists of a set of nodes with constant (x, y) coordinates and
variable heights, z, measured relative to the LiDAR sensor’s local frame. These
are attached to one another in a grid pattern with springs with a spring constant
k. A node s will therefore have between 2 and 4 neighbouring nodes influencing
s’s position, depending on its position in the grid (e.g. a corner node will only
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Fig. 3. Interactions between nodes, neighbours and LiDAR points.

have 2 connected neighbours). The total energy at a single node s at equilibrium
at timestep t = 0 is then given by

Et=0
s =

n∑

i=0

1
2
kΔz2si, (1)

where n is the number of connected neighbours s has and Δzsi is the vertical-
only difference in height between nodes s and i (since x and y are fixed, their
deltas are eliminated from the spring displacement vector).

Incoming data from the LiDAR are modelled as work done on the surface
estimate nodes, perturbing them from their equilibrium states. The work done
by each incoming LiDAR point is modelled as another spring connecting each
input point with its nearest surface node. In its equilibrium state at t = 0 and
Δz = 0, the total net energy in the surface estimate’s spring network is zero.
However, when new LiDAR points are introduced at timestep t = 1, the system’s
net energy is no longer zero and the resultant energy at each node is calculated
as

Et=1
s =

n∑

i=0

1
2
kiΔz2si +

m∑

j=0

1
2
kjd

2
sj , (2)

where m are the number of input LiDAR points attached to node s and dsi is
the Euclidean distance between point j and node s. This perturbation results
in a non-zero energy state for the surface estimate and Δz must be adjusted to
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compensate for the new energy introduced to the system. We ignore the springs’
transient behavior in favour of the steady-state response and solve the system as
a set of linear equations to determine Δz. Rewriting Eq. 2 in the form Ax+b = c
gives,

e =
1
2
KsΔz +

1
2
Kdd, (3)

where e is an a × 1 vector containing the energy Es at each node, a is the
number of nodes in the surface estimate and Ks is an a × a diagonal matrix
containing each node’s effective spring constant (e.g. a node with 4 neighbours
and k = 10 Nm−1 will have an effective keff = 40 Nm−1). Δz is an a× 1 vector
made up of the sum of the squared spring displacements, Δz2si, between the
surface node and its neighbours and d is an a × 1 vector containing the sum
of the squared displacements between node s and its nearest m input points,
d2sj (see Eq. 2). Note that the term 1

2Kdd in Eq. 3 represents a fixed quantity
of work that is done on the system by the input LiDAR points, and therefore
remains unchanged. By setting e = 0, we can solve Eq. 3 analytically solved at
the new equilibrium state. The required displacement that must be applied to
each surface node to reach this new equilibrium state is determined by taking an
element-wise square root of Δz. This process of performing work on the surface
nodes and finding their new equilibrium positions is iterative and takes place for
each LiDAR scan, refining the overall terrain estimate over time.

To find each node s’s nearest input LiDAR points, we use a kD-tree search
method, which is O(log a) in complexity. However, the overall complexity is
dominated by the matrix inversion process to solve Eq. 3. With our current
constract of fixing the nodes’ (x, y) coordinates, Ks is diagonal and can be
inverted in linear time. However, we might relax this constraint in future work
and we therefore cannot rely on the aforementioned diagonality to remain true
indefinitely. Were therefore opt to use a conjugate gradient descent method to
remain flexible and determine K−1

s (Ks will always be semi-positive definite).
This results in a complexity of O(a

√
κ), where κ is Ks’s condition number which

is expected to be small. We can therefore anticipate a time complexity that grows
linearly with the number of nodes in EMap’s surface estimate.

4 Experiments

4.1 Setup

A Gazebo simulation was created to allow a LiDAR-mounted vehicle to drive
over a surface at 1 ms−1 and collect point data. The simulation environment
geometry, shown in Fig. 1, is such that the angular pose and position of the
LiDAR remained unchanged, despite variations in the surface shape the vehi-
cle was driving over. This mimics the behaviour of a real large agricultural
vehicle or UAV, neither of which are significantly affected by variations of
their work surfaces (UAVs can keep their altitude quite stable in favourable
weather conditions). Furthermore, the robot was limited to driving only forward
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along the x-axis and no steering or planning was implemented. The LiDAR
sensor simulated is an Ouster OS1-64 with 512 × 64 beams in a 360◦ view
around the sensor and 22.5◦ above and below its horizontal. Sensor noise was
added and is simulated as (±0.05 m) Gaussian noise. Only points within a 10 m
radius from the sensor are considered. The terrain surface was generated with
zs(xs, ys) = h(xs, ys) = sin xs

π sin ys

π . The surface’s sinusoidal pattern of peaks
and troughs introduce periodic occlusions, thereby guaranteeing gaps in the sen-
sor data and providing a challenging mapping task. In order to determine a
realistic surface estimation error, we repeated the experiment 10 times, setting
the robot’s initial position along the y-axis at a new value for each run, 1 m
apart. This provides sufficient resolution across the entire surface profile. The
collected LiDAR data were processed by both the EMap and OctoMap systems.

EMap. Our EM-based method begins by transforming the incoming LiDAR
data to the vehicle’s local frame and filtering all points that fall outside the 10 m
range. A kD-tree nearest neighbour search is then used to find the Euclidian
distances between the incoming LiDAR points and their nearest surface nodes,
followed by the EM process that determines the surface nodes’ required dis-
placements, which are then added to their z coordinates. To cover the 10 m
work surface, the surface estimate was set to contain 40 nodes in the vehicle’s x
and y directions, giving 1600 surface nodes in total.

OctoMap. As a baseline, we implemented a simple interpolation layer on
top of OctoMap to produce surface estimates. OctoMap was used rather than
UFOMap, as it is mature and widely-used, and the authors of UFOMap did not
report any significant increases in accuracy over OctoMap. OctoMap was used to
build up a volumetric occupancy map with the incoming LiDAR data as it nor-
mally does. However, since the work surface is flat and continuous, we know that
the topmost occupation nodes will form the surface estimate. Another 40 × 40-
node surface estimate is then set to assume the position of these topmost octree
nodes and model the underlying surface. The additional computation takes the
form of a kD-tree search to find the surface’s top layer and transform the surface
nodes to that location.

4.2 Experiment Scenarios

We devised a number of example terrain mapping scenarios to evaluate the ter-
rain mapping methods with. Each of these scenarios have their own set of con-
straints and priorities, reflected by a set of utility functions, which, for example,
prioritise nearby points over those further away for obstacle detection purposes.
These are two basic scenarios with minimal filtering, as well as two drivability
ones. The utility functions, F , are applied to the surface estimates like a filter
and range with F (x, y) ∈ [0, 1]. The mean square error (MSE) is,

MSE =
∑

t

1
a

∑

a

((g(x, y)t − h(x, y)t)F (x, y))2, (4)
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where g and h are the surface estimates given by EMap or OctoMap, and the
ground truth, and a the total number of nodes in the surface estimate.

Baseline - Raw Points. This scenario is a naive scan including all input points
equally, with a utility function Fr(x, y) = 1, and acts as the baseline scenario.

Mapping - Nearest Points. A nearest point scan simulates cases where only
the points closest to the sensor are considered reliable. This gives the utility
function

Fn(x, y) =

{
1,

√
x2 + y2 < 0.25m

0, otherwise.
(5)

Drive Planning - Gaussian. The first drivability scenario emphasises points
at a middle distance, rg, from the vehicle, while progressively ignoring points
further away from rg, mimicking the needs of a planner for autonomous vehicles:

Fg(x, y) = exp
(

− 1
2
(
√

x2 + y2 + rg)2
)
. (6)

Obstacle Detection - Cumulative Distribution Function. This second
drivability scenario prioritises all data points closest to the sensor, which decays
with the points’ distance to the sensor and allows for effective obstacle detection
nearby a vehicle. This utility function can be modelled by an un-normalised
cumulative distribution function (CDF) centred around a threshold scanner
range, rs,

Fc(x, y) = 1 − 1
2

(
1 +

erf(
√

y2 + x2 − rs)√
2

)
. (7)

The values for rs and rg were heuristically set to 4 m and 6 m.

5 Results

5.1 Reconstruction Accuracy

The MSE results for all of the scenarios across the 10 experiment runs are given
in Table 1. These show EMap consistently generating more accurate terrain esti-
mates for all of the experiment scenarios, improving upon the OctoMap baseline
between approximately 29% and 44%. The standard deviations for the MSE’s
are also significantly reduced for the EMap system, indicating that the estimates
are more precise in addition to being more accurate. Overall reductions in MSE
in each scenario show that the effective scanning range, rm, is extended when
using EMap for terrain mapping. For example, the scanning range for the CDF
scenario can be increased by 36.7%, to 5.47 m, over the baseline’s 4 m without
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suffering a decrease in accuracy compared with OctoMap. This conclusion is
further supported by the surface estimates’ error spreads from the raw scenario
shown in Fig. 6. These heatmaps show OctoMap’s MSE significantly spiking
around the edges furthest away from the sensor along the x-axis. The opposite
is observed from EMap’s result – the MSE is lowest furthest way from the sensor
on the x-axis. The error scales for these two sets of results are quite different,
so we consider the normalised MSEs. These further reinforce EMap’s error val-
ues being smaller in general and also more consistent compared to OctoMap’s
results.

Table 1. Each scenario’s terrain reconstruction accuracy for OctoMap and EMap.

Scenario OctoMap EMap % Difference

Raw 74.6 ± 18.2 45.8 ± 6.3 38.6%

Nearest points 88.8 ± 51.4 50.0 ± 25.6 43.7%

Gaussian 1.21 ± 1.19 0.86 ± 0.67 28.9%

CDF 0.93 ± 0.58 0.59 ± 0.32 36.6%

The absolute MSE values in isolation are quite large, e.g. 45 cm for EMap’s
raw scenario. However, this can be explained by the cyclical, sinusoidal terrain
that was used for the experiment, where the error fluctuates periodically with
the vehicle’s forward movement as the terrain transitions from a peak to a trough
(see Fig. 5). This is because a peak occludes a portion of the terrain from the
LiDAR’s view, with its view only fully restored when the vehicle crests the peak
and sees behind it.

5.2 Processing Time per Loop

Figure 6 shows a plot of EMap’s processing time per loop as a function of a, the
number of nodes in the surface estimate. The time was taken as the mean time
per loop across a 30 s period for multiple values of a. Considering its formulation,
EMap’s computational complexity is expected to be linear and dependant on a
only (see Sec. 4.1). Indeed, this expectation is confirmed by Fig. 6, where the
processing time per loop grows linearly with the number of surface nodes and
indicates that EMap can be scales reasonably well – doubling the surface resolu-
tion increases the computation time by a relatively low 25%. In the experiments,
1600 nodes were used, giving 16 nodes per m2 and taking approximately 0.05 s
to process, giving a 20 Hz update rate, achieving our goal of real-time terrain
reconstruction.
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Fig. 4. Histogram of the MSEs recorded for both EMap and OctoMap during the raw
scneario at each node on the estimation surface.

Fig. 5. The MSE from for over the distance the vehicle travelled during the Gaussian
scenario as determined by EMap.
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Fig. 6. The mean time taken by EMap to fit a surface to a new input cloud per LiDAR
update loop.

6 Discussion

EMap showed a consistent reduction in MSE compared to the OctoMap baseline
with a reasonable computational cost, allowing the terrain reconstruction process
to be run in real-time. Beyond the improved accuracy over the baseline, the
extension to rm facilitated by EMap will lead to a direct reduction in the number
of scans needed to build an accurate map. When this reduction is applied to an
industrial-scale terrain mapping operation, e.g. large autonomous agricultural
machinery, it could be very beneficial in reducing the overall operational cost
and environmental impact.

The simulation experiments carried out in this work are sufficient for prov-
ing the viability of EMap as a concept. However, there are numerous limitations
from using a sinusoidal terrain and simulations and additional work within more
complex simulated and real environments are needed to properly test EMap’s
viability as a terrain mapping solution. Nevertheless, the results from this proof-
of-concept work is promising and indicates that EMap is an avenue worth inves-
tigating more.

7 Conclusion

Based on results generated from simulation experiments, EMap reduces the MSE
by up to 43.7% over Octomap, and extends the effective scanning range by 25%
for one of the mapping scenarios, compared to that of the baseline. This added
benefit comes at little additional computational cost and is accomplished in real



126 J. C. Lock et al.

time – though higher-resolution terrain maps can also be generated offline. For
robotic mapping tasks, this could lead to significant cost savings and allow oper-
ators to generate more reliable long-distance traversal plans, further improving
operational efficiency.

Future work should look into applying the EMap approach to a real-world
scenario to determine its effectiveness therein. Furthermore, relaxing the strict
condition of locking the nodes’ (x, y) coordinates can be investigated to deter-
mine whether it can further improve EMap’s surface estimation capabilities.
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Abstract. The design and evaluation of a low-cost educational mobile
robot are presented in this paper. The robot is composed of a two-wheeled
actuated platform, equipped with distance, position and inertial sensors
and a programmable micro-controller. Several prototypes of the robot
were built and tested in a specially organised learning session with chil-
dren to explore the feasibility of the robot as an educational tool to teach
robotics and programming. Collected user feedback demonstrated that
the proposed system is comparable to commercially available educational
robots in terms of functionality and performance.

Keywords: Educational robotics · Mobile robotics · STEM education

1 Introduction

Robotics education is an actively developing field of business and research [1].
The use of robots to teach children STEM subjects has been found efficient [2–
6]. Various robotics solutions have been proposed by the industry and they
are actively deployed in schools for conventional and extracurricular learning
activities [7]. However, the application of robots in children’s education is still
limited in developing countries due to limited expertise and resources [8].

In this paper we describe a low-cost robotics solution that can be used to
teach robotics and programming to children. We present the technical descrip-
tion of the designed two-wheeled mobile robot and demonstrate preliminary
evaluation results of the robot. The material presented in this paper is based on
the final year project of the first author.

2 Proposed Prototype

2.1 Functionality and Design Requirements

There exist multiple mobile robots for education. In collaboration with the Lon-
don School of Mathematics and Programming (LSMP) we identified the required
c© The Author(s), under exclusive license to Springer Nature Switzerland AG 2022
S. Pacheco-Gutierrez et al. (Eds.): TAROS 2022, LNAI 13546, pp. 128–136, 2022.
https://doi.org/10.1007/978-3-031-15908-4_11
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functionality for a low-cost educational mobile robot for children and compared
it to an existing system that is used at LSMP (ROBBO, https://www.robbo.
world).

The problem prompting a search for a new robot at LSMP was the cost of
purchasing and maintaining the current robots in use. This applies not only to
LSMP, but to other schools in general. Most robots in classrooms cost at least
100 GBP and some cost up to 500 GBP or more depending on their abilities.
The lasting impact on the economy that the Covid-19 pandemic caused, even
for well-funded institutions, meant that cutting costs whilst retaining education
quality has been of utmost importance. A robot solution to this problem must
be able to perform similarly to robots already on the market. The ROBBO robot
was chosen as a comparison for the solution, as it is the most often used robot
at LSMP. The solution must meet several design attributes that wheeled robots
have in general, as well as cost and safety.

Features that the ROBBO robot has that the solution must include are:

1. a two-wheeled differential drive kinematics;
2. the motors/wheels should be equipped with encoders;
3. sensing to detect obstacles around the robot;
4. a widely available power source (9 V battery).

Additionally, a new robot should be:

– safe to use: prevention of electric shocks, sharp edges, etc.;
– easy of use: how easy it is to interface with the robot;
– low-cost;
– suitable to typical learning tasks: obstacle avoidance, line and wall following;

navigation and parking;
– aesthetic and tidy design;
– resilient and sustainable allowing easy maintenance;
– long battery life.

2.2 Robot Design

Following the design requirements identified above we have built a two-wheeled
mobile robot shown in Fig. 1. The components and materials required to build
the prototype robot are (including their costs):

– Arduino Nano (14.40 GBP): the controller for the system, which uses an
ATmega328 MCU. It has 32 KB of flash memory, 2 KB of which is used by
the boot-loader, the rest of which is program space. It operates at 5 V, with
an input voltage of 7–12 V, suitable for use with a 9V battery. Importantly,
it offers 6 PWM pins, which two of are used by the motors for speed control.
It has 22 digital GPIO pins, providing room for expansion. The Arduino
platform was chosen over others (such as esp32) due to its hobbyist user
friendly approach (open source and significant online community of users).

https://www.robbo.world
https://www.robbo.world
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Fig. 1. The two-wheeled mobile robot prototype: top and side views.

– The baseplate (0.84 GBP) is laser cut from a minimum 140× 110 mm sheet of
2 mm medium-density fibreboard (MDF). It is lightweight and inexpensive. It
is strong but quicker and easier to machine (manually if needed) than acrylic.

– An L298N PWM motor driver (0.81 GBP) to supply a higher voltage to the
motors. It provides output for 2 DC motors and offers PWM speed control.

– Two motors (16.14 GBP) used are brushed DC motors, with two hall effect
sensors used as encoders that support direction or doubling resolution. They
use a gear ration to achieve a maximum speed of 1050 rpm, at 6 V input.

– The proximity sensors (3.76 GBP) use IR beams and a comparator circuit to
detect objects in their presence. A beam is transmitted, and if the reflection
is within a certain threshold, they change output from low to high, using an
LED to indicate this. The support angle of obstacle detection is 35◦.

– A wiring breadboard (0.24 GBP) is used to make connections between all
devices and the microcontroller.

– Two ‘D-hole’ plastic and rubber wheels (0.30 GBP).
– The battery pack (0.19 GBP) to house a 9 V battery that must be purchased

separately and offers a toggle switch to turn the robot on and off.
– A 0.95 cm (3/8 in.) ball caster (1.51 GBP) is used to support the battery’s

weight at the front of the robot.
– Jump wires ( 1 GBP) are used to connect all devices.
– Plastic 2 mm standoffs (0.02 GBP) and screws are used to secure the prox-

imity sensors to the front of the robot.

A single kit yields a production cost of 39.06 GBP, without including a battery.
The robot drew a peak current of 330 mA at 9 V input, using a DC power

supply to emulate a battery. Therefore, the robot consumes 2.97 W with motors
at full speed. In contrast, the robot drew 230 mA at idle. This means an idle
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power consumption of 2.07 W. Taking the mean, 2.52 W can be assumed the
average power consumption of the robot. If an end user will use a generic 9 V
alkaline battery such as the Energizer Max 9 V Battery, which has a capacity of
610 mAh or 5.49 W-hours, at a power consumption of 2.52 W, the robot may be
used for around 2 h and 11 min. At max speed, this would be 1 h and 50 min.

3 Experimental Evaluation

With the help of LSMP, we tested our robot’s performance and functionality in
a classroom and compared its usability with the ROBBO platform. A blended
research approach was taken as part of an experiment in a real-world envi-
ronment, using robotics lessons at LSMP as an opportunity to compare the
two robots. The task chosen was the same wall following behaviour. Quantita-
tive data were obtained by testing pupils’ comprehension of the task after they
attempt to program the algorithm through a short quiz, checking how many
answers were correct. Qualitative data was obtained with ordinal scale questions
about the attributes of the robots. This experiment provided an opportunity to
simulate what using the prototype would be like in a classroom.

The aims of the experiments were:

– To compare the prototype and another robot in their abilities to teach a
lesson.

– To evaluate the prototype in a real-world environment, where points of failure
can be discovered and used for refinement.

– To understand children’s impressions of the robot through their interactions
with it.

3.1 Participants

Grouping participants. In total 11 pupils (ages 8–14) took part in the evalu-
ation sessions. The pupils were divided into to groups based on their experience
and skills with educational robots. This was done by interviewing the pupils’
usual LSMP teacher about their subjective thoughts on each of the pupils’
progress and understanding levels. Furthermore, the number of lessons pupils
have attended at LSMP was factored in. An important control variable was
ensuring that no pupil had attempted this task before. From this, two groups
were made from pupils across five one-hour lesson groups used for the experi-
ment:

– ‘Experienced’ (set A): pupils who meet one or more of the following: ¿1 than
one term spent at LSMP, having prior experience with electronics or robots,
good aptitude in the subject area already, strong willingness to solve prob-
lems, or older age (secondary school).

– ‘Inexperienced’, (set B): pupils who meet one or more of the following: pupils
new to LSMP from January 2022, have programmed at least in Scratch with
fair aptitude, or younger age (primary school).

Table 1 shows how pupils were split across the five sessions. There were an
equal number of pupils both in set A and set B.
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Table 1. Distribution (number of students) of experience across five sessions.

Session 1 2 3 4 5

Experienced pupils (set A) 2 1 1 2 0

Inexperienced pupils (set B) 0 2 0 0 3

Age range (years) 11–14 8–10 10–12 9–11 9–11

Robot used Proposed ROBBO Proposed ROBBO Proposed

Robot Robot Robot

3.2 Learning Session Structure

Each one-hour session was structured as follows:

– 15 mins. An explanation of the wall following algorithm. This was to make
the robot follow a wall using a loop polling a proximity sensor on one side of
the robot. To mitigate time wasted setting up the robots, they were connected
already to computers and an explanation of the interfaces (Arduino IDE,
RobboScratch 3) was given. The setup was explained.

– 30 mins. Pupils were given 30 min to complete the task, in which the teacher
could provide help not related directly to the task if necessary. Pupils worked
in groups and once they felt confident that their program would work, they
deployed the code and placed the robot on the ground next to a wall. Trial
and error were the expected method of solving the task. This involved chang-
ing variables such as the detection threshold, motor speeds, and duration of
movement each loop.

– 15 mins. Lastly pupils were given a handout that asked questions testing
comprehension of the task, and ordinal scale questions that help to quan-
tify the attributes of the robots. Furthermore, informal conversations were
conducted to get pupils’ opinions of both robots and debrief them on the
research.

3.3 Evaluating Comprehension

Each pupil was asked to complete a quiz after a session. The comprehension
questions were:

– Q1. How do you know if an obstacle is detected by one of the sensors? (There
may be more than one answer depending on the robot you have been given)

– Q2. What is a condition that the robot must check is true in order to make
a turn? (i.e., what does the robot ‘see’ electronically?)

– Q3. When the robot detects something on its left, which way should the
robot turn?

– Q4. When the robot is turning, how many of its wheels should it turn to
make a good turn?

The results of the quiz were used to understand if the pupils were able to effi-
ciently learn the required materials.
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Table 2. The proportion of correct answers for comprehension test for each robot and
question

Platform Q1, % Q2, % Q3, % Q4, % Mean ± st.dev. %

ROBBO 75 50 75 25 56.25 ± 20.73

Prototype 100 83 100 83 91.5 ± 8.5

3.4 Subjective Evaluation of the Robot

Following a quiz, each student was asked to complete a questionnaire to char-
acterise design and usability aspects of the robot they used in the class. The
students were asked whether they prefer to agree with one or the other state-
ments about the robots. Ordinal scale with numeric levels 1 to 5 was used for
each question, where selecting 1 corresponded to a participant to strongly agree
with the first statement and selecting 5 corresponded to strongly agree with the
second statement.

The ordinal scale questions were:

– Q1. Is the robot more of an inanimate (meaning, not alive) object to you (1)
or more like a pet (5)?

– Q2. Do you think that the robot reacting to your code was able to help you
more (1) in figuring out how to solve the problem, or the help provided by
my explanation at the start (5)?.

– Q3. Do you think that the robot is cheap (1) or expensive (5) to make?
– Q4. Do you think the robot is more of a toy (1) or an electronic device (5)?

The above questions were designed to evaluate the efficacy of the robot as an edu-
cational tool as proposed in the educational robotics applications framework [9].

4 Results

4.1 Comprehension

The comprehension responses provided quantitative insight into pupils’ under-
standing of the algorithm, based on how many correct answers were submitted.

Table 2 and Fig. 2 show the percentage of correct answers across both plat-
forms. The ROBBO pupils provided 16 answers, 9 correct, from four participants.
The prototype pupils provided 24 answers, 22 correct, from six participants.

The comprehension of the algorithm is noticeably higher in the prototype
group, compared to the ROBBO group. This can be seen from a mean of 91.5%
correct answers from their group. In comparison, the ROBBO group had a mean
of 56.25%, which is a significant difference of 35.25%. This disparity is reinforced
by the large standard deviation found in the ROBBO group, which is 20.73% in
comparison to only 8.5% for the prototype group. A possible cause is that the
data population size in the ROBBO group was only four pupils compared to six
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Fig. 2. Comprehension quiz evaluation results (box plots) for the ROBBO robot and
the proposed prototype across all participants.

pupils in the other group, and one pupil having little to no understanding would
bring the overall scores much lower than if the same happened in the prototype
group.

It is also possible that the prototype is better at teaching concepts due to
its less hidden approach to how it operates. In the ROBBO interface, a lot of
configuration is already done automatically, such as COM port selection and
pin values. On the prototype robot, the breadboard must first be inspected
to see where the microcontroller’s (Arduino Nano) pins lead to, aiding pupils’
understanding of how the connection to a sensor, for example, is linked with
a number (defining constant with a label) to the values shown on the serial
monitor. In contrast, the ROBBO robot only requires toggling the sensors on or
off. Although it is not the most significant difference, it may well contribute to the
engagement levels of pupils depending on the robot used. The more that pupils
must investigate by themselves, the more they will understand. Furthermore,
as some older pupils were chosen for the prototype, the understanding level of
the task could be inherently something easier for them based on progress in
school. Lastly, analysis of individual responses showed that the variance in score
was quite large compared to high scores with the prototype group. Therefore,
evaluation of the robots in with a larger group of pupils is required in future
work.

4.2 Subjective Evaluation

The subjective evaluations based on the ordinal scale were used to measure how
well each robot adheres to the educational robotics principles [9], which would
indicate how suitable the robot is in an educational setting. The results are
presented in Table 3 and Fig. 3. In average the ROBBO robot and our prototype
led to the same results.
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Table 3. Ordinal scale responses

Prototype ROBBO

Question mean median st.dev mMean median st.dev

Q1 2.5 3 0.76 2.5 2.5 1.12

Q2 3 3 1 3 2.5 1.22

Q3 3 3 0.57 3.5 2.5 1.12

Q4 3.33 4 0.94 3.5 2.5 1.12

Fig. 3. Results for subjective responses (ordinal scale) across all participants for the
ROBBO robot and the proposed prototype (mean and standard deviation).

We observed that the teacher played a larger part in helping pupils under-
stand the task than the robots itself. This complements the efficiency of the
robot being an educational tool in addition to a teachers’ guidance, and also
implies that the proposed prototype robot may be harder to understand by
itself. Another factor that may have influenced this scoring by pupils is that the
prototype robot looks more complicated than the ROBBO robot, due to its open
design.

5 Conclusion

We proposed the design of a low-cost educational mobile robot and evaluated
it in the real-world learning environment with the pupils. The performance and
functionality of the proposed prototype proved similar to current robots in use,
as it effectively taught pupils about a control theory algorithm in comparison
to other robots used in schools. What was achieved was the successful imple-
mentation of a new, low-cost Arduino based wheeled robot that could compete
with the ROBBO Robot Kit, used at LSMP. The robot was evaluated in two
experiments comparing it to the Robot Kit, one which compared the accuracy
of wall following, and one that took a blended approach to get both qualita-
tive and quantitative data from pupils who interacted with both robots in a
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real-world classroom. Due to the project restrictions the prototype robot had a
budget of 40 GBP or less and with that came a limit on what functionality the
robot could have. Part of this was a choice of motor that was not suited for the
application, as well as a lack of encoder resolution making it hard to track wheel
positions. Line following, light sensors and better encoding motors are all future
refinements to the robot that may be added at a premium, as well as Bluetooth
capabilities which were initially part of the plan. The limitation of the study is
low number of participants in the evaluation stage of the project.
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Abstract. Robots operating in a hazardous environment should be able
to assess the risks involved before executing any given task. Though
several risks can be considered in such a scenario, the risks based on
environmental conditions are rarely explored. In this paper, we present
a novel, risk-based navigation approach for robots in hazardous envi-
ronments. We specifically investigate the environmental risks which can
be measured and whose maximum state can be defined. These risks are
integrated into the costmap of the robot to alter its traversability cost
based on the robot’s current state. In doing so, the robot can adjust its
path to account for hazards it has encountered on the fly. We term this
approach as the Internal State-based Risk Assessment framework. We
validate this framework using simulations where a robot must navigate
through a nuclear environment whilst optimizing its path to avoid high
radiation and high-temperature zones. We show that the robot can alter
its path to account for the encountered hazards that have been mapped
onto its internal state.

Keywords: Risk assessment · Mobile robot · Nuclear environment ·
Costmaps

1 Introduction

As autonomous robotics moves towards ubiquity, the need for robots to safely
assess risk becomes increasingly important; both to allow their autonomous capa-
bilities to be fully utilized and to ensure their safe operation. We use a nuclear
environment as an example of a real-world application that has multiple hazards
that need to be accounted for during mobile robot navigation. These include:
the robot’s radioactive dose and the robot’s internal temperature. If any of these
states become critical, the robot can be rendered inert or, in the case of radiation,
may cause the robot to become additional nuclear waste. Therefore, a risk-based
navigation framework is required for robots that could keep these risks measured
below the critical level.
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Though risk is an important consideration in the real-world application
of mobile robotics, risk has been defined and handled differently by various
researchers. In general terms, risk is defined as the product of probability (the
likelihood of an event occurring) and severity (the resulting magnitude of harm).
Sometimes, the exposure, (i.e., the amount of time, number of cycles, etc.) of
the event involved is also considered [4,6]. In this paper, we define risks from the
aspect of risk perception and term it as an “internal state-based” property that
depends on its present state. The state-based risks are those which can have a
maximum state-defined and where this state can be measured, which are mostly
environmental risks. As an example, consider temperature; when a robot travels
via many heat sources, the internal temperature of the robot may rise to a crit-
ical level. This value can be defined and its internal state can also be measured
at every instance. During autonomous navigation of the robot and depending
on the robot’s present temperature, the robot can take cautious decisions based
on this internal state. The idea behind this approach is that risk is perceived
differently by people based personal factors like psychological state, sociological
background, and (inter-)disciplinary expertise. However, when it comes to risk
perception by robots, it can be simplified to its contextual aspect, i.e., its infor-
mation sources. For example, the robot can take or avoid taking a risk depending
on its current state. Any risk that can be a.) measured and b.) a maximum state
defined, can then be easily perceived by robots. This fits in with the ALARA
(“as low as reasonably achievable”) principle, which means all exposures should
be kept as minimum as possible, though not necesarily.

In this paper, we focus on the navigation of a mobile robot that avoids
environmental risks reaching user-defined critical levels. We present the Inter-
nal State-Based Risk Assessment (ISRA) framework as a general solution to
this problem. The basis of this approach is the use of layered costmaps [7] which
allows the preservation of data from different sources, as they do not lose informa-
tion through concatenation into a single map. This is an important feature in our
framework, as we store each risk value (not the sensor cost value) in a separate
costmap layer. Also, a robot may experience a number of these environmental
risks simultaneously, giving rise to the question: how may a robot optimize for
the avoidance of many such environmental risks at the same time, whilst main-
taining its mission objective? The second important feature of our framework
addresses this question. During navigation, we alter the cost of traversing the
map, based on the current state of each risk. For example, if the temperature
is at 42% of its maximum state and radiation is at 55%, then the radiation will
be afforded a higher cost (priority) and avoided more. As the state of the robot
is subject to change based on the robot’s experience in the environment, it pro-
vides an on-the-fly risk prioritization strategy. As will be seen later, this causes
the path of the robot to change over time.

Our work has two major contributions. Firstly, it presents a novel method for
robot navigation considering state-based risks into account. This is because envi-
ronmental risks like radiation and temperature have not been explored widely in
the literature. Secondly, it allows for on-the-fly risk prioritization based on the



Internal State-Based Risk Assessment 139

current internal state of the robot. By doing so, any number of state-based risks
can be easily integrated into the system. By this approach, we hope to generalize
the risk assessment framework to account for any environmental risks outside of
those we use as examples in this paper. The use case for our study is a mobile
robot navigating a nuclear environment that is exposed to temperature and radi-
ation risks. Our simulation results show that the path of the robot changes on
subsequent runs through the same environment due to the cumulative dose of
radiation and temperature that the robot receives during operation. The robot
then starts to avoid areas that are higher in radiation to a greater degree as time
goes on, due to user-defined critical levels of the state-based risks.

The remainder of the paper is organized as follows: in the Sect. 2, we detail the
related work on risk-based navigation using cost maps. The general principles
behind the ISRA framework is outlined in Sect. 3. A brief description of our
implementation and the experimental procedure to investigate the efficacy of
the framework is shown in Sect. 4. We present the results of ISRA framework in
Sect. 5 followed by a discussion and conclusions in Sect. 6.

2 Related Work

Due to the rapid increase in the use of robots in real-world hazardous environ-
ments, research in the area of risk-aware navigation has recently become more
important. Though there are many ways of considering risk in robot naviga-
tion, they are mostly explored at the path-planning level. With the inception
of costmaps, the cost function has been expanded to include more than sim-
ply the risk of collision. For self-driving cars, costmaps have been used to define
traversable but undesirable regions, such as lanes with oncoming traffic, or pedes-
trian walkways [1]. In human-robot interaction (HRI), costmaps have been used
to aid human comfort by increasing the cost of areas that encroach on a user’s
personal space [9]. The Mars rover employs vision to identify dangerous terrains
such as loose ground or large rocks, this information is then fed into a costmap
that is used to plan a collision-free path [16]. All these listed works have focused
on static terrains. However, costmaps have also been used to identify and avoid
dynamic obstacles [17], [18]. From these examples, it can be seen that costmaps
are capable of encoding different constraints of the environment to produce paths
that optimize for a variety of criteria. For this reason, we believe that costmaps
make a logical basis for a risk-avoidance strategy.

Risk has received a multitude of definitions in the area of robot navigation.
Voos and Ertle define risk based on the extended situation operator model, which
models processes as a sequence of operators [20]. Kruusma and Svensson asso-
ciated risk with the average speed of a robot, coupled with the number of turns
it must make along its path [5]. Frequently, risk has been associated with the
dangers of passing different types of terrain or collision with obstacles [16,19].
Proximity to human users has also been used as a metric to define risk [9]. To
generalize risk for use in our framework, we define risk to be state-based envi-
ronmental risks, these are risks to the robot due to the environment that are
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quantifiable by some state, as mentioned earlier. By approaching risk in this way
we seek to generalize the definition so that our framework can encompass many
risks, including those discussed above. It should be noted however that some
risks do not directly fall into this definition, for example, the risk of following a
sub-optimal path is not considered [13,14]. Other risks may be re-formulated to
fit the definition such as terrain traversability; to do this one could break terrain
into constituent components (e.g., maximum gap width or obstacle height) and
measure the state of the robot about these. To track multiple risks in the man-
ner we envisage, it is not possible to use a single monolithic costmap. Instead,
we employ layered costmaps. Such costmaps have a significant advantage over
monolithic costmaps: they can retain information in separate layers from differ-
ent sources; they allow for transparency when it comes to the combination of
risks (i.e. rules for combining layers); finally, they allow for rules to be defined
for the combination of different data types stored in different layers. In previ-
ous work, layered costmaps have largely been used to enable safe HRI [8,10,12].
This usually involves a layer that corresponds to the static map, one that encodes
costs for being too close to an operator and some that handle dynamic obsta-
cles. These costs are then combined to generate an optimum path that takes into
account human comfort. However, layered costmaps are not limited to utility in
HRI and have been shown to be useful for vehicle path planning [11]; determi-
nation of gradient for traversal of unstructured environments [21]; and sensor
fusion between ultrasound and LIDAR distance measurements [2].

Layered costmaps have been developed to represent risks associated with
ionizing radiation, limiting total exposure by disincentivizing traversing through
regions of increased dose rate [22], therefore prolonging robot lifetime in harsh
environments. This has been combined with other information such as terrain
height to give avoidance based on multiple risk vectors [3]. The approach devel-
oped in [22] can be exploited in this instance.

Though layered costmaps appear to present an efficient method for analyzing
and quantifying environmental risk from different sensor data, there seems to be
a paucity of material surrounding their use for costs outside of distance concerns
and terrain traversability. Additionally, there currently exists in the literature
no method of altering the priority of risks whilst a robot is operational. This is
posed as an open research question by [7]. To this end, we propose the ISRA
framework as a method for handling a multitude of discrete environmental risks
using the examples of radiation and temperature. Furthermore, we present the
ISRA framework’s capability to rearrange the priority of risks, depending on the
criticality of a given state.

3 Methodology

The main goal of ISRA is to provide a risk-sensitive navigational framework,
where the risks considered are discrete risks caused by the environment that has
some measurable state. These state-based risks are integrated into the global
costmap as different layers which are used by the robot for navigation. This is
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Fig. 1. The monolithic layered global costmap consists of one static layer followed by
radiation, temperature and obstacle layers. The obstacle layer is then inflated (layer
not shown in the map) to give the global costmap.

achieved using layered costmaps, where each layer constitutes a separate risk.
Each layer in the costmap shares the same size and resolution, i.e., for every cell
in an individual costmap layer, there is a corresponding cell at the same spatial
location in all other layers. The costs in these layers are individually adjusted
based on the robot’s current state so that it can capture the “radiation risk” and
“thermal risk” rather than the actual radiation or thermal cost values. These
layers are then combined with other default layers like inflation and static map
layers to form a global monolithic costmap on which path planning can be done,
as shown in Fig. 1. There are many possible ways for combining these layers like
the maximum value preservation policy, or taking the average/sum cost values
across the different layers. So, as the robot navigates the environment, it builds
the layered costmap with risks.

Furthermore, state-based risks can be cumulative or dissipative/diminishing
with time. So, as long as the risk can be measured and an upper threshold
defined, the interaction dynamics of that risk can be ignored. In our case, the
temperature is dissipative; if the robot’s temperature increases, that temperature
may later be lost to the environment. If the robot is irradiated during a mission
then that dose will keep increasing throughout the operation. Both these risks
could be accounted for and prioritized using the proposed framework. Hence,
this framework provides on-the-fly risk prioritization for path planning. More-
over, the framework is independent of the implementation of the costmap or
the measurement units used, as long as the thresholds and the state observa-
tions have the same units. Therefore, this method for risk assessment, in general,
works for any state-based environmental risks.

To better understand how ISRA works take a single layer, the temperature
layer, as an example. The inputs for this layer are the robot’s state observations
and the user-defined thresholds for that state; in case of temperature, the robot
may measure its internal temperature to be say, 35◦C, while the user may have
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defined a maximum threshold of 50◦C and a minimum threshold of 0◦C. The
Robot State Updater then calculates the robot’s current state; for this case, it
would be 60% of the robot’s maximum allowable temperature. The state cal-
culator then outputs the costs for the cost maps by scaling the values in the
costmap to reflect the robot’s state and the corresponding threshold values. If
the temperature had increased, then the costs in the costmap would scale to
reflect this new risk.

In the following section, we explain the ISRA framework components in
detail.

3.1 Observation Sources

An observation from a radiation or temperature sensor contains the sensor read-
ings and the metadata like the time and pose of the sensor value. The global
pose of the observation can then be estimated using SLAM and the correspond-
ing transformation which is then used to update the corresponding cell in the
costmap layer. The radiation dose or the temperature from the sensor needs to
be converted to a corresponding integer value with respect to the robot’s present
state (radiation and temperature).

Radiation. The final radiation dose is obtained by simply adding the dose value
to the present radiation value at regular time intervals. This is because radiation
doses are cumulative.

Rf = Rc + dose (1)

where Rc is the current radiation dose of the robot and Rf is the final radiation
dose of the robot. To begin with, it is believed that the robot is not exposed to
any radiation at all. So, Rc is set to zero.

Temperature. Updating the temperature of the robot is different from radia-
tion because the temperature varies due to heat losses. To address this we use
the specific heat equation which gives the final temperature of the robot as,

Tf =
(Mc ∗ Cc ∗ Tc) + (Mh ∗ Ch ∗ Th)

(Mc ∗ Cc) + (Mh ∗ Ch)
(2)

where Tf is the final temperature of the robot; Mc is the mass of the robot,
taken to be 120 kg; Cc is the specific heat capacity of the robot, taken to be
0.9 J kg−1 ◦C−1; Tc is the robot’s current temperature; Mh is the mass of the air
surrounding the robot, taken to be 2 kg; Ch is the specific heat capacity of air,
taken to be 0.718 J kg−1 ◦C−1; and Th is the temperature of the air around the
robot, which can be found using the simulated or real temperature sensor.
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3.2 User-Defined Thresholds

At the start of the mission, the upper and lower thresholds are user-defined
which can be estimated as follows. The average dose rate for a robot during
nuclear-decommissioning tasks is 1.4 mGy s−1 [15]. The typical maximum dose
a semi-conductor can withstand is 1 kGy. With the assumption that in a year,
a robot could be expected to carry out around 1000 small inspection missions
within a nuclear environment, which is approximately three missions per day.
Therefore, the upper threshold value (U) is adjusted so that the robot does not
exceed a dose of 1000 mGy, by giving the robot a threshold on a single mission
basis, considering cumulative dose. For temperature, the upper threshold of a
robot depends on the type of robot deployed. For example, in the case of a
Neobotix MPO-700 robot, the internal temperature of 35 ◦C, with an ambient air
temperature of 50 ◦C, so we consider this temperature as the maximum threshold
in our case.

The upper threshold values will decrease as the accumulated dose or tem-
perature increases over time. The lower thresholds (L) are set to the minimum
value of zero for radiation and temperature. And we assume the temperature
and radiation does not drop significantly below the lower threshold.

3.3 Robot State Updater

In our implementation, the Robot State Updater is the method for altering the
values of the costmaps to reflect the robot’s current state and the change in
risk that this brings. As described earlier, this involves taking the robot’s state
observations and user defined thresholds as inputs and outputting an updated
costmap. To update the costs in each costmap layer, the upper threshold value
is modified using a ROS dynamic reconfigure server to alter what sensor value is
considered the maximum cost, thereby scaling all values in the costmap to this
new upper threshold value.

3.4 Costmaps

It should be noted that for the utility of layered dynamic costmaps, we use the
costmap2d package of the ROS navigation stack. This package functionality
also directly integrates into the path planning module of the navigation stack
called move base. This path planning and execution utility accepts costmaps for
environmental awareness, current robot position and a goal position, computing
a minimized global path and managing robot trajectory during the maneuver.

Since, the sensor values are point-source, this value is inflated by a user-
defined radius (the robot radius size) in the costmap and all the cell values
in this region are updated. Costmap cells hold 8-bit integer values, where 0
corresponds to free space (no obstacles or additional cost) and 254 represents
lethal obstacle or the certainty that the center of the robot will be in collision.
The maximum value of 255 is reserved for unknown cells where data is not
available. By setting a cell value between 0–253, it is possible to express the
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additional cost of traversing that cell in that given layer with varying degrees
of severity. The radiation and temperature layers each hold cell values based
on their respective sensor observations, the severity of which is adjusted by
the thresholds. The rounded integer values for the final costmap are truncated
between 0 and 255 in the event they are smaller than the lower threshold value
or exceed the upper threshold value respectively.

So, the state observation value (S) is converted into a risk integer value for
the cost C in the costmap using Eq. 3.

C = 253 ∗ (S − L)
(U − L)

where U > L (3)

where, L is the lower threshold of the state value and U is the upper threshold
of the state value and U is always greater than L. For example, in the case of
temperature it is given by,

U = 253 − 253 ∗
(
Tf

50

)
(4)

where 50 ◦C is the maximum temperature of the robot. In the case of radiation,
to begin with, the costmap values were scaled based on the maximum dose of
1000 mGy and the maximum costmap value of 253. Later, the costmap values
are scaled and updated based on the newly calculated upper threshold values
depending upon the current state.

3.5 Combining Layers

The global monolithic costmap used for robot navigation is obtained by combin-
ing all the costmap layers. The radiation and temperature layers are combined
with the other layers by the maximum preservation policy, i.e., accepting the
maximum value of all the layers. For a given number of layers, n, and cell index,
i, the final cost in the monolithic costmap, Fc, is given by Eq. 5.

Fc[i] = max (C1[i], C2[i], ..., Cn[i]) (5)

This type of layer combination is important for many reasons. Firstly, it
preserves the cost of lethal obstacles that is important for navigation; secondly, it
ensures the cost does not undergo integer overflow that can be caused by adding
all the costs and thirdly, it automatically introduces preference for avoiding a
particular risk among the many risk layers. Other methods such as taking average
of all values in the layers or prioritizing one layer will not yield such results.

3.6 Risk Prioritization

During navigation, all the cells in a costmap layer are recalculated using Eq. 3
to reflect the modified thresholds, resulting in higher or lower costs depending
upon the change in values of the threshold respectively. This is independently
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managed by the Robot State Updater. By adjusting the upper threshold values,
risks can be exaggerated or depreciated based on the existing robot state. This
provides on-the-fly prioritization of risks.

3.7 Path Planning and Execution

It is assumed that we have a priori map of the environment available for
the robot. Any path search algorithm such as A* or Dijkstra could be used
for planning the global path. As the robot navigates (either teleoperated or
autonomously), the costmap is updated. After a certain number of runs, the
robot adapts the path based on the updated new cost with radiation and tem-
perature risks.

4 Experiments

4.1 Implementation

We use the layered costmap implementation developed by Lu et al. [7] in the
ROS navigation stack. Our layered global costmap consists of four layers: a
static layer received from SLAM (Simultaneous Localization And Mapping) or
the map server package, an inflation layer for the static obstacles, the radiation
risk layer, and the temperature risk layer. An additional custom plugin layer has
been developed for temperature and radiation risks in the costmap2d package1

written in C++ and python based on [22]. The nuclear environment world,
radiation, and temperature sources are simulated in the Gazebo 3D simulator.
The setup was run on ROS Kinetic on a Ubuntu 16.04 machine with an Intel
Core i7 CPU with an octa-core processor. We conducted our simulations on the
Neobotix MPO-700 robot (Gazebo model) which is an omnidirectional robot
with four independent omni-drives.

4.2 Simulated Environment

The simulated Gazebo world was designed to include multiple cylindrical blocks
to represent barrels that may be present within a nuclear environment, along
with rectangular blocks to represent walls, skips, or other hazards.

Sources. The temperature and radiation sources are created by modifying the
ground plane of the simulation environment, shown in Fig. 2. As can be seen
in Fig. 3, there are multiple colored areas rendered on the ground plane, which
radially decrease in intensity; these represent higher risk areas. Red areas rep-
resent higher temperature regions, whilst green areas represent higher radiation
zones. The yellow area represents a section that is both high in radiation and
temperature. The ground plane image is adjusted to fit with the dimensions and
resolution of the costmaps (20× 20 m with resolution of 0.05 m/pixel).
1 https://github.com/jenniferdavid/ISRA.

https://github.com/jenniferdavid/ISRA
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Sensors. To mimic the radiation/temperature sensing capability, we use a
downward-facing color sensor (single-pixel camera) that measures the intensity
of red, green, and blue (R, G, B) channels of the ground plane image. These are
then reported as a single value depending on the channel - red for temperature
and green for radiation. The use of black as a background color ensures the
default reading for radiation or temperature is 0. The maximum value possible
for each channel is 255, based on the 8-bit integer value encoding of the camera
model in Gazebo.

This method allowed for spatial resolution of radiation and temperature
intensity in an easily scalable and co-existing manner. For example, if the robot
were to observe a measurement of value (200, 0, 0), it would be passing through
a high-temperature area, whereas (200, 30, 0) corresponds to a combination of
high temperature and weak radiation values at the same location.

Fig. 2. The shortest path is shown in white color which is the default path that the
robot takes during navigation. The shortest radiation path is denoted by blue color
and the shortest temperature path is denoted by pink color. (Color figure online)

4.3 Costmap Updates

The environment was simulated, with sensors being approximated by the one-
pixel camera measuring the intensity of the RGB feed. The pixel intensities were
then converted to corresponding values for radiation/temperature. For radiation,
the pixels values were divided by 100 so that a maximum pixel value of 255
corresponds to 2.55 mGy dose. In the case of temperature, the pixel values were
divided by 2 so that a maximum pixel value of 255 corresponds to 172◦C. The
upper threshold values are modified using the ROS dynamic reconfigure server.
It alters the sensor value which is considered the maximum cost, thereby scaling
all values in the costmap to this new upper threshold value.
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Fig. 3. In (a), the robot initially takes the shortest path (white color in Fig. 2), after
a couple of runs in (b) and (c), the robot takes the shortest radiation path in (d) as
the radiation risk prioritized more than the temperature risk in this case. (Color figure
online)

Fig. 4. The radiation dose accrued by the robot while navigating between start and
end goals - with ISRA and without ISRA (regular or normal mission) is demonstrated
here.

4.4 Navigation

For mapping and navigation, the gmapping and move base ROS packages are
used. For global path planning, the default Neobotix tuning parameters are used
with the navfn global path planner, which uses Dijkstra’s algorithm. We used
the NeoLocalPlanner, developed by Neobotix as the local path planner with its
default tuning parameters.

4.5 Tests

We conducted experiments to evaluate the performance of the implemented
ISRA framework for doing a monitoring task in a simulated nuclear environ-
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Fig. 5. The final temperature of the robot calculated using Eq. 2 is shown here when
it navigates between the given start and end goals - with ISRA and without ISRA
(regular or normal mission) framework.

ment. The placement of the colored areas in the Gazebo map was conceived
so that there was a clear lowest temperature and lowest radiation path, shown
in Fig. 2. Furthermore, it was designed so that it would be impossible to reach
the end goal without passing through both high temperature and high radiation
regions. This was so that during operation the robot’s state would be forced
to evolve, and this would reflect in the path the robot would choose - as the
radiation increased we expected the robot to favor the lower temperature path
and vice versa. Many different scenarios with varied radiation and temperature
values were tested to just the robustness of the algorithm. In this paper, we
explain one such scenario that could explain ISRA framework easily.

To begin with, the robot was teleoperated to create a static map of the sim-
ulated environment which could be used by the robot for navigating with the
ISRA framework. On this static map, the robot was required to autonomously
plan the optimal (shortest) path from a given start position to a goal position
while avoiding obstacles. The robot then maneuvers and starts navigating from
the goal position considering it as the start position in the second run. Dur-
ing navigation, the layered costmap is updated with temperature and radiation
risks. After a certain number of repeated runs, when the global costmap is fully
updated, it is expected that the robot can modify its path to the shortest path
which has minimum radiation and temperature levels. Since we considered the
radiation as cumulative, and temperature as dissipative, the robot would start
to avoid the higher radiation zones as it accrued dose. The number of repeated
runs required depends on the size and resolution of the map, the radiation and
temperature sources, etc.

5 Results

Figure 3 shows how the planned path evolved using the framework. The resulting
path in the global costmap from the nuclear monitoring task is shown after each
half run (i.e., from start to end, end to start). The evolution of the path from
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3(a)-(d) highlights well how the ISRA framework accounts for environmental
risks and alters the robot’s path during navigation. As the radiation dose of the
robot only increases during operation, the cost of traversing radiation zones will
only increase as time moves forward. Contrary to this, the robot’s temperature
may increase or decrease with time. Due to this, the cost of traversing high-
temperature regions remains fairly constant during operation as heat is lost to
the surroundings whilst the robot passes through cooler areas. These changing
costs are accounted for in the path of the robot, as was the aim of ISRA. A video
of one of the experiment runs can be seen at https://youtu.be/iUFOOIbQk7k.

In 3(a), the initial costmap and path can be seen, at this point, the robot
follows the highest radiation route, which is also the optimal (shortest) path
to the goal. On the return trip in 3(b), the costmap has been updated as is
illustrated by the increase in the size of pink areas. However, the path remains
the same as the robot’s assessment of the radiation and temperature risk remains
the same. In 3(c) the robot’s path has changed, whilst the pink areas of the
costmap that denote high radiation zones have grown significantly. The robot
now avoids the initial patch of radiation near its start point, but later still passes
through the radiation region in the top right of the map. Finally, on the return
trip in 3(d) the robot’s path follows the lowest radiation, highest temperature
path as the costs for radiation have increased dramatically.

The radiation doses and the final temperature of the robot (considering heat
dissipation) during this scenario are shown in Figs. 4 and 5. In the regular mis-
sion, the robot aims to find the optimal path for navigation and ignores the
radiation and temperature values. As a result, the robot builds up radiation and
temperature on the go and so can fail prematurely. But when the robot navigates
with ISRA framework, the robot considers radiation and temperature values of
the environment and modifies its path based on this value to keep the robot
safe. This is also seen in Fig. 3 that there is a steady rise in radiation during 3(a)
and 3(b) because the robot is not aware of the environment and takes time to
update the costmap. So, the robot plans the shortest path which is also the high
radiation path. During 3(c) and 3(d), the robot gets aware of the environmental
risks and modifies the path accordingly. This causes a very small rise in radiation
dose accrued by the robot and its temperature which is seen from the graph. It is
also seen that without the ISRA framework, the robot is unaware and it always
takes the shortest path to its goal leading to high radiation and temperature.
The robot easily crosses its allowable maximum threshold per mission limit.

The shortest path length and the time taken for each of the consecutive runs
are shown in Table 1. As it can be seen that the robot gets cautious more and
more during navigation. It trades off both the path length and the time taken
to complete the mission for safe navigation of the robot with reduced radiation
and temperature exposures.

Overall, the goal of risk-sensitive path planning using layered costmaps has
been achieved; the robot was able to move through the environment and alter
its path based on its internal present state, with respect to temperature and
radiation. Though we have demonstrated the method using only two risks, the
ISRA framework may be generalized to any risk that is measurable and may

https://youtu.be/iUFOOIbQk7k
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have a maximum state defined. Future work will involve deploying the ISRA
framework on real-world setup with radiation and thermal sensor and sources.
Also, it is possible to implement a local costmap variant of the ISRA framework
to allow for more reactive risk prioritization. This would allow the robot to
avoid risks reactively when they are encountered. However, due to the limited
look-ahead, the cost update needs to be remodeled to allow for smooth path
transition.

Table 1. The shortest path and time taken for the given scenario using ISRA. Without
the ISRA framework, the robot takes the same optimal path (as the Fig. 3(a)) in all
the consecutive runs with path length - 142 units and time taken −46 s.

Test runs Path length (units) Total time (secs)

Start-Goal - a 142 46

Start-Goal - b 145 48

Start-Goal - c 165 57

Start-Goal - d 180 79

6 Conclusion

In this paper, we presented the Internal State-based Risk Assessment (ISRA)
framework. The goal of this framework is to provide online risk-sensitive path
planning for a robot, through the use of layered costmaps. These costmaps are
adjusted to reflect the robot’s current state in each of the risks and merged to
form a global costmap that can be used for path planning. The ISRA framework
is designed to be utilized for any state-based environmental risk and for any
number of risks that need to be accounted for; with each risk occupying a sep-
arate layer in the costmap structure. To test the efficacy of this framework, we
simulated a nuclear monitoring task using the Gazebo simulator and a simulated
Neobotix MPO-700 robot. This robot was tasked with moving from a start point
to an endpoint and back again, whilst avoiding its exposure to radioactive dose
and its increase in internal temperature. The results from experimentation show
that the robot was able to adapt its path to account for its internal state. On
successive runs, the cumulative dose of radiation caused the cost of traversing
high radiation regions to increase, compelling the robot to favor higher tempera-
ture areas and avoid higher radiation areas. Future work will involve testing the
framework with real-world robots with temperature and radiation sources and
sensors.
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Abstract. Scene Visibility Estimation offers a collection of metrics that
give a good indication of the quality of images that are being supplied
to a Visual or Visual-Inertial Simultaneous Location and Mapping algo-
rithm. This paper will investigate the application of these metrics during
switching between camera and IMU-based localisation within the pop-
ular visual-inertial ORB-SLAM3 algorithm. Application of the metrics
provides more flexibility compared to a static threshold and incorporat-
ing the metrics within the switch provides a reduction in the error in
positioning.

Keywords: Simultaneous Localisation and Mapping · Visibility

1 Introduction

1.1 Background

Simultaneous Localisation And Mapping (SLAM) is a method used by mobile
robots to construct a map of the surrounding environment and to estimate it’s
position within that map. It is now used in an increasing number of practical
fields due to improvements with computation and sensing.

Many environments pose challenges to existing pose estimation strategies
SLAM in conjunction with appropriate sensors, provides a strong alternative [1].
Cameras commonly used as sensors as they provide a large amount of infor-
mation at a relatively low cost [14]. For this, algorithms which perform Visual-
Inertial-SLAM (VI-SLAM), harness the localisation capabilities of Visual Odom-
etry (VO) in conjunction with inertial measurements in order to estimate the
robot’s pose. VI-SLAM also performs a mapping process that tracks observed
features relative to the agent, enabling a computational understanding of an
unknown environment [4].

Cameras suffer from visual artefacts such as lens flares and occlusion, often
reducing the reliability of the localisation and mapping. These artefacts are
detected as features, and propagate into the algorithm as incorrect associations,
significantly impairing performance [2].

Supported by the Department of Automatic Control and Systems Engineering at the
University of Sheffield. Also this work is supported by the UK’s Engineering and Phys-
ical Sciences Research Council (EPSRC) Programme Grant EP/S016813/1.

c© The Author(s), under exclusive license to Springer Nature Switzerland AG 2022
S. Pacheco-Gutierrez et al. (Eds.): TAROS 2022, LNAI 13546, pp. 155–165, 2022.
https://doi.org/10.1007/978-3-031-15908-4_13

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-031-15908-4_13&domain=pdf
https://doi.org/10.1007/978-3-031-15908-4_13


156 D. Rugg-Gunn and J. M. Aitken

Previous work [7] developed Scene Visibility Estimation (SVE) metrics, that
use a camera feed to assess the quality of the visual data and the visibility of
the scene captured. This paper will implement SVE in a state-of-the-art VI-
SLAM algorithm and use the metrics to evaluate performance with the aim of
generating a more accurate and reliable pose estimation.

2 Related Work

2.1 Visual Simultaneous Localisation and Mapping

Visual Simultaneous Localisation and Mapping (V-SLAM) is a subsection of
SLAM focused on using cameras as the sensor input to the algorithm. This
incorporates functionality from Visual Odometry (VO) and combines it with
the map generation capabilities inherent in SLAM algorithms [12]. VO works
by isolating features in each frame and tracking the movement of these through
multiple frames to infer the motion the agent must have taken.

V-SLAM is an advancement upon VO, introducing capabilities such as loop-
closure which reduces the drift suffered in pose estimation, by referencing fea-
tures to past features in the map and adjusting accordingly [1].

ORB-SLAM2 is a prominent V-SLAM algorithm, but is indirect as it includes
an additional feature identification step. Built upon ORB-SLAM, it uses an ORB
feature detector to incorporate clusters of pixels into a feature description before
selecting features to use in the algorithm [11]. This is often faster and more data
efficient than direct (individual pixel) methods, though some solutions such as
LDSO use feature extraction methods to aid pixel selection and can produce
results comparable to indirect methods [9].

2.2 Visual-Inertial Simultaneous Localisation and Mapping

VI-SLAM incorporates an IMU sensor to the V-SLAM pipeline. This adds precise
measurements of movements and rotations but is prone to drift over extended
periods of time, it therefore complements the V-SLAM algorithm well to increase
system precision and robustness [5]. Two of the most significant VI-SLAM algo-
rithms are VINS-Mono and ORB-SLAM3 [6].

VINS-Mono (monocular Visual Inertial Navigation System) is a tightly cou-
pled mono VI-SLAM algorithm. Using a single camera and IMU, it considers
the coupling of all sensors before pose estimation is performed. To optimise
performance VINS-Mono pre-integrates the IMU data between frames, which
reduces computation of superfluous pose estimation nodes [10]. The algorithm
was primarily designed for use on-board UAS for pose estimation, but has proven
capable in many other fields such as the automotive and agricultural research
areas [8,15].

ORB-SLAM3 is built upon ORB-SLAM2 with the integration of an IMU
sensor. It supports a variety of camera types and configurations, as well as
incorporating a multi-map strategy to increase robustness to poor quality visual
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data (either from sensor errors or from a feature-sparse environment) [4]. ORB-
SLAM3’s superior performance is well noted [4,6,13] and motivates its use within
this paper.

2.3 Scene Visibility Estimation

Scene Visibility Estimation [7] is a novel method to improve robustness by
estimating the visibility of detected features. This was achieved on top of the
ORB-SLAM2 algorithm by extracting and analysing tracked visual features. The
results showed it responded reliably in difficult conditions such as fog, direct sun-
light, and dirt on the lens.

To track the scene visibility, three metrics (Sa−c) were proposed, where each
tracked a different aspect of the presented scene. The metric Sa represents a
general ratio of the features NF to the desired number of features NF, max such
that: Sa = NF

NF , max . With a low Sa implying poor visibility, this would also be
effective in low contrast operation or for handling feature sparse environments.

Component Sc broadly operates in the same way but using tracked features
NT . It does, however, incorporate an estimation step to determine the number
of features that should be visible based on the local map NLv, and is defined
as Sc = NT

NLv
. This should be effective in dynamic environments where tracked

features a quickly and frequently lost between keyframes, however results for
this didn’t show a strong correlation.

The final metric (Sb) is the most complex. It aims to capture the distribution
of features, the frame is divided into equal bins and a Chi-Square test is per-
formed to quantify the homogeneity of the extracted features (χ2). This result is
then scaled to a ‘worst case’ scenario (χ2

w) where all features appear in one eighth
of the bins. When a part of the view is obscured any features in that section can-
not be identified, however, estimating which previously tracked features should
be identified can be used to identify feature absence. This presents as a skew in
feature homogeneity, and propagates such that Sb → 0 as χ2 → 0 [7].

2.4 Adaptation of Scene Visibility Estimation in ORB-SLAM3

A modification was required to component A. The concept of this is that with
decreased visibility the number of features extracted would decrease and lower
the value of SVEa. As ORB-SLAM3 almost always extracts the requested num-
ber of features, making this value uninformative. This metric was altered to
express the ratio of tracked features (NFT) to the number required for high
quality localisation expressed as a fraction of the desired number of features
(NFmax).

3 Disturbance Generation

This section will discuss Blur, Downsampling and Occlusion disturbances, and
how they can be applied to the data sequence to be used. These disturbances



158 D. Rugg-Gunn and J. M. Aitken

can then be used to corrupt elements of the EuRoC dataset [3] commonly used
with ORB-SLAM3 [4], allowing an insight to the response of ORB-SLAM3 to
varying intensities of different visual disturbances.

3.1 Blur

Bluring of the image feed is an attempt to replicate fog and rain, which are
both very common-place in the real world applications of SLAM for example in
smoke, dust, and generally decreased visibility in underwater situations.

The blur was implemented via OpenCV’s Gaussian Blur, which generates
a Gaussian kernel with dimensions n × n and convolves the input image with
this. To vary the strength of the blur, the kernel dimensions are varied leading
to increased blurring of the image with higher n. In preliminary testing, all
localisation attempts by ORB-SLAM3 failed before the blur kernel size reached
50 pixels. To best explore the range before this point, a step-size of 5 was selected,
giving a testing set of 11 intensities with dimensions n × n for n ∈ [0, 5...45, 50].
Examples of these kernel sizes can be seen in Fig. 1, with a weak blur shown in
Fig. 1a and a strong shown in Fig. 1b.

(a) Kernel Size n = 5 (b) Kernel Size n = 50

Fig. 1. Example frames with different blur kernel sizes

3.2 Downsampling

The second augmentation performed was resolution downsampling. This was
chosen partially to present an alternative implementation to blur for low visibility
scenarios. In addition, image resolution is important to consider in it’s own right
as it is closely linked to hardware costs, with higher resolution cameras costing
significantly more. This augmentation helps to investigate the extent to which
a lower resolution, low cost, cameras impact the performance of the localisation
in ORB-SLAM3.

The resolution downsampling was implemented via OpenCV’s Resize, which
is used to resamples the image array according to a provided downsampling
factor (applied to both x and y dimensions). Preliminary tests were conducted
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that identified a downsampling factor of 1/0.1 was the point at which the ini-
tialisation failed, which is a resolution of just 75 × 48 px. Ten sample points
were selected from the range [1,0.1] in order to cover it with a reasonable level
of granularity. This resulted in the final downsampling factors to be tested of
1/[1.0, 0.9...0.2, 0.1].

Examples of the frames at these resolutions can be seen in Fig. 2 where Fig. 2a
shows the smallest downsampling factor, taking the image to a resolution of
676 × 432 px. Figure 2b depicts the largest amount of downsampling (enlarged
for visibility), and is the point at which the resolution is too low for the system
to initialise.

(a) Downsampling Factor DF = 1/0.9 (b) Downsampling Factor DF = 1/0.1

Fig. 2. Example frames with different downsampling factors

3.3 Occlusion

The third disturbance selected was Occlusion. The ORB-SLAM3 system incorpo-
rates a place recognition module from ORBSLAM2, which is designed to resume
tracking after temporal occlusions. In this test set the occlusion is static and
persistent throughout the sequence, in order to investigate the systems robust-
ness to scenarios with dirt or rain on the camera lens. To achieve this, a black
square is generated in the center of the image as though an object was stuck
to the lens of the camera. This appear in the centre of the image and different
intensities are generated by adjusting the region’s dimensions to produce a n×n
absence of data. The smallest dimension of the image was 480 px, so the upper
bound for n was chosen to be 450 px as this could be easily divided into ten steps
to produce the final range of n ∈ [50, 100...400, 450]. Examples of the extremes
of the occlusion disturbance can be seen in Fig. 3 with the smallest and largest
occlusion sizes are shown in Fig. 3a and Fig. 3b respectively.
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(a) Occlusion Size n = 50 (b) Occlusion Size n = 450

Fig. 3. Example frames with different occlusion sizes

3.4 Data Aggregation

In summary, three simple disturbances are applied to a baseline sequence from
the EuRoC dataset. These each have 9–10 different levels, on which ORB-SLAM3
was be tested 100 times in order to aggregate the results and reject anomalies
in the system’s performance.

4 Improving SVE and Adapting ORB-SLAM3

The original ORB-SLAM3 pipeline incorporates a switching-behaviour for using
visual or inertial data which is based on the number of features extracted from
the image, typically set to 15 with the IMU initialised, or 50 when not. This is
used as a primitive equivalent of the SVE, used to dictate to the system whether
the image localisation should be used or the IMU odometry.

To test the current state of behaviours these evaluations were replaced with
comparisons to the SVE using thresholds of 0.1 and 0.3 respectively. With little
to no disturbances applied, the majority of the SVE (μ ± σ) lies above 0.3 so
this was chosen to be a reasonable upper threshold. The lower threshold of 0.1
was chosen from manually inspecting how the SVE responds to the visually
challenging portions of the sequence.

Combining the insights learnt so far, the components of the SVE metric
appear to work well to indicate the visibility. However the process of combining
them does not focus on the most important aspects for ORB-SLAM3’s switching-
behaviour. The equation currently used to do this is outlined in Eq. (1), where
it can be seen that the number of extracted features (represented in SVEa) only
constitutes 20% of the overall metric. In order to improve the performance of
the ORB-SLAM3 pipeline when the SVE metric is used to govern the switching-
behaviour, two improvements are proposed to weight SVEa more heavily.

SVE = 0.2 × SVEa + 0.4 × SVEb +0.4 × SVEc (1)

The first of improvement proposal is outlined in Eq. (2), and alters the weight-
ings such that component A bears twice the weighting of either components B or
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C, which are equally weighted. This keeps to the same structure in [7], but seeks
to redistribute the influence such that the switching-behaviour is more accurate
and robust.

SVE = 0.5 × SVEa + 0.25 × SVEb +0.25 × SVEc (2)

The alternate improvement deviates from the original structure as shown in
Eq. (3), making the number of tracked features of paramount importance to
dictate the scene’s visibility. This structure uses the SVEa metric as a scaling
factor for the remaining metrics, and returns this result to a linear response by
taking the square-root which results in a behaviour similar to a geometric mean.

The thresholds for this method were determined by scaling the original
thresholds of 15 and 50, with best visibility (SVE = 1) set to occur with 250
tracked features, the original thresholds were divided by this to produce values
of 0.04 for 15 features and 0.2 for 50.

SVE =
√

SVEa ×(0.5 × SVEb + 0.5 × SVEc) (3)

5 Results

To analyse the performance of the two options for improving the SVE met-
rics, each was built into separate ORB-SLAM3 instances with the thresholds
described in the previous section. These two ORB-SLAM3 builds were then run
with each of the 31 sequences 100 times.

5.1 SVE Improvements

The plots of the SVE metrics are shown in Fig. 4, Fig. 5, and Fig. 6, showing the
responses to each of the different disturbances.

(a) Option 1 (b) Option 2

Fig. 4. Comparison of modified SVE metrics subjected to blur
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The modified metrics showed the least difference from the original metric
when subjected to the Blur disturbances, the results of which can be seen in
Fig. 4. These mean values for both metric options are almost completely parallel
to the original for all intensities. Which indicates they generally agree on the
relative visibilities of the different blur intensities. The larger standard deviation
illustrates a greater variation of the metric throughout each test run, so it is
likely that the modified metrics provide a more varied and accurate indication
of the true visibility throughout the sequence.

(a) Option 1 (b) Option 2

Fig. 5. Comparison of modified SVE metrics subjected to downsampling

The responses to downsampling shown in Fig. 5 also exhibit the increased
standard deviation of the modified metrics, with this being continually demon-
strated throughout the sequence. As was seen in responses to the Blur, the mean
value of both metrics stay parallel up to a downsampling factor of 1/0.5. A this
point Option 2 drops first, but it shortly followed by Option 1 and the Original
at 1/0.4, however both the modified versions do so with a steeper gradient. This
shows an increased sensitivity to poor visibility conditions which is even more
exaggerated in Option 2.

Figure 6 shows some of the most significant improvement with the modified
metrics. Option 1 demonstrates an increased sensitivity to poor visibility by
diverging from the unmodified equivalent from the lowest occlusion size and
continuing this through to the highest. It also exhibits the increased standard
deviation making it likely to be identifying high and low visibility areas more
effectively throughout the individual sequences. This shows a very promising
step towards representing the true scene visibility, as it is known that there is
disturbance at this point yet neither of the other two metrics indicate this.

5.2 Adapted ORB-SLAM3 Results

With the original ORB-SLAM3 switching algorithm as the baseline, Fig. 7a,
Fig. 7b, and 7c show comparisons between this baseline and to two pipelines
with the SVE-based switching-behaviour implemented.
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(a) Option 1 (b) Option 2

Fig. 6. Comparison of modified SVE metrics subjected to occlusion

Figure 7a shows the relative performance of the localisation as the Blur kernel
size increases. It can be seen that all algorithms completely fail beyond a kernel
size of 35, indicating the first steps in successfully stopping visual localisation
when scene visibility is severely affected. Throughout the lower ranges Option 1
displays poor performance, multiple points deviate significantly from the baseline
and almost always have greater RMS error. By contrast, Option 2 exhibits very
good performance with little deviation from the performance of ORB-SLAM3’s
Original switching-behaviour, and strongly reflects the expected general trend.

With Downsampling applied to the visual data, Fig. 7b shows a generally
similar performance between all three systems, this is most evident when DF =
1/0.8 → 1/0.4. Both the Original and Option 1 switching-behaviours show spikes
at DF = 1/0.9, this is due to a couple of smaller outliers not being rejected which
appear to be the same reason for the peak in Option 1. Interestingly, Option 2
seems to be more robust to this with no unexpected spikes observed due to
outliers in either the blur or downsampling tests.

The final filter applied was occlusion, the results of which can be seen in
Fig. 7c. In this it can be seen that Option 1 is again showing relatively poor
rejection of bad tracking data, with the SVE metric failing to trigger adequate
switching in order to prevent failures within the localisation process. The per-
formance of this remained in line with the other two systems until an occluded
area of 150 × 150 px, at which point the error began to increase before sharply
failing beyond 250 × 250 px. Option 2’s performance remained much closer to
the Original results, with a slight peak likely due to outliers at 300 × 300 px.
Notably, neither Option 1 or Option 2 were successful in preventing tracking at
450 × 450. The Original failing to reach this point indicates that the number of
tracked features was very low which would make localisation estimates poor.



164 D. Rugg-Gunn and J. M. Aitken

(a) Subjected to Blur (b) Subjected to Downsampling

(c) Subjected to Occlusion

Fig. 7. Comparison of original ORB-SLAM3 switching behaviour and proposed SVE-
based switches

6 Conclusions and Future Work

This paper has investigated the application of Scene Visibility Estimation within
ORB-SLAM3. The EuRoC dataset has been corrupted using a collection of tech-
niques that produce effects analogous to blur, occlusion and downsampling. The
SVE metrics have been implemented within ORB-SLAM3, and used to provide
an adaptive threshold for switching between localisation using either the camera
or IMU feeds. SVE provides a more complete set of measurements of the qual-
ity of the image feed, and this allows the switching process to be more efficient
resulting in a more accurate localisation when compared to the standard ORB-
SLAM3 baseline. Option 2 performed very well, being consistently similar to the
original pipeline and in some cases out performing it. Future work will focus on
the optimisation of the mix of the SVE metrics to minimise position error.
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Abstract. Purposive and systematic movements are required for the
exploration of tactile properties. Obtaining precise spatial details of the
shape of an object with tactile data requires a dynamic edge follow-
ing exploratory procedure. The contour following task relies on the per-
ception of the angle and position of the sensor relative to the edge of
the object. The perceived angle determines the direction of exploratory
actions, and the position indicates the location relative to the edge for
placing the sensor where the angle tends to be perceived more accu-
rately. Differences in the consistency of the acquired tactile data during
the execution of the task might induce inaccuracies in the predictions
of the sensor model, and therefore impact on the enactment of active
and exploratory movements. This work examines the influence of inte-
grating information from robot proprioception to assess the accuracy of
a Bayesian model and update its parameters to enhance the perception
of angle and position of the sensor. The incorporation of proprioceptive
information achieves an increased number of task completions relative
to performing the task with a model trained with tactile data collected
offline. Studies in biological touch suggest that tactile and propriocep-
tive information contribute synergistically to the perception of geomet-
ric properties and control of the sensory apparatus; this work proposes a
method for the improvement of perception of the magnitudes required to
actively follow the contour of an object under the presence of variability
in the acquired tactile data.

Keywords: Active touch · Online learning · Contour following ·
Exploratory procedure

1 Introduction

Tactile sensing provides the capability of interacting with the world by estab-
lishing direct contact with objects and surfaces to extract relevant properties
for achieving a task. The required interaction implies that specific movements
need to be performed to elicit the tactile properties associated to the executed
motion [11]. The relevance of the tactile information needed to achieve a desired
outcome is translated into the active nature of touch. Active touch involves the
execution of an action-perception loop in which dedicated actions are intended
to guide the spatially constrained sensory apparatus [6]. The execution of these
c© The Author(s), under exclusive license to Springer Nature Switzerland AG 2022
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actions is conducted by taking into account the tactile and proprioceptive sen-
sory information, its prior understanding, as well as knowledge about the task
that is being executed [21].

The human hand has evolved to serve as a skillful tool for perception of tac-
tile properties. The hand consists of glabrous and non glabrous skin; being the
former, present in the palmar skin, the most receptive part to mechanosensa-
tion due to its high density innervation that is correlated with psychophysical
spatial acuity [2]. This highly innervated area contains four types of receptors
that respond to low thresholds of skin deformation, contact events, and sensi-
tivity to high frequency stimuli. When these receptors receive a stimulus related
to the sensitive-related physical property, the information is conveyed to the
somatosensory cortex to be processed and encoded [22]. Studies in non-human
primates have identified four areas in the primary somatosensory cortex, i.e.
Broadmann areas 3a, 3b, 1 and 2, these areas have been described as being hier-
archical and interconnected [5,7,8]. In that sense, higher-in-hierarchy areas, with
the function of processing more complex information, receive information from
their lower-in-hierarchy counterparts, as well as information from areas dedi-
cated to sensing and execution of motor behaviour. According to these studies,
at the base of the hierarchy, 3a area receives proprioceptive spatial information
form muscle spindles; 3b area retrieves information from receptors located closer
to the skin surface; area 1 obtains information from rapidly adapting fibers; and
area 2 receiving proprioceptive signals, as well as information from the previ-
ously mentioned areas to process complex touch. The processed information in
the primary somatosensory cortex is conveyed to the secondary somatosensory
cortex which processes information that is conveyed to cortical areas in charge
of the execution of motor commands and recognition of physical properties [4].

Apart from apprehending semantic representations from mechanoreception,
tactile and proprioceptive information contribute to the processing of complex
touch as well as active touch by means of the intentional exploration of surfaces
and objects. The exploratory essence of touch has been characterised under the
term of ‘Exploratory Procedures’. EPs are described as stereotypical movements
that subjects execute when prompted to learn about a certain tactile property [12].
Material properties of an object can be retrieved by performing characteristic
actions such as lateral motion for texture, pressure for compliance and static con-
tact for temperature. Geometric properties such as global shape and volume can
be obtained with the enclosure exploratory procedure; the exact shape and volume
can be retrieved through following the contour of the object [13]. These charac-
teristics of human touch are inspiring the development of technologies and tactile
systems to result in remarkable sensing capabilities [15].

Providing robotic systems with the capacity to sense and draw conclusions
about tactile data can be essential for the achievement of tasks that require feed-
back from physical interaction with the environment; such tasks include grasp-
ing, in-hand manipulation, and object exploration [10]. The execution of these
tasks can be benefited by possessing knowledge about the shape of the object.
Retrieval of geometric object information through touch is generally attained
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by mapping from data related to sensor deformation to the pose of the sensing
device relative to the object [17]. This process contributes with information for
the control and guidance of movement of the sensory apparatus to extract the
global or exact shape according to the objectives of the perceiver.

Tactile perceptual systems are restricted to the size of the sensor, thus acquir-
ing geometric information through touch has been a compelling object of study
in examining methods to effectively place the sensor where information relevant
to the task can be obtained [23]. Retrieval of tridimensional surfaces have been
achieved through the registering of coordinates where the event of touching the
object has occurred. These coordinates are used as an input in a function approxi-
mator that provides an estimate of the object shape in three dimensions [24]. The
implicit hurdle in using these models is determining the next sampling position to
attain a fast and accurate shape estimation [3,9,20]. Inspired from psychophys-
ical studies in touch, the obtention of the exact shape of an object has been
investigated by means of the replication of contour following exploratory proce-
dures in robotic platforms [19]. Tactile information related to sensor deformation
has been related to allocentric sensor localisation to follow the contour of objects.
These methods rely on Bayesian inference in which the hypotheses for perceptual
classes given the tactile data are updated with the acquisition and accumulation
evidence to make a decision regarding a perceptual outcome [16,18].

Although the implementation of contour following exploratory procedure
using Bayesian methods using only tactile data in robotic platforms has demon-
strated the feasibility of successfully obtaining the exact shape of the contour of
an object, the effect of taking into account the proprioceptive information from
the robotic platform for assessing and updating a probabilistic model remains
to be studied.

Obtaining the exact shape of an object through tactile information requires
perception models that can accurately infer a position of the sensor with respect
to an object using tactile data. However, tactile data acquisition can be effected
by sensor noise, hysteresis-induced errors, and the wear and tear off of the sen-
sor [10]. These possible issues can lead to deficiencies in the repeatability of
tactile measurements, and consequently a reduction in accuracy of perceptual
outcomes. In that sense, the mapping of tactile data into sensor position can
be supported by the millimetric, precise and accurate information that robot
proprioception can provide.

The present work evaluates the effects of implementing a Bayesian proba-
bilistic model for sensor localisation with respect to the edges of an object to
execute a contour following exploratory procedure with tactile data. Addition-
ally, we examine the integration of proprioceptive information in the assessment
and updating of the model, in which, perception accuracy is enhanced leading
to improvements in task completion and reduction of exploratory steps to follow
the contour of the object.
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2 Methods

2.1 Robotic Setting

The robotic system used for the acquisition of the tactile information and move-
ment of the sensor to perform a contour following exploratory procedure consists
of a TacTip biomimetic tactile sensor [1] mounted on a robotic platform able to
perform movements in the Cartesian space. This setting is used in an action-
perception closed loop to execute the exploratory procedure with information
obtained from the tactile sensor.

Robotic Platform. The robotic platform is composed of a Yamaha “XYX”
robot and an Actuonix P-16 linear actuator, providing horizontal and vertical
movements respectively, as can be seen in Fig. 1a. The Yamaha robot has been
used in previous studies on active touch with fingertips and artificial whiskers [14]
offering an accuracy of about 20μm in the positioning of the sensor in the x− y
plane. The linear actuator spans a stroke of 50mm allowing a vertical motion
of the sensor. The robotic platform allows the execution of precise movements
in the x and y axes for the positioning of the sensor to establish a relationship
between the acquired tactile data and the location of the sensor relative to the
object.

Fig. 1. Robotic setting. A) The Robotic platform consists of a Yamaha “XYX” robot
and an Actuonix P-16 linear actuator for displacements in the Z axis. B) TacTip
sensor [1] and object for contour following

Tactile Fingertip Sensor. The TacTip Sensor (Fig. 1b) is a biomimetic soft
optical tactile sensor. Inspired in the shallow layers of glabrous skin, the sen-
sor contains a 20mm-radius hemispheric compliant pad with 127 pins acting as
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markers whose shear displacement is related to the deformation of the compli-
ant component. The behaviour of the markers is captured by a webcam with
a resolution of 640× 480 pixels, sampled at approximately 20 fps. The software
for marker detection and tracking, implemented in [16], provides data of the dis-
placement of each marker in the x and y axes. The information obtained from
the sensor is used to train a Bayesian probabilistic classifier for the localisa-
tion of the sensor with respect to an allocentric origin of coordinates located
at the edge of the object and identification of angular classes for exploration.
The object used for the contour following task is a rectangular surface with a
length of 110 mm on each side (Fig. 1b). However, the method can be extended
performing the task on right-angled objects.

Sensorimotor Integration. The control of the robotic platform is achieved
through serial communication between the computer and the robotic devices.
The Yamaha robot and the linear actuator provide position feedback and posi-
tion control. Both are integrated in a python script. Similarly, the data obtained
from the TacTip data processor are included as an input to a probabilistic clas-
sifier that relate tactile information to sensor position. The action-perception
loop obtains information from the sensor, and executes the movements for the
completion of the task, i.e. contour following of an object, taking into account
the predictions of the probabilistic classifier.

Acquisition of Tactile Data. Tactile data acquisition follows a tapping proce-
dure against the surface close to the edges to elicit a displacement of the internal
markers of the TacTip Sensor. Discrete taps along a range between -9mm and
9mm in an interval of 1mm with respect to each of the edges comprise the data
for each angular class. In that sense, an angular class contains 19 taps, and
position classes as can be observed in Fig. 2. Each position class consists of two
streams of data corresponding to the tracking of 127 marker positions (Fig. 2c)
for the horizontal (Fig. 2a), and vertical (Fig. 2b) axes respectively. The data
collection process is replicated for perceptual angles of [0, 90, 180, 270]◦ giving a
total of 76 perceptual classes to train a probabilistic Bayesian classifier.

2.2 Bayesian Probabilistic Classifier

A Multinomial Naive Bayes Classifier is implemented as a sensor model for the
mapping from tactile data to angle and position of the sensor. In which, the
probability of a class given a measurement is proportional to the likelihood of
the measurement given the class multiplied by the prior probability of the class:

P (c|z) α P (c)
∏

1≤k≤nb

P (zk|c), (1)

where P (zk|c) is interpreted as a quantification of the contribution of the evi-
dence zk to the correctness of class c. Tactile data is spatiotemporally encoded
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Fig. 2. Tactile data (taps) for 19 position classes corresponding to angle perceptual
class: 0◦. A) Tracking of horizontal marker displacement (ΔX). B) Tracking of vertical
marker displacement (ΔY). C) Layout of 127 internal markers of the TacTip sensor,
colours on each plot correspond to the respective marker position

in histograms. Each stream of data corresponding to a single tap is distributed
into a histogram composed of 100 bins. Specifically, each bin of the histogram
contains the number of times that a marker displacement in the x and y axes
occur within a certain pixel variation range. [z1, z2, ..., zn] corresponds to each
marker displacement belonging to a bin in the histogram, being nz the number
of samples from the stream of sensory data.

The best class for each tap from the Bayesian model corresponds to the most
likely or maximumaposteriori (MAP) class cmap:

cmap = arg max
c∈C

P̂ (c|z) = arg max
c∈C

P̂ (c)
∏

1≤k≤nz

P̂ (zk|c). (2)

The values of the parameters P̂ (c) and P̂ (zk|c) are estimated from the training
data. The prior probability is estimated with the assumption that all classes
are equally likely to occur, thus flat priors are set for each class, being Nc the
number of classes:

P̂ (c) =
1

Nc
(3)

The conditional probability P̂ (z|c) is calculated as the relative frequency of
marker displacements corresponding to a certain pixel range that belongs to
class c:

P̂ (z|c) =
Zcz∑

z′∈V Zcz′
, (4)

where Zcz is the number of occurrences of a marker displacement in a pixel
variation range for a tap stream data from class c. An independence assumption
has been made between samples for each tracked marker in the x and y axes
for model simplification. Even though this assumption might not be fulfilled in
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the real world, the outcomes from the model tend to be still reasonable [25].
Due to the sparseness that may occur within the encoding of the sensory data,
a Laplace smoother is implemented by adding a one to each count:

P̂ (z|c) =
Zcz + 1∑

z′∈B(Zcz′ + 1)
. (5)

This smoothing method can be interpreted as a uniform prior for the occur-
rence of a certain displacement in a pixel variation range stated by the encoding
histogram.

2.3 Active Bayesian Tactile Sensing

Tactile sensing for contour following requires an active approach for perception
and selection of action. Active sensing implies modifying the state parameters of
the sensor in order to acquire information relevant to the completion of the task.
In this work, the perception of the angle of the sensor relative to the edge of an
object is pertinent for the execution of exploratory tactile data acquisition to
follow the contour of an object. An accurate perception of the angular perceptual
class relies on modifying the radial position of the sensor. The repositioning of
the sensor requires the localisation of the sensor with respect to the edge of the
object. Sensor localisation is performed by the implementation of a probabilistic
Bayesian classifier. The Bayesian model outputs the most likely perceptual class
regarding to angle and position of the sensor. Given that some position classes
will provide a more accurate angular perception, the sensor needs to be radially
moved to the place where accuracy tends to be higher. This procedure leads
to a correct perception of angular class for the execution of further tangential
exploratory movements.

Active Contour Following. The process for contour following takes place
when a taping procedure against the object elicits the deformation of the compli-
ant component of the sensor. The data from the tracking of maker displacement is
then spatiotemporally encoded, and incorporated as evidence for the perceptual
classes. The most likely class is selected by obtaining the maximumaposteriori
of all classes. A fixation range in which the data acquisition can provide an
accurate angular class is selected offline. The selection of the range takes into
account the accuracy of the classifier on test data. Being the case that the per-
ceptual outcome from the classifier states that the sensor is localised outside of
the fixation range, the sensor will be radially moved to be located within that
range. When the sensor is placed in the fixation range, and the outcome of the
classifier determines that the sensor is within that range, a exploratory tangen-
tial motion relative to the perceived angle is executed. A scheme of the process
can be observed in Fig. 3a.
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Fig. 3. Active Bayesian tactile sensing. A) Active sensing process B) Active sensing
with online learning

Online Learning. Robot proprioception provides accurate information about
the location of the robot in the workspace. This information can be used for
supporting the mapping from tactile data to angle and position of the sensor
with respect to an edge of the object. This information can be transformed to act
as an automatic label provider given that the position of the object is previously
known. Therefore, proprioceptive data is included in the process to assess the
accuracy of the probabilistic classifier. In that sense, the angle and position
outcomes from the classifier are compared with the labels from proprioception.
Given the case in which the model does not provide an accurate perceptual
class, the encoded tactile information becomes a training data point with the
label given by the actual perceptual class followed by the updating of the model
parameters. Conceding that the angle and position classes provided by the model
are accurate, the process follows similar steps as in the active contour following
process as seen in Fig. 3b.

3 Results

3.1 Angle and Position Perception

The Bayesian probabilistic classifier is tested offline with a set of data obtained
with the same procedure as for the acquisition of training data. The classification
absolute error for the angular classes (Fig. 4a) provides us with understanding
of the position classes in which the angle is correctly classified, thus the fixation
range can be determined. Furthermore, the absolute classification error for the
position classes contributes to the identification of a fixation point. The fixation
point is the location where the perception of angle and position tends to be
accurate. Results in Fig. 4b suggest that the fixation point should be set as
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the −1 mm position perceptual class given the accurate response for angle and
position classification. The fixation point is extended into a fixation range, this
position span will eventually be the location where angular perceptual classes
are likely to be perceived with more accuracy. Correct perception of angular
classes leads to the execution of proper exploratory movements to achieve the
completion of the task.
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Fig. 4. Angle and position discrimination from the probabilistic Bayesian classifier. A)
Absolute error for angle classification. B) Absolute error for position classification

3.2 Online Learning

Proprioceptive information from the robot is used to generate the ground truth
of each perceptual class. Knowledge of the actual angle and position classes is
employed to assess the accuracy of the sensor model. Figure 5 presents the ground
truth as a solid line; each point illustrates the place where the robot executed a
tap for data acquisition. The assessment and learning procedure is executed for
each tap. When the model provides an inaccurate prediction, the ground truth
serves as a label to update the conditional probability of the data belonging to
the actual class. The learning process is carried on until the model produces an
accurate prediction. As the figure displays, the distribution of the data points
that require one or two times of model updating are concentrated outside of
the corners. This effect can be attributed to the variation in consistency of the
behaviour of the linear actuator when executing vertical movements. Addition-
ally, as presented in the figure, the data points that require more than three
times to update the model parameters are located on the corners of the object.
This increase in the number of times the model is updated might happen given
that the training data was not acquired by directly tapping on the corners. The
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Fig. 5. Online learning in a contour following setting. Black solid line represents the
ground truth of figure contour. Each point represents a tap on the edge of the object.
Blue, red, green, magenta, cyan points correspond to the number of taps used for
learning and updating the model (Color figure online)

initial model might provide correct predictions of perceptual classes. However,
the prediction of angle and position with data streams subject to variability in
the execution of vertical movements demands the update of the parameters to
improve the accuracy of the predictions of the model.

3.3 Active Contour Following

The initial and updated models are tested under the same conditions as previ-
ously presented in Fig. 3a where the movement policy relies on executing radial
motions to place the sensor within a fixation range, and perform tangential
exploratory movements with respect to the predicted angle to follow the contour
of the object. In that sense, three trials were executed for both models. The
execution of the task with the initial model represented in Fig. 6a reveals that
the contour following procedure was completed only in one out of three trials.
It has to be highlighted that the initial model was not trained with data where
the sensor is placed on the corners; thus, the inaccuracy of the probabilistic clas-
sifier had incidence in predicting the required angular class to perform tangen-
tial exploratory movements for the completion of the task. Testing the updated
model for contour following results in the completion of the task on three out of
three trials, as presented in Fig. 6b. This result shows that an accurate percep-
tion of angular classes leads to the execution of the necessary exploratory taps
to completely follow the contour of the object. The updated model outperforms
the outcome of the initial model not only in the completion of the task, but in
the number of taps required to follow the contour of the object. While 208 taps
were needed to complete the task with the initial model, contour following of the
object using the updated model was achieved with 131, 144, and 152 number of
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taps for each trial. This reduction of the number of taps to complete the task
presents an improvement in the time required for its achievement.
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Fig. 6. Active contour following test. Where black solid line represents the ground
truth of the figure contour. Each point depicts the position of an executed tap. Red
points: first trial; green points: second trial; blue points: third trial. A) Trials on contour
following: Initial model. B) Tests on contour following: Model after parameter updating.
(Color figure online)

4 Discussion

In this work, a sensorimotor action-perception loop was implemented for follow-
ing the contour of an object. A Bayesian probabilistic classifier was trained as a
sensor model to map from tactile data to angle and position classes of the sensory
device relative to the edges of the object. The predictions of the classifier were
used for the localisation of the sensor and the identification of angular percep-
tual classes to perform exploratory movements. However, the variability present
in the acquired tactile data, due to the response of the linear actuator, was
translated into inaccuracies in the predictions of the classifier. The integration
of tactile and proprioceptive information for guidance and control of the sensory
apparatus in the hierarchical structure of the somatosensory system inspired the
inclusion of robot proprioception for the improvement of accuracy in tactile per-
ception. Specifically, the information from robot proprioception was taken into
account for the assessment of the model and performing online learning when
required. The initial and updated models were tested under the same circum-
stances on three trials for each classifier. As showed in the results section, taking
into account the ground truth for assessing the predictions of the classifier, and
updating the parameters of the model had an incidence in the completion of the
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task resulting in three out of three completed trials; as opposite to one out of
three completions of the task for the initial model. Additionally, the number of
taps required to follow the contour of the object were reduced using the updated
model. Therefore, the assessment and updating of the model with propriocep-
tive information can result convenient in situations where there is variability
in the execution of vertical movements involved in the tapping procedure for
the acquisition of tactile data. This variation in the consistency of tactile data
might be present in real world applications, thus the improvement of the sensor
model for prediction of angle and position displays the potential to attain robust
perception of the magnitudes required to perform the contour following task.
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Abstract. This work extends an existing virtual multi-agent platform
called RoboSumo to create TripleSumo—a platform for investigating
multi-agent cooperative behaviors in continuous action spaces, with
physical contact in an adversarial environment. In this paper we inves-
tigate a scenario in which two agents, namely ‘Bug’ and ‘Ant’, must
team up and push another agent ‘Spider’ out of the arena. To tackle this
goal, the newly added agent ‘Bug’ is trained during an ongoing match
between ‘Ant’ and ‘Spider’. ‘Bug’ must develop awareness of the other
agents’ actions, infer the strategy of both sides, and eventually learn an
action policy to cooperate. The reinforcement learning algorithm Deep
Deterministic Policy Gradient (DDPG) is implemented with a hybrid
reward structure combining dense and sparse rewards. The cooperative
behavior is quantitatively evaluated by the mean probability of winning
the match and mean number of steps needed to win.

Keywords: Multi-agent cooperation · Reinforcement learning

1 Introduction

With the success of AlphaGo, AI in games has been gaining increasing atten-
tion from researchers around the world [1]. In the physical world, agents exhibit
intelligent behaviours at multiple spatial and temporal scales [2]. In [3], a multi-
agent platform RoboSumo1 was designed to investigate the potential of con-
tinuous adaptation in non-stationary and competitive multi-agent environments
through meta-learning. In that platform, two agents, either homogeneous or
heterogeneous, learn to play a ‘sumo’ game against each other. The one that
successfully pushes its opponent off the square arena wins the match.

This work benefited from the advice of Assistant Professor Shinkyu Park at King
Abdullah University of Science and Technology (KAUST).
1 https://github.com/openai/robosumo.
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While RoboSumo allows multi-agent physical interaction to be investigated
in adversarial scenarios, the platform does not offer support for exploring coop-
erative behaviors among agents. In this paper, we extend RoboSumo such that
a new agent is added and can team up with one of the existing agents. This new
agent must learn a policy to cooperate with its pre-defined partner, and play
against their opponent. We train the system with Deep Deterministic Policy
Gradient (DDPG), a reinforcement learning algorithm which learns a Q-function
with off-policy data and the Bellman equation, and concurrently learns a policy
using the Q-function [4]. The training result is evaluated through both quali-
tative observations of the agents’ behaviors in simulation, and two quantitative
parameters – ‘mean winning rate’ and ‘steps needed to win’. The code devel-
oped for training, testing, and evaluation is open for public access2. The major
contributions of this work are: to establish a virtual platform that allows both
cooperative and competitive interactions to be explored in physical contact-rich
scenarios, and to report baseline results for the two evaluation metrics after
training the system with DDPG.

The next section of this paper reviews related work on multi-agent games
based on virtual platforms; Sect. 3 describes our extension of RoboSumo and
establishes TripleSumo; Sect. 4 details our methodology for training the agent
with the DDPG algorithm, followed by an evaluation of training results. The
final section summarises our findings and outlines plans for future work.

2 Related Work

Games provide challenging environments to quickly test new algorithms and
ideas of reinforcement learning (RL) in a safe and reproducible manner [5].
Therefore, recent years have witnessed the development of a series of novel vir-
tual game platforms that have fuelled reinforcement learning research. While
some research focuses on a single agent tackling a task, many cases are based
on adversarial models, where agents compete against each other to improve the
overall outcome of a system.

In 2020, ‘Google Research Football’ [5] was designed as an open-source
platform where agents are trained to play football in simulated physics-based
3D scene. Three scenarios were provided with varying levels of difficulties.
Three RL algorithms, namely Importance Weighted Actor-Learner Architecture
(IMPALA), Proximal Policy Optimization Algorithms (PPO), and Ape-X DQN,
were implemented by the authors to report baselines. This popular platform
was demonstrated to be useful in developing AI methods, for example, ‘TiKick’
[6]. However, ‘Google Research Football’ assumes the actions are synchronously
executed in multi-agent settings, limiting its utility. In response to this, ‘Fever
Basketball’ [7] was developed—an asynchronous sports game environment for
multi-agent reinforcement learning.

Similarly based on virtual football games, [2] studied integrated decision-
making at multiple scales in a physically embodied multi-agent system by devel-
oping a method that combines imitation learning, single- and multi-agent rein-
2 https://github.com/niart/triplesumo.

https://github.com/niart/triplesumo
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forcement learning, and population-based training, making use of transferable
representations of behaviour. This research evaluated agent behaviours using
several analysis techniques, including statistics from real-world sports analytics.

[8] introduced a ‘hide-and-seek’ game to investigate agents learning tool use.
Through training in this environment, agents build a series of six distinct strate-
gies and counter strategies. This work suggested a promising future of multi-
agent co-adaptation, which could produce complex and intelligent behaviors.

When it comes to RL-based methods for multi-agent cooperation, [9] tackled
the limitation of Q-learning in a non-stationary environment, resulting in vari-
ance of the policy gradient as the number of agents grows. They presented an
adaptation of actor-critic methods that consider action policies of other agents,
and a training regimen utilising an ensemble of policies for each agent that leads
to more robust multi-agent policies.

CollaQ [10] decomposes the Q-function of each agent into a ‘self term’ and
an ‘interactive term’, with a Multi-Agent Reward Attribution (MARA) loss that
regularises the training. This method was validated in the ‘StarCraft multi-
agent challenge’ and was demonstrated to outperform existing state-of-the-art
techniques.

In a multi-agent pursuit-evasion problem, [11] used shared experience to train
a policy with curriculum learning for a given number of pursuers, to be executed
independently by each agent at run-time. They designed a reward structure
combining individual and group rewards to encourage good formation.

Similarly in the pursuit-evasion problem, [12] presented a new geometric
approach of learning cooperative behaviours in a 2-pursuer single evader scenario
to reduce the capture time of the evader. This method was shown to be scalable
thanks to categorisation and removal of redundant pursuers.

These virtual games offer useful experimental platforms and learning methods
for multi-agent teamwork in adversarial environments. However, physical contact
between interactive agents in continuous domain is rarely investigated. Our work
meets this need by developing a platform that facilitates research into multi-
agent cooperation in physical contact-rich environments. This paper introduces
TripleSumo, which extends the RoboSumo platform, and presents reinforcement-
learning of cooperative behaviours in an adversarial multi-agent setting.

3 TripleSumo

Based on the RoboSumo framework built with the software toolkit OpenAI/Gym
[13] and the MuJoCo [14] physics engine, TripleSumo adds one more agent to
the system (see Fig. 1). In this scenario, ‘Ant’ (red) and ‘Bug’ (blue) team up
and play against their opponent ‘Spider’ (green) on a square arena (‘Tatami’)
(see Fig. 2). Agent behaviors are trained and observed in designated continuous
action spaces. To simplify the interfaces, this preliminary work sets up all agents
to be four-legged and the same size. However, the three agents differ from one
another in contact force (see Table 1). Morphological and physical features of the
agents are subject to free choices according to future research demands. Once the
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Fig. 1. Competitive relation between agent ‘Spider’ (green, right) and the pair of ‘Bug’
(blue, middle) and ‘Ant’ (red, left) (Color figure online)

Fig. 2. The simulated virtual platform ‘TripleSumo’, where two agents (red and blue)
play against the green agent on a Tatami. (Color figure online)

game starts, the three agents interact through physical contact and the match
lasts until the centre of mass of any of the three agents falls outside the edge
of the arena. The two agents ‘Ant’ and ‘Spider’ have been pre-trained through
DDPG to create an ongoing game (see supplementary video 1). ‘Spider’ will win
the game if it manages to push either ‘Ant’ or ‘Bug’ off the arena. Alternatively,
the team of ‘Ant’ and ‘Bug’ will win the game if they manage to push off ‘Spider’.

4 Experimental Results

This section implements a commonly used reinforcement learning algorithm
DDPG to train the new agent. In order to infer the strategies of both its oppo-
nent and partner, the agent ‘Bug’ is trained to learn an action policy during an

Table 1. Control range of contact force of heterogeneous agents

Control range of contact force (in Newtons)

‘Spider’ (green) [−0.22, 0.22]

‘Ant’ (red) [−0.20, 0.20]

‘Bug’ (blue) [−0.18, 0.18]

https://www.youtube.com/watch?v=VVOb8t2v3pw
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Fig. 3. Mean total rewards received by ‘Ant’ over 3,000 epochs of training (left); Mean
total rewards received by ‘Spider’ over 20,000 epochs of training (right); a rolling mean
filter of 200 applied to each graph.

ongoing match3, where ‘Ant’ and ‘Spider’ are playing against each other. The
ongoing game is created by training ‘Ant’ for 3,000 epochs with DDPG first,
and afterwards training ‘Bug’ for 20,000 epochs (Fig. 3), with reward structures
similar to Eqs. (1), (2), but in different directions.

4.1 Reward Shaping

The reward function used in this experiment consists of two parts:

Reward = Dense Reward + Sparse Reward (1)

In the ‘Dense’ part, each single step of the agent’s movement is associated with
a value which adds up to the total reward of the current epoch. This ‘Dense
Reward’ is decomposed into four terms—‘opponent velocity reward’, ‘partner
velocity reward’, ‘self velocity reward’, and a constant punishment (Eq. 2), where
C1, C2 and C3 are constant coefficients inserted to each term of dense reward
function.

Dense reward = C1 ∗ opponent velocity reward

+ C2 ∗ self velocity reward

+ C3 ∗ partner velocity reward

+ still punishment

(2)

In each step, the agent receives an ‘opponent velocity reward’ which is decom-
posed to an X component and a Y component. Its X component has an absolute
value proportional to the opponent’s speed along the X-direction, and is assigned
to be positive if the opponent is moving backwards from the agent, and nega-
tive if the opponent moves towards the agent. The Y component of ‘opponent

3 supplementary video 1: https://www.youtube.com/watch?v=nxzi7Pha2GU.

https://www.youtube.com/watch?v=nxzi7Pha2GU
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Fig. 4. Direction of allocating positive dense reward: A. opponent velocity reward; B.
partner velocity reward; C. self velocity reward.

velocity reward’ is defined in a similar way in the Y direction. ‘Self velocity
reward’ and ‘partner velocity reward’ have absolute values proportional to the
agent’s and its partner’s speeds respectively, assigned to be positive if the agent
or its partner moves towards its opponent, while assigned to be negative if they
move away from their opponent. That is, the agent will be rewarded if itself or
its partner moves towards their opponent, or if the opponent moves backwards
from the agent, and will be punished on the contrary. The ‘still punishment’ is a
negative constant to ensure the agent will be punished if it remains stationary.
Figure 4 shows the direction of allocating positive dense reward to the agent.
On the other hand, the ‘Sparse’ part of the reward function is associated with
the result of game. A score of +500 or −400 will be allocated if the team wins
or loses the game respectively (see Algorithm 1). The sparse reward will be 0
by default if the epoch exceeds the maximum number of steps without a side
winning.

Algorithm 1. Sparse part of reward function
while An epoch is ongoing do

if The opponent falls off Tatami then
reward += 500

else if ‘Bug’ or ‘Ant’ falls off Tatami then
reward −= 400

end if
end while
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Table 2. Hyper-parameters in DDPG implementations

Hyper-parameter Value

Optimiser Adam

Actor learning rate 1e−4

Critic learning rate 1e−3

Discount factor (γ) 0.99

Target update factor (τ) 0.01

Steps per epoch 500

Batch size 64

Maximum epochs 20,000

Replay buffer size 1,000,000

Update stride 30

Table 3. Definition of local winning rate at a certain epoch

Result of an epoch Local winning rate

Team wins +1

Team loses −1

Time expires without result 0

Important hyper-parameters are summarised in Table 2. Over the course of
training for 20,000 epochs, the agent demonstrates increasing mean values of
both dense and sparse rewards, as shown in Fig. 5.

4.2 Performance Evaluation

The action policy of ‘Bug’ resulting from this training is observed in a test across
20,000 epochs4, where the agents demonstrate cooperative behavior and stable
values of both dense and sparse rewards (see Fig. 6). Additionally, in order to
evaluate the efficiency of agents’ cooperation, we used the two metrics: MWR
and ‘steps needed to win’ to analyse the training result.

A metric ‘winning rate’ (WR) is defined as the probability of winning the
game at a certain phase during training or testing. During training, the local WR
at a certain epoch is assigned to be ‘+1’ if the team wins the game; assigned to
be ‘−1’ if the team loses the game; and assigned to be ‘0’ if the epoch reaches
maximum number of steps without winning or losing. The definition of local
WR is described in Table 3. A ‘mean WR’ is calculated as the rolling mean
value of local winning rate when the training or testing reaches a certain epoch.
Intuitively, a positive WR indicates the team is stronger than opponent, while
a negative WR indicates the team is weaker than its opponent, and a zero WR

4 supplementary video 2: https://www.youtube.com/watch?v=C4xGuIyeY5A.

https://www.youtube.com/watch?v=C4xGuIyeY5A
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Fig. 5. Mean of total rewards (orange), Dense reward (blue), and Sparse reward (green)
received by ‘Bug’ in each epoch during training. A rolling mean filter of 200 is applied.
The final dense and total rewards stay below zero due to a constant ‘still punishment’
term in reward function. (Color figure online)

Fig. 6. Mean of total rewards (orange), Dense reward (blue), and Sparse reward (green)
received by ‘Bug’ in a test of 20,000 epochs. A rolling mean filter of 200 is applied.
(Color figure online)
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Fig. 7. MWR of the team increases as training progresses (blue). The MWR rising
from negative to positive indicates the team ends up with stronger competency than
its opponent. MWR of the team remains positive (between 0.15 and 0.47) in testing of
20,000 epochs (orange). A rolling mean filter of 200 was applied to each graph. (Color
figure online)

indicates the two sides have similar levels of competency. With a rolling mean
filter of λ, the mean WR (denoted as MWR) at epoch α (denoted as Eα) is:

MWRα =
sum of all WRs in recent λ epochs until Eα

λ
(3)

The variations of MWR during training and testing are plotted in Fig. 7, which
indicate that the team’s competency improves as the training progresses, and
remains stable in the resulting policy. In other words, the agent ‘Bug’ has learned
to cooperate with ‘Ant’ and contribute to the teamwork.

Another metric ‘number of steps needed to win a game’ is defined to reflect
the cost of time for a successful teamwork. Its rolling mean (computed in a
way similar to Eq. 3) reflects the variation of teamwork efficiency during the
training process. In Fig. 8, the plot indicates that the team reaches higher levels
of efficiency in teamwork as they are trained, resulting in reducing the amount
of steps or time needed to win the game.



188 N. Wang et al.

Fig. 8. Mean value of number of steps needed to win the game decreases over the
course of training. A rolling mean filter of 200 is applied. Only games won by the team
are counted.

5 Discussion and Future Work

This preliminary work extended an existing virtual multi-agent platform Robo-
Sumo into TripleSumo, which contains three players in a sumo game. Two agents
are predefined to team up and play against the other agent. As a baseline, coop-
erative behaviors were investigated by training the newly added agent with the
reinforcement learning algorithm DDPG, using a hybrid reward structure dur-
ing an ongoing match. Both the sparse and dense parts of mean rewards are
demonstrated to increase and eventually converge as the training process pro-
gresses. The teamwork increases in competency and efficiency, as reflected by an
increasing mean winning rate and a decreasing mean number of steps needed to
win a game, which indicates successful cooperation between the agents in this
adversarial environment. While this work has focussed exclusively on DDPG,
our future research will investigate the peformance of other RL algorithms with
respect to learning cooperative strategies in multi-agent systems.

The scenario presented in this paper is similar to learning cooperative
behaviours in a 2-pursuer single evader scenario to reduce the capture time of
the evader, with direct applications in swarm robotic systems. A natural exten-
sion is to increase the complexity of the environment, to include more pursuing
agents making it a M-Pursuer single-evader scenario and incorporating proba-
bilistic observations about the prey positions. It would then be possible to evolve
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different categorical behaviours such as ‘interceptor’, ‘escort’, and ‘redundant’
for the pursuer agents.

The next step of this research is to investigate a more complex scenario
of non-predefined pairing for cooperation in TripleSumo. With three or more
agents playing against one another, the game will continue until only one agent
remains on the arena. All agents will learn to freely choose to team up with a
non-predefined partner in order to remain as long as possible in the game.
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Abstract. Given the black-box characteristics of a robotic system using
reinforcement learning, validating its behaviour is an extensive process.
Especially if the main focus lies on efficient task execution and at the
same time predefined requirements or safety standards must be met for
real-world applications. Once a particular system is verified to behave
according to safety requirements, this may no longer be the case if the
underlying conditions are modified.

As research yields more efficient and performant algorithms rather
than safer and controllable algorithms, their safe use should be ensured.
Our approach enables the use of an algorithm for the execution of the
main task while leaving the assessment of the cause-effect relationship
in terms of safety to another instance. This way, the presented approach
preserves efficiency at the main task level with as little interference as
possible. The tasks of safety assessment and task execution are separated
to the extent possible, allowing the initially learned safety assessment
to be applied to varying tasks and scenarios with minimal effort. The
main challenges hereby are the provision of sufficient information for a
reliable safety assessment and the precise allocation of the sparse rewards
in terms of safety requirements. Finally, we evaluate Task Independent
Safety Assessment on three different picking, placing and moving tasks.
We show that the main task is guided to safe behaviour by safety instance
and even converges against safe behaviour with additional learning phase
of the main task.

Keywords: Safe reinforcement learning · Robotics

1 Introduction

An increasingly widespread discipline of machine learning is reinforcement learn-
ing, in which an agent interacts with the environment and observes the results
of that interaction in order to achieve the maximum cumulative reward for the
specified objective. This method imitates the trial-and-error method used by
c© The Author(s), under exclusive license to Springer Nature Switzerland AG 2022
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humans to learn, which is also based on taking actions and receiving positive or
negative feedback. Furthermore, deep learning is enabling reinforcement learning
to scale to problems that were previously intractable. Latest scientific research
in computer science and advanced computing capacities are now allowing robots
to learn policies directly from inputs in the real world [1,14,26,28]. The resulting
application of Deep Neural Networks (DNN) can find compact low-dimensional
representations of high-dimensional data. Model-based reinforcement learning,
on the other hand, is able to learn a transition model, that allows the modelling
of the environment without interacting with it directly [13,15,18,23].

The number of existing approaches with specific characteristics for imple-
mentation, however, hinders real world adoption, especially when certain safety
regulations have to be met. Although research on safe reinforcement learning is
increasing [8], there is a lack of methods for the safe implementation of algorithms
that are not explicitly safety oriented. Even if the application is implemented in
consideration of the safety aspects, a small change of the inputs or of the under-
lying neural network may lead to unforeseen events and even unsafe behaviour.
This is because the mode of operation based on probabilistic modelling and dis-
tributions without concrete validation of safe behaviour can disrupt its balance.

Therefore, our approach aims to define a generalized procedure to implement
different algorithms safely while considering their characteristics. After a discus-
sion of possible pitfalls in the target definition and overall specification of the
system, we illustrate the approach on a pick, place, and move example. Instead
of a specific algorithm, which might allow a well-balanced safety consideration
and task performance, we elaborate a general neural network structure that may
include different mathematical approaches for optimization. In this manner, the
here discussed related work and future approaches can be nested within this
framework. At the same time, we provide a framework, in which an agent can
explore and learn in a constrained action-space without harming itself or its
environment. Furthermore, the learned safety evaluation in the suggested neural
network structure is being preserved independent of the task, on which the main
task agent is being trained. Based on this, we show that the main task can be
exchanged without compromising the safety instance, indicating task indepen-
dent safety assessment.

2 Background

To define whether an agent is compliant with safety restrictions, it first needs to
be established what is considered safe or unsafe behaviour. After a classification
of different approaches for safe reinforcement learning, the trade-off between
performance and safety is discussed. Subsequently, the problem of sparse rewards
and dense reward signals is outlined, which is a major concern in reinforcement
learning even without the consideration of safety. Finally, the problem of the
necessity for correct environment interpretation needs to be addressed.
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2.1 Safe Reinforcement Learning

The dynamics of complex applications are often uncertain or only partially
known. Additional uncertainties can arise from several sources. Sensor input
may be noisy, the dynamics of the robot may not be accurately modelled, the
deployment environment may not be well described or include other actors with
unknown dynamics and planning. A critical, domain-specific challenge in robot
control learning is the need to implement and formally guarantee the safety of
robot behaviour, not only for the optimized policy, but also during the learning
phase to avoid costly hardware failures and improve convergence. Ultimately,
these safety guarantees can only be derived from the assumptions and the char-
acteristics captured in the problem formalization.

In this work, we adopt following definition of a safety property:

“A safety property expresses that, under certain conditions, something
never occurs.” [6]

By that safety means, that under given conditions an undesirable event will
never occur. These undesirable events in our consideration are actions leading to
damaging of itself or the environment of the agent. These can also be enfolded
as domain-specific undesirable events or behaviours. For real-world use, how-
ever, it must at least be guaranteed that the applications are controllable and
do not endanger their environment or themselves. Due to this problem research
extends reinforcement learning to include the safety aspect to safe reinforcement
learning [11]. With given knowledge of operating conditions, the model-driven
approach provides guarantees on the dynamic model [22]. The data-driven app-
roach of reinforcement learning allows high adaptability to new contexts at the
expense of providing formal guarantees [29]. These data-driven approaches can
be categorized into Objective Manipulation, Knowledge Incorporation or Exter-
nal Interference or as a combination of several methods.

With Objective Manipulation the primary task is adjusted to prevent the
agent from entering safety-critical states based on the defined objective or task
interpretation [2,7,12,16,30]. However, restricting learning behaviour by with-
holding bad data does not allow the agent to understand why an action taken
is appropriate [9]. Therefore, containment techniques are not a long-term solu-
tion for AI safety, but an instrument that enables the testing and development of
methods [5]. With Knowledge Incorporation external knowledge is added in order
to guide the agent towards the safe state space [1,4,20]. With these approaches,
however, it must be determined in advance which knowledge must be provided
to the agent to achieve safe behaviour both in the learning and in the later
operational phases. With External Interference agent’ actions can be overrid-
den at constraint violation in order to improve safety [3,24,27]. However, for
these approaches, either an approximate model or a safety controller is needed
in advance to determine which states should be considered as unsafe. Current
approaches therefore use either human “in the loop” [27] or prescribed safety
algorithms [10].
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2.2 Balance of Performance and Safety

The limitation of agents by safety restrictions has, certainly, great effects on
their behaviour. A balance must be found between safety and performance so
that the restrictions are not too restrictive, and the agent can continue to perform
its primary tasks efficiently while avoiding dangerous situations. An algorithm
can therefore guarantee safe, but potentially suboptimal exploration caused by
restriction of the attention to a subset of guaranteed safe policies [21]. This is the
case if an agent is trained only on “good” data, it has no way to understand why
the taken action is appropriate. It would prefer these actions, but not necessarily
reject other alternative actions that would have diminished the objective given
heterogeneous data [9].

The balance is additionally affected when an agent is to be transferred from
simulation to real world, where training and execution environments differ. The
so-called blind spots [25] resulting from incomplete representation of the actual
states of the world, prevent a reliable differentiation between the numerous
states. These lead to unexpected mistakes of an agent due to inconsistencies
between the training environment and the real world, which can lead to unex-
pectedly unsafe behaviour. The degraded performance and unexpected errors of
the agent in the blind spots also lead to changed inputs of the safety function-
ality.

As the process of learning policies aims to maximize the expectation of the
return in problems, it is also important to ensure reasonable system performance
and/or respect safety constraints during the learning and/or deployment process.
At this point, there is therefore no consensus on how a certain level of safety can
be guaranteed without impairing the performance of the primary task.

2.3 Environment Interpretation

The safety properties must be derived from the available information on the
operational environment. This requires an interpretation of the data to determine
the relations, for which different approaches from reinforcement learning can be
used.

Model-free approaches without specific consideration of safety, cannot guar-
antee safety during the learning phase and safety can be only approximately
achieved after sufficient learning time. The basic problem is that without a
model, safety must be learned through environmental interactions and not inter-
preted by the modelled consequences of environment behaviour. That means
that safety can be violated during early learning interactions, if not ensured
by constraints otherwise. On the other hand, model-based approaches can only
guarantee safe behaviour if the model that serves as the basis for the safety
assessment very accurately reflects the real world and its characteristics. The
example of learning an environment model directly from raw pixel images [13]
shows that such a dynamic model is vulnerable to exploitation by the agent.
A policy that exploits the incompleteness of such a model during the optimiza-
tion process may fail completely in the real environment. How to make use of
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both model-based and model-free learning is a central problem in reinforcement
learning [23].

Where the intended environment of the application is already known to a
large extent, the provided inputs can be pre-processed and provided efficiently.
For instance, with the focus on artificial intelligence [19], it is possible to exam-
ine systems, processes and data for relevant contexts. This information can be
verified for correctness [31], to present a reliable overview for the agent, which
provides the basis for determining safe handling procedures.

3 Design and Implementation

Compared to existing implementations of shielding approaches that are known
to us, we follow the data-driven approach for high adaptability to new contexts
of task independent safety assessment. Unlike existing shielding approaches, our
safety controller is learned from the reward function and not prescribed. Our
approach is introduced using the example of a pick and place environment for
the robotic system. Following the consideration of the basic approach design, the
problem formalization with reference to safety is described. The essential role of
data selection based on the respective task scopes is highlighted in combination
with the corresponding data pre-processing.

3.1 Approach Design

The structure of the classical loop between the agent and its environment for
reinforcing learning is divided into two parts, which is inspired on the Post-Posed
Shielding [3] framework as shown in Fig. 1. In addition to the first agent (Task
Agent), that focuses on the execution of the task, there is a second agent (Safety
Agent), which assesses the safety of the actions intended by the first agent. In
addition to the actions to be evaluated, the safety agent receives pre-processed
visual inputs and sensor readings of the environment to efficiently interpret rele-
vant information. In addition, the safety condition of the environment is provided

Fig. 1. Agent relations to each other and the environment.
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to the safety agent based on the safety definition in combination with the thresh-
olds of the sensors. This yields the reward that the safety agent obtains from the
evaluation of the intended action based on compliance with the safety definition.

The agents are separated from each other as far as possible to minimize inter-
ference and keep the safety assessment independent of the task agent’s policy.
The task agent therefore receives the initial definition of the tasks to be per-
formed, which can vary during the process execution. Analogously, the safety
agent is assigned an initial safety definition through the reward function and
only evaluates the actions of the task agent on it, regardless of what the action
is intended to accomplish for the main task. As a result, the knowledge about the
task execution is only available to the task agent and, in contrast, the knowledge
regarding the safety definition is only available to the safety agent.

3.2 Agent Inputs

When defining the required inputs, sufficient information must be provided to
ensure that the tasks can be solved with the knowledge provided. However, an
excessively large base of data makes efficient functionality difficult, as a distinc-
tion must be made between highly and less relevant information. For example,
information for determining position is necessary for a navigation task, but not
necessarily for an area not being considered at the moment of decision.

In our pick and place environment, we formulate the safety definition to
avoid collisions of the tool with the environment and the objects in it. Under
consideration of this, the two agents require differing inputs only relevant for
the specific task solving, as shown for our example in Table 1. However, it is not
necessary, that the task and safety agents obtain separate inputs, as these can
be combined and interpreted differently according to the main objective. For
the task agent the inputs are limited to the most necessary ones regarding the
task execution. The task agent only receives the current position of the tool,
the position to be reached and visual input, as its task in this case is to move
an obstacle to a target position. This allows the task execution to be learned
efficiently with state-of-the-art algorithms. The safety agent, on the other hand,
does not need the information about the position to be reached, but the action
the task agent intends to take in addition to the current position of the tool.
An essential prerequisite is that the safety assessment must be able to perceive

Table 1. Provided inputs to Task Agent and Safety Agent.

Inputs Task execution Safety assessment

Tool position � �
Target position � –
Visual input � �
Intended action � �
Collision sensor – �
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the conditions defined to be safe. Otherwise, no statement can be drawn about
the safety of actions or even, in the worst case, a false sense of safety can be
feigned. Therefore, in this case the safety agent is provided with pre-processed
visual input from an RGBD sensor and information on collisions.

Fig. 2. Pre-processed visual inputs.

As shown in Fig. 2, the RGB image of the previous safe condition is compared
with the current condition. This results in a flow image, which highlights the
intensity of the changed parts of the image in colour and makes other areas
appear black. The resulting image is combined with the depth channel of the
RGBD sensor and then presented to the safety agent. This assumes, that the
camera is static, but eliminates the need for the safety agent to learn how to
detect movement in a scene using the raw image values.

4 Experiments

The design of a task independent safety assessment for reinforcing learning is
tested in a simulated environment (Unity3D) in order to prevent any unforeseen
consequences for allowing unwanted and desired dangerous scenarios. These sce-
narios are integrated into the Unity Machine Learning Agents Toolkit [17] to
train intelligent agents using reinforcement learning.

The experimental setup consists of several scenarios. First, a task agent is
trained without explicit consideration of any safety criteria. The attempts with
their successes and failures serve the safety agent. It learns the relationship
between intended actions of the task agent and the possible resulting violations
of the safety criteria provided by the safety reward function. Subsequently, the
initial task agent continues its training and the previously developed behaviour
is refined, considering the newly acquired knowledge of the safety agent. Once
trained for a given domain, the safety agent is reused to train differing task
agents in other scenarios with the same safety definition. Finally, the learned
behaviour for different tasks is compared without and with safety interference.
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4.1 Setup

Agents structure differs according to the nature of an agents’ task. The movement
of an object between way-points in the main tasks requires different inputs than
those required to assess the safety of an intended action, as described in Sect. 3.2.
At the same time, the scenarios differ depending on the task to be performed,
but not on the safety assessment, which is intended to be task independent.

Main Tasks. The three scenarios of placing on the stack, removing from the
stack, and moving an object while avoiding collisions with obstacles have a sim-
ilar structure. These only differ in the randomly generated start and target
positions as well as the random arrangement of the scene. This means that the
target for placing the object on the stack is always a reasonable position on
already stacked pieces or directly on the table. On the other hand, when remov-
ing an object from the stack, the start position is a reasonable position on the
stacked pieces. For collision-free moving of the object, the positions used are the
same as for placing on the stack, with the difference that additional obstacles
are arranged in the direct path between the start and target position. Initially,
the task agent only learns a behaviour that is considered optimal based on the
information available. Since there is no knowledge of the existing safety agent
or its interference in particular actions, only the fastest way to reach the target
position by the shortest path is learned.

The episode continues until the ItemPosition matches the TargetPosition
or the episode is brought to an end by EndEpisode, e.g. when the maximum
number of steps within an episode is reached. In each step of the episode of each

Algorithm 1. Reward function for Main Task
1: inputs: ItemPos(x, y, z), TargetPos(x, y, z)
2: while CurrentStep < MaxStep do
3: if ItemPos == TargetPos then
4: SetReward(+5)
5: EndEpisode()
6: else
7: AddReward(−1/MaxSteps)
8: end if
9: end while

main task, where a step is a time frame between agents decisions, the current
item position in space is compared with the target position to be reached. If the
item hasn’t yet reached the target position, a small negative reward is assigned.
Otherwise, a positive reward is given, and the episode is brought to an end. The
policy learned in this way can be indirectly influenced by the safety assessment
agent by classifying the actions of the task agent to be performed as undesirable
and suppressing those. However, the agent has no knowledge of this and only
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considers these actions as not contributing to success, as they do not to the
cumulative reward maximization, which is the main objective. In our experiment,
we suppress the action by not allowing the movement to be performed and letting
the agent choose a different action in the next step. This is a simplification of
logic, since in this case the agent can get into an endless loop by choosing unsafe
actions over and over again. A more complex logic can also be used here with
a backup strategy that, for example, directs the agent back towards a condition
that is considered to be safe. However, this is not the main focus here, since safe
backup strategies must also be validated for safe behaviour.

Safety Assessment Task. The task of safety assessment is always the same
regardless of how the main task has changed. The aim is always to prevent
the task agent from causing a collision of the object to be moved with the
environment by validating the intended action. During the learning phase, the
association between certain actions and the resulting collisions is learned through
observation. The learned safety assessment is then used directly to modify task
agents or to further training their behaviour. In the latter case, the task agent
has the possibility to adapt the behaviour according to the safety constraints
known only to the safety agent. These therefore have to be deduced from the
interception of the unsafe behaviour without knowing the precisely defined safety
criteria.

The episode of a safety agent continues until it is terminated by a falsely
evaluated action as supposedly safe, which subsequently leads to a collision. For

Algorithm 2. Reward function for Safety Assessment Task
1: inputs: ItemPosition(x, y, z), IntendedAction(x, y, z),

V isualInput(RGBD), CollisionOccurred(bool)
2: while True do
3: if CollisionOccurred == False then
4: AddReward(SafetyAssessmentt−1/MaxSteps)
5: else
6: if SafetyAssessmentt−1 < 0 then
7: AddReward(SafetyAssessmentt−1/MaxSteps)
8: else if SafetyAssessmentt−1 > 0 then
9: SetReward(−1)

10: EndEpisode()
11: end if
12: end if
13: end while

this purpose, the measurement of a collision is continuously used to decide. If no
collision has occurred, the agent receives a small reward. If no collision occurs, the
agent receives a small reward according to its safety evaluation. When an action
is classified as unsafe without a subsequent collision, the reward is therefore
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negative. It should be emphasized that the agent in the learning phase only
observes, but does not intervene. If an action classified as unsafe were to be
prevented, then it would be impossible to subsequently determine whether the
action had actually led to a collision.

If a collision has occurred, it is checked whether the agent has predicted it
correctly. In case the action causing a collision was assessed to be unsafe, the
agent receives a small positive reward. However, if the assessment was incorrect,
a negative reward is assigned and the episode ends. On the one hand, it motivates
the safety assessment agent not to classify a dangerous action as falsely safe, since
in this case no further rewards can be obtained, which intuitively corresponds
to most real-world use cases. On the other hand, unsafe actions are assigned
higher negative values, which allows for a greater overall divergence of the safety
assessment.

4.2 Results

Initially the task agent is trained on the Place On Stack task and in parallel the
safety agent learns to identify an impending collision. In Fig. 3, the cumulative
rewards of the two agents are shown in the area highlighted in green as Initial
Task Training and Safety Assessment Training. The safety agent first achieves
positive rewards until the task agent adapts its behaviour and comes closer to the
target position. This results in more frequent collisions with the stacked objects,
which are still unknown to the safety agent. Due to the higher number of chances
to classify a collision as falsely safe, the length of the episodes is also reduced.
For the task agent, the length of the episodes decreases, once it completes the
task faster. Then both agents achieve a constant cumulative reward.

Fig. 3. Cumulative Reward and Episode Length in the different training phases. (Color
figure online)

Subsequently, task agent is trained further, but now with the interference of
safety agent. Training progress on the example of placing on the stack is shown
in Fig. 3 in the yellow highlighted area as Continue Task Training. The reward
drops at first, as the previous actions that lead to the successful completion of
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the task, but cause collisions, are now interrupted. In addition, the interruption
delays the achievement of the goal, which is visible in the episode length. Finally,
task agent adapts to interference and an equally high level of reward is achieved.
The other task agents for the two remaining scenarios are trained similarly. But
the safety agent that has already been trained is reused to apply the safety
assessment that has been learned for the domain.

Place on Stack. In Fig. 4 the behaviours of the task agent are compared and
visualized as trajectories for the same Place On Stack task. The initially learned
behaviour (a) without any knowledge about possible collisions with objects
results in the shortest trajectory between the start and target position. Thereby
the stack is tipped over while approaching the position. With the interfered ini-
tial learned behaviour (b) by safety agent the trajectory is being modified. First
the distance to the table is increased, as this reduces the chance of a collision
and thus increases the value of the safety assessment. Finally, the target position
is reached, but an object is moved, because the task agent persists on its learned
behaviour, unless this is restricted. The interfered adapted behaviour (c) results
in a stronger curved trajectory, since the task agent had the possibility to adapt
the behaviour and therefore takes detours to be less constrained and still reach
the target efficiently. Due to these detours, the target position is approached in
a wider curve and thus the neighbouring object is not moved.

Fig. 4. Place on stack trajectories without safety interference (a), with safety interfer-
ence (b) and with safety interference after subsequent training of the task agent (c).

Pick from Stack. Figure 5 shows the behaviour for Pick From Stack, which is
reverse to the previous task. The initial behaviour (a) is again only the shortest
connection of the start to target positions and therefore does not prevent col-
lisions. However, the interfered initial behaviour (b) does not cause collisions,
because safety agent prevents the task agent from lowering the item too early,
and the task agent can still reach the target with a slightly modified trajectory.
The interfered adapted behaviour (c) also shows the adjustment of the trajectory
with larger curves, as these increase the distance to the stack as well as to the
table and thus reduce the risk of collision of future actions.
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Fig. 5. Pick from stack trajectories without safety interference (a), with safety inter-
ference (b) and with safety interference after subsequent training of the task agent
(c).

Avoid Objects. In conclusion, the trajectories for task of Avoiding Objects are
shown in Fig. 6, which demonstrates moving to the target position on the stack
and obstacles placed on the shortest path. The initial behaviour (a) again has no
possibility to perceive and avoid a collision. The interfered initial behaviour (b),
on the other hand, is so strongly manipulated by safety agents that the trajectory
leads around the placed obstacles but cannot prevent the neighbouring object
from being pushed. The interfered adapted behaviour (c), however, appears like
the interfered initial behaviour. This also leads around the placed obstacles but
approaches the target position minimally further from the side and thus prevents
a collision with the neighbouring object. Since the task agent has no way of
perceiving the obstacles, collision avoidance in (b) and (c) results only from the
interference of the safety agent. In the adapted behaviour (c), however, the task
agent has additionally learned to deal with the safety agents’ interference and
to solve the task accordingly.

Fig. 6. Avoid objects trajectories without safety interference (a), with safety interfer-
ence (b) and with safety interference after subsequent training of the task agent (c).

4.3 Safety Interference

Without subsequent adaptation of the behaviour by the task agent to take safety
constraints into account, the agent constantly tries to perform the same action
or very similar action again. If the task agent gets the possibility to adapt the
behaviour, it can expect that an unsafe action will be blocked repeatedly. The
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task agent therefore learns to choose an action that is still suitable for solving its
task, but differs more from the previous action, as it is less likely to be considered
a violation by safety agent and is therefore permitted. Although the upward arc
of the curve then lengthens the path for the task execution, the probability of
meeting safety criteria unknown to the task agent is considerably reduced. This
results in the stronger deviation of the trajectory achieved with safety assessment
and the increasing distance to potential collisions from the trajectory achieved
without safety assessment.

Knowledge on safety compliance is provided to the safety agent in a concise
form and then indirectly passed on to a task agent as needed. The inclusion of the
knowledge from different AI algorithms enables a more complete assessment of
the prevailing situation with which an agent must cope properly. For example, an
algorithm for the semantic interpretation of a scene can also provide information
relevant for safety assessment, even if it is designed with a different focus. This
information then feeds into a non-safety-oriented algorithm designed for efficient
task execution. The balance between performance and safety is also shifted from
the task agent to the safety agent, which does not have to be developed from
scratch for new tasks, but instead is reusable for unchanged safety constraints.
However, the learned safety controller does not provide formal guarantees of
safety compliance. It rather provides a way to introduce non-safety-oriented
algorithms with safety restraints. Due to a continuous evaluation of safety by the
safety agent, the reward signal of the task agent also does not have to be modified
which in some cases could lead to a strong performance drop. Nevertheless, it is
important to ensure that the algorithm used for task agent can deal robustly with
interfered intended actions, either by stopping the agent or by using a backup
policy to restore a safe state.

5 Conclusion

In this paper, we present task independent safety assessment for reinforcement
learning by separating the main task from the safety assessment of actions
intended to serve the main task. By directing the focus of both agents to dif-
ferent goals, they achieve their respective goals and guide the other agent to
comply by adjusting their own target realizations. We show that the main task
could be learned and at the same time the safety constraints could be adopted
by an agent, without direct specification of these in the reward function of the
main task. This relies on the safety assessment agent having all the information
it needs to determine whether the safety objectives have been achieved and that
a correct conclusion is drawn from this information. Our results also indicate
that even algorithms that are not explicitly safety-oriented are able to adapt to
the safety restrictions. Moreover, this is even possible without explicit defini-
tion of the safety requirements, but indirectly implication by a different instance
through interference on intended unsafe actions. We also show that safety assess-
ment performs in a task independent manner, if the actions to be observed are
already familiar. This allows once-learned safety assessment to be reused across
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different tasks. How to ensure that to be reused safety assessment is applicable
for a specific task is yet to be researched.

The three tasks to be executed in our experiment could initially be performed
by the task agent without compliance with the safety criteria. By observing the
learning phase of a single task, the safety agent was able to derive the compliance
with the safety constraints. This was subsequently used for interference in the
event of not meeting the safety restrictions. This served as a basis for successfully
learning all three defined tasks in compliance with the safety criteria.
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1 Dalle Molle Institute for Artificial Intelligence (IDSIA), USI-SUPSI,
Lugano, Switzerland

dario.mantegazza@idsia.ch
2 Hovering Solutions Ltd., Madrid, Spain

Abstract. We consider the problem of detecting, in the visual sensing
data stream of an autonomous mobile robot, semantic patterns that are
unusual (i.e., anomalous) with respect to the robot’s previous experi-
ence in similar environments. These anomalies might indicate unfore-
seen hazards and, in scenarios where failure is costly, can be used to
trigger an avoidance behavior. We contribute three novel image-based
datasets acquired in robot exploration scenarios, comprising a total of
more than 200k labeled frames, spanning various types of anomalies.
On these datasets, we study the performance of an anomaly detection
approach based on autoencoders operating at different scales.
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1 Introduction
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that are expected during system development and therefore can be explicitly
accounted for when designing the perception subsystem. For example, ground
robots can typically perceive and avoid obstacles or uneven ground.

In this paper, we study how to provide robots with a different capability:
detecting unexpected hazards, potentially very rare, that were not explicitly con-
sidered during system design. Because we don’t have any model of how these
hazards appear, we consider anything that is novel or unusual as a potential
hazard to be avoided.

Animals and humans exhibit this exact behavior [32], known as neopho-
bia [22]: “the avoidance of an object or other aspect of the environment solely
because it has never been experienced and is dissimilar from what has been
experienced in the individual’s past” [33]. We argue that autonomous robots
could benefit from implementing neophobia, in particular whenever the poten-
tial failure bears a much higher cost than the avoidance behavior. Thus, for
example, for a ground robot it makes sense to avoid unusual-looking ground [35]
when a slightly longer path on familiar ground is available; or a planetary rover
might immediately stop a planned trajectory if something looks odd, waiting for
further instructions from the ground control.

Our experiments are motivated by a similar real-world use case in which
a quadrotor equipped with sophisticated sensing and control traverses under-
ground tunnels for inspection of aqueduct systems. During the flights, that might
span several kilometers, the robot is fully autonomous since it has no connectiv-
ity to the operators; they wait for the robot to either reach the predetermined
exit point or—in case the robot decides to abort the mission—backtrack to the
entry. In this context, a crash bears the cost of the lost hardware and human
effort, but most importantly the lost information concerning the hazard that
determined the failure, that remains unknown. It then makes sense to react to
unexpected sensing data by aborting the mission early and returning to the
entry point;1 operators can then analyze the reported anomaly: in case it is not
a genuine hazard, the system can be instructed to ignore it in the current and
future missions, and restart the exploration.

After reviewing related work (Sect. 2), we introduce in Sect. 3 our main
contribution: three image-based datasets (one simulated, two real-world) from
indoor environment exploration tasks using ground or flying robots; each dataset
is split into training (only normal frames) and testing sets; testing frames are
labeled as normal or anomalous, representing hazards that are meaningful in
the considered scenarios, including sensing issues and localized or global envi-
ronmental hazards. In Sect. 4, we describe an anomaly detection approach based
on autoencoders, and in Sect. 5 we report and discuss extensive experimental
results on these datasets, specifically exploring the impact of image sampling
and preprocessing strategies on the ability to detect hazards at different scales
(Fig. 1).

1 Similarly, retention of information following encounters with novel predators is one
of the recognized evolutionary advantages of neophobic animals [21].
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Fig. 1. A Robomaster detects an anomaly in the camera frame: cautiousness is
required.

2 Related Work

2.1 Anomaly Detection Methods

Anomaly Detection (AD) is a widely researched topic in Machine Learning; gen-
eral definitions of anomalies are necessarily vague: e.g., “an observation that devi-
ates considerably from some concept of normality” [26], or “patterns in data that
do not conform to expected behavior” [3]. When operating on high-dimensional
inputs, such as images, the problem often consists in finding high-level anoma-
lies [26] that pertain to the data semantics, and therefore imply some level of
understanding of the inputs. Methods based on deep learning have been success-
ful in high-level anomaly detection, in various fields, including medical imag-
ing [30], industrial manufacturing [10,31], surveillance [2], robot navigation [35],
fault detection [13], intrusion detection [1] and agriculture [5].

A widespread class of approaches for anomaly detection on images, which
we adopt in this paper as a benchmark, is based on undercomplete autoen-
coders [4,18]: neural reconstruction models that take the image as input and are
trained to reproduce it as their output (e.g., using a Mean Absolute Error loss),
while constraining the number of nodes in one of the hidden layers (the bottle-
neck); this limits the amount of information that can flow through the network,
and prevents the autoencoder from learning to simply copy the input to the
output. To minimize the loss on a large dataset of normal (i.e., non-anomalous)
samples, the model has to learn to compress the inputs to a low-dimensional
representation that captures their high-level information content. When tasked
to encode and decode an anomalous sample, i.e., a sample from a different dis-
tribution than the training set, one expects that the model will be unable to
reconstruct it correctly. Measuring the reconstruction error for a sample, there-
fore, yields an indication of the sample’s anomaly. Variational Autoencoders [16]
and Generative Adversarial Networks (GAN) [9] can also be used for Anomaly
Detection tasks, by training them to map vectors sampled from a predefined
distribution (i.e., Gaussian or uniform) to the distribution of normal training
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samples. Flow-based generative models [7] explicitly learn the probability den-
sity function of the input data using Normalizing Flows [17].

One-Class Classifiers, such as Deep SVDD [25] and deep OC-SVM [8], can
also be used as anomaly detectors; these methods define a decision boundary
around the training instances in their respective latent spaces.

2.2 Anomaly Detection on Images

In recent work, Sabokrou et al. [27] propose a new adversarial approach using
an autoencoder as a reconstructor, feeding a standard CNN classifier as a dis-
criminator, trained adversarially. During inference, the reconstructor is expected
to enhance the inlier samples while distorting the outliers; the discriminator’s
output is used to indicate anomalies.

Sarafijanovic introduces [29] an Inception-like autoencoder for the task of
anomaly detection on images. The proposed method uses different convolution
layers with different filter sizes all at the same level, mimicking the Inception
approach [34]. The proposed model works in two phases; first, it trains the
autoencoder only on normal images, then, instead of the autoencoder repro-
duction error, it measures the distance over the pooled bottleneck’s output,
which keeps the memory and computation needs at a minimum. The authors
test their solution over some classical computer vision datasets: MNIST [6],
Fashion MNIST [36], CIFAR10, and CIFAR100 [19].

2.3 Application to Robotics

Using Low-Dimensional Data. Historically, anomaly detection in robotics has
focused on using low-dimensional data streams from exteroceptive or propriocep-
tive sensors. The data, potentially high-frequency, is used in combination with
hand-crafted feature selection, Machine Learning, and, recently, Deep Learn-
ing models. Khalastchi et al. [13,14] use simple metrics such as Mahalanobis
Distance to solve the task of online anomaly detection for unmanned vehicles;
Sakurada et al. [28] compare autoencoders to PCA and kPCA using spacecraft
telemetry data. Birnbaum [1], builds a nominal behavior profile of Unmanned
Aerial Vehicle (UAV) sensor readings, flight plans, and state and uses it to detect
anomalies in flight data coming from real UAVs. The anomalies vary from cyber-
attacks and sensor faults to structural failures. Park et al. tackle the problem of
detecting anomalies in robot-assisted feeding, in an early work the authors use
Hidden Markov Models on hand-crafted features [23]; in a second paper, they
solve the same task using a combination of Variational Autoencoders and LSTM
networks [24].

Using High-Dimensional Data. An early approach [2] to anomaly detection
on high-dimensional data relies on image matching algorithms for autonomous
patrolling to identify unexpected situations; in this research, the image matching
is done between the observed data and large databases of normal images. Recent



Sensing Anomalies as Potential Hazards: Datasets and Benchmarks 209

normal dust roots roots wet
T
un

ne
ls

normal mist mist tape tape

Fa
ct

or
y

normal human floor screws defect

C
or

ri
do

rs

normal cable cellophane hang. cable water

C
or

ri
do

rs

Fig. 2. The testing datasets are composed of normal images and by images of different
anomaly classes.

works use Deep Learning models on images. Christiansen et al. [5] propose Deep-
Anomaly, a custom CNN derived from AlexNet [20]; the model is used to detect
and highlight obstacles or anomalies on an autonomous agricultural robot via
high-level features of the CNN layers. Wellhausen et el. [35] verify the ground
traversability for a legged ANYmal [11] robot in unknown environments. The
paper compares three models - Deep SVDD [25], Real-NVP [7], and a standard
autoencoder - on detecting terrain patches whose appearance is anomalous with
respect to the robot’s previous experience. All the models are trained on patches
of footholds images coming from the robot’s previous sorties; the most perform-
ing model is the combination of Real-NVP and an encoding network, followed
closely by the autoencoder.

3 Datasets

We contribute three datasets representing different operating scenarios for indoor
robots (flying or ground). Each dataset is composed of a large number of
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grayscale or RGB frames with a 512 × 512 px resolution. For each dataset, we
define four subsets:

– a training set, composed of only normal frames;
– a validation set, composed of only normal frames;
– a labeled testing set, composed of frames with an associated label; some

frames in the testing set are normal, others are anomalies and are associated
with the respective anomaly class;

– an unlabeled qualitative testing set, consisting of one or more continuous
data sequences acquired at 30 Hz, depicting the traversal of environments
with alternating normal and anomalous situations.

The training set is used for training anomaly detection models, and the vali-
dation set for performing model-selection of reconstruction-based approaches –
e.g., determining when to stop training an autoencoder. The testing set can be
used to compute quantitative performance metrics for the anomaly detection
problem. The qualitative testing set can be used to analyze how the model, the
autoencoder in our case, outputs react to a video stream as the robot traverses
normal and anomalous environments.

The very concept of anomaly in robotic perception is highly subjective and
application-dependent [1,5,35]. Whether a given situation should be considered
an anomaly depends on the features of the robot and on its task; for example,
consider a robot patrolling corridors with floors normally clear of objects; the
presence of screws and bolts littering the ground could be hazardous for a robot
with inflated tires that could get punctured, but completely irrelevant for a
drone or legged robot. On an orthogonal dimension, some applications might be
interested in determining anomalies regardless of whether they pose a hazard to
the robot: in a scenario in which a robot is patrolling normally-empty tunnels,
finding anything different in the environment could be a sign of an intrusion and
should be detected. The appearance of anomalies in forward-looking camera
streams is also dependent on the distance from the robot; wires or other thin
objects that might pose a danger to a robot could be simply invisible if they are
not very close to the camera. Our labeled testing sets are manually curated, and
we used our best judgment to determine whether to consider a frame anomalous
or not: frames with anomalies that are not clearly visible in the 512 × 512 full-
resolution images are excluded from the quantitative testing set, but they are
preserved in the qualitative testing sequences.

3.1 Tunnels Dataset

The dataset, provided by Hovering Solutions Ltd, is composed of grayscale
frames from simulated drone flights along procedurally-generated underground
tunnels presenting features typically found in aqueduct systems, namely: ran-
dom dimensions; random curvature radius; different structures on the floor;
tubing, wiring, and other facilities attached to the tunnel walls at random posi-
tions; uneven textured walls; various ceiling-mounted features at regular intervals
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(lighting fixtures, signage). The drone flies approximately along the centerline
of the tunnel and illuminates the tunnel walls with a spotlight approximately
coaxial with the camera. Both the camera and the spotlight are slightly tilted
upwards.

This dataset is composed of 143070 frames: 72854 in the training set; 8934 in
the validation set; 57081 in the quantitative labeled testing set (40% anomalous);
4201 in the qualitative testing sequences.

Three anomalies are represented: dust, wet ceilings, and thin plant roots hang-
ing from the ceilings (see Fig. 2). These all correspond to hazards for quadrotors
flying real-world missions in aqueduct systems: excessive amounts of dust raised
by rotor downwash hinder visual state estimation; wet ceilings, caused by con-
densation on cold walls in humid environments, indicate the risk of drops of
water falling on the robot; thin hanging roots, which find their way through
small cracks in the ceiling, directly cause crashes.

3.2 Factory Dataset

This dataset contains grayscale frames recorded by a real drone, with a similar
setup to the one simulated in the Tunnels dataset, flown in a testing facility (a
factory environment) at Hovering Solutions Ltd. During acquisition, the envi-
ronment is almost exclusively lit by the onboard spotlight.

This dataset is composed of 12040 frames: 4816 in the training set; 670 in
the validation set; 6001 in the quantitative testing set (53% anomalous); 553 in
the qualitative testing sequences.

Two anomalies are represented: mist in the environment, generated with a
fog machine; and a signaling tape stretched between two opposing walls (Fig. 2).
These anomalies represent large-scale and small-scale anomalies, respectively.

3.3 Corridors Dataset

This dataset contains RGB frames recorded by a real teleoperated omni-
directional ground robot (DJI Robomaster S1), equipped with a forward-looking
camera mounted at 22.5 cm from the ground, as it explores corridors of the under-
ground service floor of a large university building. The corridors have a mostly
uniform, partially reflective floor with few features; various side openings of dif-
ferent size (doors, lifts, other connecting corridors); variable features on the ceil-
ing, including service ducts, wiring, and various configurations of lighting. The
robot is remotely teleoperated during data collection, traveling approximately
along the center of the corridor.

This dataset is composed of 52607 frames: 25844 in the training set; 2040 in
the validation set; 17971 in the testing set (45% anomalous); 6752 in qualitative
testing sequences.

8 anomalies are represented, ranging from subtle characteristics of the envi-
ronment affecting a minimal part of the input to large-scale changes in the whole
image acquired by the robot: water puddles, cables on the floor; hanging cables
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Fig. 3. Anomaly detection model: using an autoencoder to compute the patch-level
anomaly scores, which are aggregated in a frame-level score.

from the ceiling; different mats on the floor, human presence, screws and bolts
on the ground; camera defects (extreme tilting, dirty lens) and cellophane foil
stretched between the walls. Examples of these anomalies are in Fig. 2.

4 Experimental Setup

4.1 Anomaly Detection on Frames

We define an anomaly detector as a function mapping a frame (512× 512) to an
anomaly score, which should be high for anomalous frames and low for normal
ones. The frame-level anomaly detector relies on a patch-level anomaly detector
(see Fig. 3), which instead operates on low-resolution inputs (64 × 64), which is
a typical input size for anomaly detection methods operating on images [12,35].

First, the frame is downsampled (using local averaging) by a factor s ∈
{1, 2, 4, 8}; we will refer to the respective models as S1, S2, S4 and S8. The
resulting downsampled image, with resolution 512/s× 512/s, is standardized to
zero mean and unit variance, independently for each channel; we then extract Np

64×64 patches, at random coordinates, such that they are fully contained in the
downsampled image. The patch-level anomaly detector is applied to each patch,
producing Np anomaly scores; these are aggregated together (e.g., computing
their average) to yield the frame-level anomaly score.

Note that in the case of S8, Np ≡ 1 since a unique patch can be defined on a
64 × 64 downsampled image. This corresponds to the special case in which the
whole frame (after downsampling) is directly used as input to the patch-based
detector. This approach is simple and attractive but is unsuitable to detect
small-scale anomalies since it can not leverage the full resolution of the frame.
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Table 1. AUC values for models at all scales
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S8 0.82 0.82 0.54 0.76 0.87 0.90 0.95 0.48 0.74 0.63 0.66 0.70 1.00 0.44 0.85 0.67 0.48

S4 0.62 0.89 0.62 0.79 0.94 0.24 0.25 0.17 0.73 0.81 0.70 0.81 1.00 0.41 0.38 0.73 0.30

S2 0.60 0.88 0.63 0.80 0.93 0.21 0.20 0.30 0.71 0.78 0.70 0.75 0.99 0.50 0.51 0.56 0.40

S1 0.55 0.85 0.61 0.80 0.88 0.12 0.10 0.25 0.69 0.72 0.73 0.68 0.90 0.60 0.59 0.51 0.55

4.2 Patch-Level Anomaly Detector

Patch-level anomalies are detected with a standard approach based on the recon-
struction error of an autoencoder. The encoder part operates on a 64× 64 input
and is composed of four convolutional layers with a LeakyReLU activation func-
tion; each layer has a number of filters that is double the number of filters of the
previous layer; we start with F 3 × 3 filters for the first layer. Each Convolution
has stride 2 thus halving the resolution of the input. The neurons of the last layer
of the encoder are flattened and used as input to a fully connected layer with B
neurons (bottleneck); the decoder is built in a specular manner to the encoder,
and its output has the same shape as the encoder’s input; the output layer has
a linear activation function, which enables the model to reconstruct the same
range as the input. During inference, the patch-based anomaly detector accepts
a patch as input and outputs the Mean Absolute Error between the input patch
and its reconstruction, which we interpret as the patch anomaly score.

4.3 Training

For a given scale s, the autoencoder is trained as follows: first, we downsample
each frame in the training set by a factor s; then, as an online data genera-
tion step, we sample random patches completely contained in the downsampled
frames.

We use the Adam [15] optimizer to minimize the mean squared reconstruction
error, with an initial learning rate of 0.001, which is reduced by a factor of 10 in
case the validation loss plateaus for more than 8 epochs. Because the size of the
training set of different datasets is widely variable, we set the total number of
epochs in such a way that during the whole training, the model sees a total of 2
million samples; this allows us to better compare results on different datasets.

The approach is implemented in PyTorch and Python 3.8, using a deep learn-
ing workstation equipped with 4 NVIDIA 2080 Ti GPUs; training each model
takes about 1 h on a single GPU.
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4.4 Metrics

We evaluate the performance of the frame-level anomaly detector on the testing
set of each dataset. In particular, we quantify the anomaly detection performance
as if it was a binary classification problem (normal vs anomalous), where the
probability assigned to the anomalous class corresponds to the anomaly score
returned by the detector. This allows us to define the Area Under the ROC
Curve metric (AUC); an ideal anomaly detector returns anomaly scores such
that there exists a threshold t for which all anomalous frames have scores higher
than t, whereas all normal frames have scores lower than t: this corresponds to
an AUC of 1. An anomaly detector returning a random score for each instance,
or the same score for all instances, yields an AUC of 0.5. The AUC value can
be interpreted as the probability that a random anomalous frame is assigned
an anomaly score larger than that of a random normal frame. The AUC value
is a meaningful measure of a model’s performance and does not depend on the
choice of threshold.

For each model and dataset, we compute the AUC value conflating all anoma-
lies, as well as the AUC individually for each anomaly (versus normal frames,
ignoring all other anomalies).

5 Results

5.1 S8 Model Hyperparameters

Figure 4a explores the choice of the bottleneck size B for model S8. Increasing
B reduces reconstruction error for both anomalous and normal data; the recon-
struction error best discriminates the two classes (higher AUC, higher average
gap between the two classes) for intermediate values of B (16 neurons): then,
the autoencoder can reconstruct well normal data while lacking the capacity
to properly reconstruct anomalous samples. These findings apply to all three
datasets. Figure 4b investigates a similar capacity trade-off: autoencoders with
a small number of filters for the first convolution layer (first layer size) are not
powerful enough to reproduce well even normal samples, therefore have lower
discriminating performance. For the rest of the Section, we only report results
for bottleneck size B = 16 and first layer size F = 128.

5.2 Patch Aggregation

Figure 4c: top explores the impact of Np on the anomaly detection performance
of model S2; we observe that, for the Tunnels and Corridors datasets, the perfor-
mance increases as Np increases. This is expected, as more patches are processed
and aggregated to compute the frame-level score. Only for Tunnels, S2 outper-
forms S8 for 10 or more patches.

On the contrary, for the Factory dataset, the model S2 performs worse than
chance at detecting anomalies and assigns lower scores than normal data. This
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(c) Results for model S2 when aggregating
the scores of multiple patches extracted
from each frame. Top: AUC, when aggre-
gating by averaging, for different numbers
of patches, compared to S8 (dotted). Bot-
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Fig. 4. Experimental results

is due to the testing set being dominated by the mist anomaly, which is not
detectable at low scales as discussed in Sect. 5.3.

Figure 4c: bottom reports how computing the 0.7–0.8 quantile offers a slightly
better aggregation than averaging.

5.3 Scales and Anomalies

Table 1 summarizes the most important results on all model scales, datasets, and
anomalies. We note that most anomalies are best detected by the full-frame app-
roach S8; this is especially true for large-scale anomalies that cover a significant
portion of the frame, such as mist for Factory, or human and floor for Corridors.
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Corridors, defectFactory, mistTunnels, dust

Fig. 5. Comparison between S1 and S8: pairs of identical input images representing an
anomaly (top row); Autoencoder’s outputs (central row) for S1 (left) and S8 (right);
the absolute value of the difference between input and output (bottom row, using a
colormap where yellow is high and blue is low). Only for this illustration, for S1 we
regularly sample 64 patches to cover the whole input image, and we use the output
patches to compose a full-resolution image. (Color figure online)

In contrast, S8 underperforms for small-scale anomalies, that cover few pixels of
the downsampled image (e.g., dust and roots for Tunnels; cellophane, water, and
hanging cable for Corridors); in this case, small-scale models sometimes have an
advantage over S8.

In contrast, we observe that small-scale models struggle with the large-scale
mist anomaly, returning consistently lower anomaly scores than normal frames,
which yields AUC values well below 0.5. Figure 5 compares how S1 and S8 recon-
struct a mist frame: clearly, S8 fails to capture the large-scale structure of mist,
which yields high reconstruction error as expected in an anomalous frame; in con-
trast, since individual high-resolution patches of the mist frame are low-contrast
and thus easy to reconstruct, the S1 model yields very low reconstruction error
and, thus, low AUC.

Some anomalies, such as defect for Corridors, are obvious enough that models
at all scales can detect them almost perfectly.

5.4 Run-Time Evaluation

The accompanying video features several runs where a quadcopter uses the S8

model to detect anomalies on-board to recognize and avoid unforeseen hazards.
Figure 6 illustrates execution on a sequence that is part of the qualitative testing
set for Factory; in the figure, we manually annotated the ground truth presence
of hazards such as mist (first red interval) and tape (second red interval). In
the experiment, the robot captures a camera frame, computes an anomaly score,
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Fig. 6. Part of the qualitative testing dataset in the Factory scenario where the drone
first passes through mist and then below a tape. Top: the manually added labels (green:
normal, red: anomalous) and seven frames sampled from the timeline. Center: the score
returned by the S8 model (solid black) and anomaly threshold t (dashed red). Bottom:
the anomaly detector output. (Color figure online)

and raises an alarm when the score passes a predefined threshold. The example
shows how the drone is able to detect first a long area of mist and later a small
signaling tape.

6 Conclusions

We introduced three datasets for validating approaches to detect anomalies in
visual sensing data acquired by mobile robots exploring an environment; various
anomalies are represented, spanning from camera malfunctions to environmental
hazards: some affect the acquired image globally; others only impact a small por-
tion of it. We used these datasets to benchmark an anomaly detection approach
based on autoencoders operating at different scales on the input frames. Results
show that the approach is successful at detecting most anomalies (detection per-
formance with an average AUC metric of 0.82); detecting small anomalies is in
general harder than detecting anomalies that affect the whole image.
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Abstract. In this paper, we present an open-source integration of the
Buzz swarm programming language with the Pi-puck robot platform.
We then analyse the effect of packet loss and sensor noise on neighbour
sensing in Buzz using a simple aggregation algorithm as a case study.
Through infrastructural testing on this physical robot platform, we eval-
uate how well swarm algorithms developed in Buzz can cope with pertur-
bations. We find that aggregation is reasonably tolerant to packet loss,
however struggles to tolerate inaccurate neighbour sensing. Finally, we
suggest future work that could mitigate the effect of embedded platform
imperfections when developing swarm algorithms in Buzz.

Keywords: Swarm robotics · Swarm programming · Buzz · Pi-puck

1 Introduction

Developing control algorithms for robot swarms is a difficult task requiring signif-
icant expertise, as individual behaviours must be specified such that the desired
collective behaviour emerges from interactions between the robots and their envi-
ronment. Throughout the evolution of swarm robotics, various approaches have
been taken to programming collective swarm behaviours. Brambilla et al. [4]
group these design methods into two distinct categories: automatic design and
behaviour-based design.

Automatic design – casting the design problem as an optimisation problem
[6] – demands a well-defined objective function to guide the optimisation process
towards creating a successful swarm algorithm. Behaviour-based design is a more
traditional approach to designing swarm algorithms that requires human devel-
opers to manually program the collective behaviours themselves. Francesca et al.
[7] showed that domain experts programming swarms using constrained para-
metric modules were able to create swarm algorithms that outperformed those
generated automatically. However, unconstrained experts performed worse than
constrained automatic design. Therefore, if collective behaviours are to be pro-
grammed by hand, it is necessary for swarm programming languages to provide
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frameworks and constructs that facilitate the development of performant swarm
algorithms.

In this paper we present an open-source integration of the Buzz swarm pro-
gramming language for the Pi-puck robot platform [2,18] (an extension of the
e-puck [19]). We also present the results of robustness analysis of Buzz as a
swarm programming language, specifically investigating the effect of packet loss
and sensor noise on aggregation – a building block of many swarm behaviours.
This paper reviews related works in Sect. 2, then details our open-source Buzz
integration with the Pi-puck and experimental methodology in Sect. 3. In Sect. 4
we examine Buzz’s performance under the influence of packet loss and sensor
noise, summarising our findings in Sect. 5.

2 Related Work

Behaviour-based design can be approached in broadly two ways: macroscopic
(designing the swarm as a collective to produce swarm-like behaviour) and micro-
scopic (designing behaviours through low-level programming at an individual
robot scale), however each approach has its drawbacks. Traditionally, program-
ming a robot swarm is a complex and tedious task, involving a trial-and-error
bottom-up process of iterative refinement. In recent years, efforts have been made
to create swarm programming languages to ease the process of designing collec-
tive behaviours. These provide a top-down approach, programming the swarm
as a single entity, abstracting away the complications of a bottom-up approach.

Koord [10] is an event-driven domain specific language for programming
robot swarms that utilises a series of abstractions that ease the difficulty of
programming collective behaviours. Low-level drivers that control sensors and
actuators are abstracted from the developer, wrapped into functionality that is
the same regardless of the robot platform. Koord also implements distributed
shared variables that are abstractly accessible by all robots using the keyword
allread. The language further provides control over concurrency using mutual
exclusions. Koord has been tested on heterogeneous swarms in both simulation
and hardware [10], however only by the original developers to date.

Buzz [24] is a domain specific language created with the intent of blending
the design of swarm behaviours with a top-down and bottom-up approach to
improve programmability. Buzz’s main aim is to “provide a set of primitives
which accelerates the implementation of swarm-specific behaviors” [30]. Buzz is
open-source and extensible, so it can easily be ported to enhance existing infras-
tructure [24]. It provides users with both single-robot primitives (in the form of
robot-specific and neighbour manipulation) and swarm based primitives, such as
swarm management and communication through ‘virtual stigmergy’ [24]. Imple-
menting new Buzz primitives is straightforward, providing support for hetero-
geneous robot swarms, which makes Buzz scalable. This means that it can work
with existing robotics frameworks such as ROS, OROCOS, and YARP [24].

Buzz assumes that the target robot platform has a device for handling situ-
ated communication [31], to enable its neighbour management and virtual stig-
mergy features. However, the robot platforms that Buzz is currently implemented
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Fig. 1. Overview of Khepera IV integration with Buzz (reproduced from [14])

on do not have range-and-bearing sensor hardware, nor any other method of
on-board situated communication. Buzz has been integrated with a range of
platforms, namely the Kilobot [28], Khepera IV [29], and Cognifly drone [3], as
well as the ARGoS [25] swarm robotics simulator.

Due to the memory capacity of the Kilobot’s micro-controller, and because it
does not run embedded Linux, the Buzz Virtual Machine (see Sect. 3.2) cannot
be executed on it. The Kilobot instead runs a minimal version of Buzz called
BittyBuzz [5], which utilises circular buffers to implement dynamic memory man-
agement.

Buzz runs on the Khepera IV through integration with OptiTrack cameras
(for robot tracking) and Blabbermouth (to handle communication between the
robots and send position updates), as shown in Fig. 1. Blabbermouth is a C-
based software hub created for intercommunication between robots [26]. A Buzz
interpreter called BzzKh4 [27] handles the processing of information passed to
the Khepera robot during run-time. This also connects to the API functions that
control the Khepera robot’s functionality.

Buzz integration for the Cognifly drone is based on that of the Khepera
IV. The program BuzzCognifly [13] features similar functionality to BzzKh4,
integrating with their flight controller APIs, and provides a more user-friendly
cross-compilation and installation process. It also use a ‘communication hub’
called commhub udp [12] developed in Python that improves upon Blabbermouth.

In this paper, we investigate Buzz integration with the Pi-puck as an alter-
native differential drive robot platform to the Khepera IV. We have integrated
Buzz with the Pi-puck using the same approach as that used for the Cognifly
drone (see Fig. 2). To analyse the robustness of swarm behaviours written in
Buzz, we have evaluated its performance with increasing levels of packet loss.
Although range-and-bearing hardware exists for the e-puck robot [11], Garat-
toni et al. [8] demonstrate that the distance estimation is unreliable even at short
ranges. We have therefore also analysed Buzz’s performance with the inclusion
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Fig. 2. Overview of our Pi-puck integration with Buzz (adapted from [14])

of virtual sensor noise, to assess the feasibility of running Buzz algorithms on
fully embedded systems with on-board range-and-bearing hardware.

3 Methodology

To evaluate the robustness of Buzz algorithms, a series of experiments were car-
ried out in order to stress test the infrastructure used to implement its language
constructs. This section details the experimental setup, our Buzz integration
with the Pi-puck, and the experimental methodology.

3.1 Experimental Environment

The experimental environment integrated eight Pi-puck robots in a
(1.8 m× 0.9 m) arena with an overhead camera (Logitech BRIO) and a server,
which processed 1080p video from the camera to track the robots’ positions
and orientations in real time. For the purpose of this setup, the server was a
4-core Intel i3-2328M Lenovo ThinkPad Edge Laptop with 4 GB RAM, run-
ning Ubuntu 20.04.3 LTS. The server also hosted our Robot Communication
Hub software (explained in Sect. 3.2). For simplicity, communication between
the camera’s location data and the robots was handled dynamically during run-
time, by monitoring ports that were statically assigned to each robot based on
their unique IDs. All communication was routed through a local network.
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3.2 Software

Buzz’s run-time platform is a stack-based virtual machine written in C called
the Buzz Virtual Machine (BVM) [24]. Buzz is an extension language, meaning
it requires an underlying system to exist before it can function on a robot plat-
form. It needs infrastructure that handles communication between, and locali-
sation of, robots, which then directly modifies values within the Buzz Virtual
Machine/other Buzz structures. It also requires software infrastructure to manip-
ulate the robot platform’s sensors/motors, as these are handled through register
hooks and not directly through Buzz. Low-level hardware drivers for the motors
and sensors were developed such that they could be operated through Buzz
scripts. We have developed BuzzPiPuck [20] – a piece of software that acts as
an intermediary between the Pi-puck robot’s low-level drivers and Buzz code,
which is based on the Cognifly drone integration with Buzz [13].

BuzzPiPuck. In order to run a compiled Buzz script on the Pi-puck, it needs
to be interpreted by a language that is native to the robots. Buzz was written
in C to encourage compatibility across a variety of robot platforms. BuzzPiPuck
is primarily developed in C, and creates a compiled executable called BzzPuck
that can be executed on Pi-puck robots in order to run compiled Buzz scripts.
It also provides control over communication type, communication length, and
assignment of IDs internally for each robot.

BuzzPiPuck as an underlying architecture serves three key purposes. Its first
purpose is to setup networking infrastructure on the Pi-pucks enabling inter-
robot communication. It does this by initialising UDP (User Datagram Proto-
col) sockets, which it uses to broadcast and receive messages from the server.
These control how a robot perceives its location in the real world at any given
moment. With the ability to receive messages across the network, it allows the
Pi-pucks to receive information regarding their absolute location, as well as mes-
sages passed through Buzz-handled operations, such as swarm management and
virtual stigmergy.

Its second purpose is to control the Pi-pucks’ movement and sensors through
low-level drivers programmed in C. Drivers that are external to Buzz are inte-
grated into the language as C closures. The Buzz Virtual Machine takes a string
as an ID and registers each function to a relative string, which can be referenced
in the Buzz script. For example: control mechanisms of the Pi-puck are written
in C and the functionality is referenced to a string set wheels in Buzz scripts.
This enables a blended approach for programming swarm behaviours, with the
ability to program complex controllers at a lower level but approach general
behaviour at a higher level.

Similarly, Buzz functionality can be accessed from within the C executable,
allowing it to control how and when Buzz functions are called, and forms the
constructs of how the Buzz script is iterated through. As such, BuzzPiPuck’s
final purpose is to handle the interpretation of the Buzz script, as well as man-
age the supply of information to the Buzz Virtual Machine. During run-time,
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Fig. 3. ArUco Tracker software view – tracking the locations of 8 Pi-pucks and posi-
tional scaling markers from overhead

the BVM requires updates to Buzz’s neighbour stack in order for it to deter-
mine which robots are within neighbour range. Additionally the Buzz Virtual
Machine controls the processing of all incoming and outgoing messages from the
communication server.

Robot Communication Hub. We have developed software called the Robot
Communication Hub [21] to handle all communication between a visible-light
camera tracking system and robots, handling messages such as those used for
inter-robot communication, as well as Buzz’s virtual stigmergy functionality.
The code for the Robot Communication Hub is based on that used for the
Cognifly project [12], which integrated with infra-red OptiTrack cameras to per-
form a similar task. The code was stripped of OptiTrack references and reimple-
mented to integrate a simple webcam with OpenCV for image processing. The
Robot Communication Hub is broken down into two parts: it handles ArUco
tag [9] detection, identification, and coordinate retrieval; and packetisation and
network-forwarding for communication between robots and the tracking server.

In order to monitor the position/orientation of the Pi-pucks, they must be
observed in real-time with an overhead camera (see Fig. 3). The ArUco tracker
uses the OpenCV-Python library [22] to initialise the camera and detect the
ArUco tags. As OpenCV operates on pixel coordinates rather than in metric
units, transformations must be performed before the distance between pairs of
robots can be calculated. As such, two ArUco tags were placed in the envi-
ronment separated by a known distance to determine the scaling between pixel
coordinates and metric units. The ArUco tag on top of each robot can then be
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used to calculate its metric coordinates, as well as the robot’s bearing based on
the orientation of the tag.

The Communication Hub controls all communication between server and
robot for updating BuzzPiPuck with up-to-date information regarding position-
ing, and also controls communication between robots for the purpose of virtual
stigmergy and inter-robot communication. It does this by sending constructed
byte objects across a UDP server that it creates and hosts at a frequency 500 Hz.
UDP was preferred over other networking protocols such as TCP as the robots
must react in real-time, so low latency and transmission speed are more impor-
tant than reliable transmission. To accommodate this, the frequency of the com-
munication hub is high enough that dropped messages are negligible under nor-
mal conditions. The communication hub runs two dedicated threads in order to
stop blocking: a ‘receiving’ thread, and an ‘auto-forward’ thread.

3.3 Experimental Methodology

We evaluated the robustness of Buzz by stress testing the supporting infrastruc-
ture that it relies upon. This was achieved by analysing a Pi-puck swarm’s ability
to perform a simple Buzz aggregation algorithm while measuring the total aver-
age distance between individual robots in the swarm. Aggregation was chosen
as the case study, as it is the building block for more complex swarm behaviours
[17]. Robust performance with this basic swarm behaviour should indicate Buzz’s
ability to perform with more complex behaviours [17]. Additionally, aggregation
relies on Buzz’s neighbour constructs, which require range-and-bearing sens-
ing of some description. The creators of Buzz have provided a subset of basic
behaviours as scripts [23], and the algorithm used in our experiments was a
slightly altered version of the aggregation script, shown in Listing 1.

For each experiment, the results were compared to a set of 10 control runs of
the software without stress testing being applied. Each set of experiments were
run 10 times, with the robots’ positions and orientations randomised between
runs. The average inter-robot distance was used as a heuristic for aggregation
quality, to determine how well Buzz performed when relying upon imperfect
infrastructure. There were two forms of independent testing run on the infras-
tructure to test the performance of Buzz, as described below.

Incorporating packet loss into the underlying infrastructure, by emulating
packets dropped in communication between the Robot Communication Hub
and the Pi-pucks, allows the effectiveness in a real-world environment to be
tested. In real-world applications of swarm robotics, wireless communication is
not completely reliable, especially in situations such as tasks handled in danger-
ous environments, or in larger swarms where packet collision and data corruption
is likely due to limited communication bandwidth. This means that packets may
be dropped, which would disrupt the quantity of position updates that each
individual in the swarm received. These tests were run at a 25%, 50%, 75% and
99% packet loss, where the aggregation of the swarm was measured through
the average distance between individual robots. Packet loss, in this case, was
implemented as a biased coin flip determining which packets were output to
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1 function aggregate () {

2 neighbors.foreach(function(rid , data) {

3 degrees = rtod(data.azimuth)

4 if(degrees < 25 and degrees > (-25)) {

5 set_wheels (50.0, 50.0)

6 }

7 else if(degrees > 25) {

8 set_wheels (50.0, 20.0)

9 }

10 else {

11 set_wheels (20.0, 50.0)

12 }

13 })

14 }

Listing 1. Aggregation case study: rid is an internal Buzz variable representing the
ID of the robot; data is an internal Buzz construct containing the distance, azimuth
and elevation to a neighbour; rtod is a function that converts radians to degrees.

other robots in the swarm by the Robot Communication Hub. The BuzzPiPuck
process for stepping through a Buzz script involves clearing the Buzz Virtual
Machine neighbour structure and supplying the BVM with information about
neighbours and their locations. By purposefully omitting packets (simulating
packet loss), the Buzz Virtual Machine is not supplied all the information it
needs to appropriately assign neighbours, though each robot was always aware
of its own location. Packet loss would not be an issue for neighbour sensing in a
fully embedded implementation that uses on-board range-and-bearing sensors.
However, it would still affect inter-robot communication and Buzz constructs
such as virtual stigmergy.

As range-and-bearing hardware for the e-puck robot is prone to noise [8], we
analysed the ability of a robot swarm to aggregate if Buzz received information
from noisy sensors. In a fully embedded system, a robot platform’s on-board
sensors and actuators are typically their only method of communicating with
other robots within a swarm, therefore sensor noise affects inter-robot coordi-
nation. As these experiments were conducted in a laboratory setting, and the
Pi-puck robots used were not equipped with range-and-bearing hardware, an
overhead camera was used to determine the positions of the robots in real-time.
With this setup, a robot could be told its absolute position with minimal loss of
accuracy, but noise was added to the true coordinates of the detected tags. The
noise was generated randomly following a Gaussian distribution centred on the
robot’s true location, and used standard deviation as the independent variable.
The standard deviation values tested were: 1 cm, 5 cm, 10 cm and 20 cm.

To further analyse Buzz’s performance, experiments were carried out to inves-
tigate the interactions between different levels of packet loss and sensor noise, to
determine the extremities Buzz could withstand. Buzz’s performance is expected
to be affected most when both packet loss and sensor noise are at their highest,
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Fig. 4. Boxplot showing aggregation performance of the swarm with increasing levels
of packet loss

though the magnitude of the effect is an important indicator of Buzz’s robust-
ness as a swarm programming language. These experiments were run 10 times
per change in variable, with 250 runs conducted in total.

4 Results and Analysis

Results were obtained by running each set of experiments ten times per indepen-
dent variable. For both the sensor noise and packet loss experiments, three sta-
tistical tests were run for each data point in comparison to the control run. Three
statistical tests were chosen to review the performance: the Mann Whitney-U
test [15], the Kolmogorov-Smirnov test [16], and the Vargha-Delaney ‘A’ Mea-
sure [32]. All of these tests are non-parametric, as the data cannot be assumed
to follow a normal distribution. The Mann Whitney-U test determines the dif-
ference in medians between two distributions. The Kolmogorov-Smirnov test is
used to test the probability of samples being drawn from the same distribution.
The Vargha-Delaney ‘A’ Measure indicates scientific (rather than statistical) sig-
nificance [1]. It returns the probability that a randomly selected sample from one
population will be larger than a sample randomly drawn from another, which is
then compared against thresholds set by its authors to determine the effect size:
0.5 - No effect; 0.56 - Small effect; 0.64 - Medium effect; 0.71 - Large effect.

For each experiment, a significance threshold α of 0.05 was used, such that
the null hypothesis is rejected at a 95% confidence level. Each experiment was
run for 45 time steps. It is important to note that a Pi-puck is approximately
7 cm in diameter, which means that the aggregation metric will never reach a
value less than this.
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Table 1. Statistical analysis of packet loss experiments, to 3 significant figures. Bold
values are significant according to α threshold of 0.05. Asterisked values are classed as
a large effect.

Packet loss amount 25% 50% 75% 99%

Mann-Whitney U test 0.970 1.00 0.00312 4.40× 10−4

Kolmogorov-Smirnov test 0.418 0.787 0.0123 2.17× 10−4

Vargha-Delaney ‘A’ Measure 0.508 0.500 0.719* 0.855*

4.1 Packet Loss in Robot Communication

The results of these experiments are shown in Fig. 4 and Table 1. The medians
are quite similar across the control experiment and at 25% and 50% packet
loss, meaning that the aggregation behaviour was relatively unaffected. However,
despite the median result of each experiment remaining similar, the spread of the
distributions increases with the amount of packet loss. It is evident that packet
loss of 75% and above significantly affected the swarm’s ability to aggregate, with
the spread of the data roughly 5 times greater than the control run. As shown
in Table 1, for both the 25% and 50% experiments, the null hypothesis could not
be rejected for either the Mann Whitney-U test or the Kolmogrov-Smirnov test.
At higher levels of packet loss, the results were statistically significant and the
null hypothesis was rejected. Both 75% and 99% packet loss resulted in a large
effect size according to the Vargha-Delaney ‘A’ Measure.

Due to the implementation of the simulated packet loss, individual robots in
the Pi-puck swarm were unable to determine where their neighbours were for
certain iterations of the Buzz script. At lower percentages of packet loss, this
meant that the occasional robot would appear to be missing to another robot.
However, due to the broadcast frequency of the Robot Communication Hub, this
did not affect the quality of aggregation. This explains why the null hypothesis
could not be rejected in either the Mann Whitney-U or the Kolmogorov-Smirnov
test, as the robots still received adequate location updates to allow them to
perform manoeuvres to aggregate. As packet loss increased to 75% and 99%,
robots received fewer updates from the Robot Communication Hub about their
location. This caused the Pi-pucks to continue on their current path rather
than altering it, as they would have no neighbours to compare their location to.
This meant that robots would vastly overshoot one another, or loop endlessly in
circles (at the highest packet loss). If the Robot Communication Hub were run
with a lower frequency of packet transmission, we expect that the performance
would be degraded further. In a fully embedded implementation, robot hardware
would therefore need to ensure continuity of neighbour sensing, to avoid this
degradation of performance with Buzz algorithms that rely upon range-and-
bearing data. It is anticipated that similar degradation in performance would
be observed for Buzz algorithms that rely upon inter-robot communication, and
those that utilise the virtual stigmergy functionality.
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Fig. 5. Boxplot showing aggregation performance of the swarm with increasing levels
of sensor noise

4.2 Artificial Sensor Noise in Robot Positioning

Artificial sensor noise had a greater impact on the performance of swarm aggre-
gation. There are several notable discoveries from running the set of experiments
relating to the addition of artificial sensor noise. Firstly, even slight inaccura-
cies in the locations (given through artificial sensor noise), produced aggregation
that had a mean average distance twice that of the control run, as seen in Fig. 5.
Results past 5 cm standard deviation have similar distributions and medians -
this is likely due to the size of the arena limiting the possible spread of the robots,
so would be expected to be greater in a larger arena. As shown in Table 2, all of
the results were determined to be statistically significant, and were classed as a
large effect by the Vargha-Delaney ‘A’ Measure.

The Buzz script (Listing 1 had a tolerance of 25◦ on either side of a Pi-puck’s
front heading, where it determined a neighbour to be directly in front of it. With
the incorporation of noise, the location of the neighbour (in the robot’s ‘eyes’)
is erratic and likely jumps between its field of view and its blind spot. From
visual observation, it is notable that as the standard deviation of sensor noise
increased, the robots began to spiral indefinitely, as they were unable to pinpoint
an accurate location on any of their neighbours. Inaccurate range-and-bearing
sensing directly affects a swarm’s ability to aggregate, so significantly higher
average inter-robot distances are to be expected as sensor noise increases.

4.3 Joint Effect of Packet Loss and Artificial Sensor Noise

The 3D colour map shown in Fig. 6 depicts the relationship between packet loss
and sensor noise with respect to the swarm’s ability to aggregate. The points
plotted represent the median value of each set of results. From the graph, it can
be seen that the addition of artificial sensor noise has a much more immediate
effect on the quality of the aggregation. With both variables at their maximum,
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Table 2. Statistical analysis breakdown of the experiments run with sensor noise. Bold
values are significant according to α threshold of 0.05. Asterisked values are classed as
a large effect.

Sensor noise amount 1 cm std 5 cm std 10 cm std 20 cm std

Mann-Whitney U test 0.00580 1.83× 10−4 1.83× 10−4 1.83× 10−4

Kolmogorov-Smirnov test 0.00206 1.08× 10−5 1.08× 10−5 1.08× 10−5

Vargha-Delaney ‘A’ Measure 0.708* 0.878* 0.878* 0.878*

the aggregation performed the worst, with little to no aggregation occurring at
a median value of approximately 0.5 m. In comparison to sensor noise, the effect
of packet loss was unnoticeable at lowest levels, whereas the effect of sensor noise
was extreme – doubling the spread of the aggregation from 0.12 m to 0.25 m. At
its worst, the robots failed to aggregate, and averaged a distance of 0.53 m – an
aggregation spread around 4 times that of the control run.

Buzz, as a swarm programming language, held up relatively well at lower
thresholds of infrastructural testing, however struggled under extremities. When
considering programmability – Buzz’s main aim – it allows the development of
aggregation algorithms with ease (once the background infrastructure is setup
for the robot platform). However, due to Buzz’s extensible nature, it only func-
tions as well as its underlying infrastructure. As such, any infrastructural strain
will harm the performance of swarm algorithms developed with the language.
Infrastructural imperfections are to be expected, so any swarm programming
language should be able to accommodate these imperfections. Buzz’s top-down

Fig. 6. 3D colour map showing the effect of packet loss and sensor noise on aggregation
quality, where each point represents the average of 10 experiments.
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focus enables simplistic programming of complex swarm behaviours (common
amongst other swarm programming languages like Koord), freeing the developer
of low-level concerns. However, it interfaces with low-level drivers that could be
modified to accommodate real-world imperfections such as sensor noise, rather
than introducing error checking into the high-level language itself.

5 Conclusion and Future Work

This paper has presented an open source integration of the Buzz swarm pro-
gramming language with the Pi-puck robot platform and has analysed the effect
of packet loss and position sensing noise on a simple aggregation algorithm as
a case study. From the experimental results, it is evident that Buzz is quite
tolerant to dropped packets, performing well at even 50% packet loss. However,
Buzz struggles to tolerate inaccurate range-and-bearing sensing in its imple-
mentation. Buzz provides abstraction to the level that a programmer chooses,
which puts the problems of packet loss and sensor noise back into the hands of
the developer, allowing them to accommodate for infrastructural limitations in
their embedded platforms. Buzz is currently a useful language for programming
robotic swarm simulations and experiments in controlled lab conditions, how-
ever poorly implemented embedded infrastructure (controllers poorly adapted
for sensor noise/external imperfections) hamper its ability in real-world perfor-
mance, as expected with any application.

Although we only focus on the single case study of aggregation in this paper,
we expect the results to generalise to other swarm behaviours that require range-
and-bearing sensing and virtual stigmergy. In future work, we will extend our
research to analyse a wider range of swarm behaviours in Buzz, notably that of
foraging and task allocation due to its parallels with aggregation. For Buzz to
become a widely adopted programming language for robot swarms, it requires
robust hardware for it to be built upon. In order to function on a fully embedded
robot, it can tolerate 50% packet loss and around 5–10 cm of inaccuracy in
range-and-bearing sensor readings. Future development of Buzz could integrate
a middleware layer between the BVM and the low-level API calls that drive the
robot platform. This middleware layer could be used to fine-tune sensor readings
in order to systematically ensure that noisy sensors do not hamper the quality of
the developed swarm algorithms. This would enable simulator-like functionality
despite the imperfections of the real world.
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Automatic generation and detection of highly reliable fiducial markers under occlu-
sion. Pattern Recogn. 47(6), 2280–2292 (2014)

10. Ghosh, R., Hsieh, C., Misailovic, S., Mitra, S.: Koord: a language for program-
ming and verifying distributed robotics application. Proc. ACM Program. Lang.
4(OOPSLA), 1–30 (2020)
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Abstract. Teleoperation of robotic devices such as robotic manipula-
tors is an important functionality for operation when access to a location
is restricted. Teleoperation requires to both display relevant information
to an operator in the local side, and to send control commands to the
remote side, which only becomes more challenging when no direct con-
nection (i.e., wired connection) is available. New digital representations
such as digital twins increase the complexity of any teleoperation system,
as digital twins tend to rely on virtual reality (VR) representations, com-
bining heterogeneous data sources coming from both local and remote
sides at different data rates (e.g., camera feedback, robot positions and
control signals). A remote teleoperation scheme for a robotic manipula-
tor was implemented and assessed. The teleoperation system includes a
user requesting new positions for the robot’s end-effector from the remote
side, and an inverse kinematics solver with the robot controller in the
local side. A cloud-based networking solution to connect the robot (i.e.,
remote side) and the operator (i.e., local side) was implemented using
a general internet connection available in Windows and Linux. Its func-
tionality was tested and compared against a wired teleoperation scenario,
showing that the average experience and performance of the cloud-based
solution is the same as the wired scenario. All the configuration scripts
for the cloud-based solution and the data analysis scripts are available
at https://doi.org/10.5281/zenodo.6840823, to be used as a baseline for
future developments.

Keywords: Teleoperation · Control · Digital twin · Cloud
computing · Networking · Robotics

1 Introduction

Teleoperation has become the standard solution to operate a device located in
a remote or restricted area. In robotics, teleoperation has seen large adoption
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in many applications, including robot surgery [1] and nuclear decommissioning
[13]. However, many of its aspects are still open research challenges, as it involves
areas such as Human Robot Interaction (HRI), robotics, user interface design,
networking and control.

A teleoperation system involves a Human Machine interface (HMi) to present
information to (e.g., video feed) and capture inputs (e.g., joystick inputs) from
the human operator, which becomes a critical part of the system’s performance
[4]. The dynamic aspect of visualization and control interfaces has a considerable
impact on performance and need special consideration when designing a teleop-
eration system. Although delays (i.e., time it takes for information to be sent and
received) are an important dynamic aspect, jitter (i.e., time difference between
delays) plays a significantly larger role in producing discomfort and instabilities
in control. Considering that humans can adapt to delayed signals to an extent
[1], it is then important to reduce delay but eliminate the differences in delay as
much as possible.

Digital Twins have gained relevance in both academic and industrial fields
[2,12], as it promises the possibility of creating a digital replica of a system
connected to its real counterpart, which is aimed at improving its understanding
and controllability. As such, a digital twin is more than a realistic simulation
or a display for sensor data, as it is designed for a particular business or task-
oriented applications [3,19]. The use of a Digital Twin for teleoperation would
make the system more realistic, as it would include environmental data in a
3D environment, which would make controlling the Digital Twin as similar as
controlling the Real Robot itself. These benefits come with an increase in the
bandwidth necessary to accommodate more sensor and robot data, potentially
making the system slow or unstable. Solutions to reduce data size exist in the
form of compression and decompression schemes [14], but the requirement for
lager bandwidth in comparison to traditional teleoperation remains.

Many modern robotic systems are built on top of standard general comput-
ing units, running Linux and the Robotic Operating System (ROS) [16], with
access to consumer networking based on TCP/IP for addressing and communi-
cating with other devices in a local network, either wired or wireless. Other data
transmission stacks exist such as Fieldbus over RS-485, industrial Ethernet such
as Modbus and industrial wireless such as HART [12], but recent trends have
pushed to adopt IP-enabled solutions like Ethernet to facilitate intercommuni-
cation with high-level functionality such as the Internet. In fact, many remote
teleoperation systems rely on the internet to connect remote and local sides,
including commercial solutions [5,18] for remote teleoperation of robotic arms.
However, reliable remote teleoperation using a general internet connection is still
an open challenge of great technological complexity.

This work explores a remote teleoperation scheme designed to control a
robotic arm equipped with a gripper. By creating a digital twin of the remote
side [10,11], control commands can be delivered to the robot, whilst receiving
both a video feed from the controlled scene and an updated state of the robot,
both visualized as part of a digital twin. The local and remote sides were able
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to communicate with each other using a Virtual Network created on a cloud
provider’s virtual machine. This allowed for the ROS-based system to work over
long distances, providing acceptable performance for realistic teleoperation appli-
cations. This scheme was tested against a wired connection and its performance
compared. The remainder of this paper is divided as follows: Sect. 2 explains
the teleoperation system used, the cloud-based networking solution, and the
designed testing methodology. Section 3 shows the results of the implemented
technology and its measured performance. Finally, Sect. 4 discusses conclusions
and future work.

2 Methods

2.1 Teleoperation System

The remote teleoperation system was composed of a robotic system with a robot
arm to be controlled remotely (i.e., remote side) and a digital twin in VR to
control and visualize the robot on (i.e., local side). This setup is based on previ-
ous work for local (i.e., wired) teleoperation setups [10,11], with reported good
performance and stability. Both sides had their functionalities implemented in
software running on personal computers (PCs) connected to several devices, as
seen in Fig. 1. Each side will be explained next.

Local PC

Hand position manipulating
virtual object

Websocket
interface

VR headset

Inner Clocks
Syncronization

Joint angle
controller

Gripper
controller

Connection
to webcam

Connection
to webcam

Joint States Video feed

Video feedGripper State

Websocket
to ROS
bridge

IK Planner
(relaxedik)

Connection
with robot

Connection
with gripper

Joints States

IPsec
VPN

IPsec
VPN

Remote PC

Unity UI

Fig. 1. Components of Teleoperation system for both Local and Remote sides.

Local Side. The local side was designed for seamless teleoperation, including
aspects of intuitive teleoperation, intuitive hand gestures and immersive dis-
plays [7,9]. A digital twin was designed using Unity 2019, replicating the remote
environment of a UR5 CB3 robot, a 3-Finger Adaptive Robot Gripper and two
webcams placed on the top and the side of a table, as seen in Fig. 2; the robot
and gripper joints move based on the information received from the remote side.
An HTC Vive Pro headset is used to display and navigate the digital twin in
a VR environment, and a Leapmotion device is used to capture hand pose and
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commands to interact with the digital twin. The system runs on a Dell Alien-
ware 15 R4 Laptop (Intel i7-8750 2.20 GHz, 16 GB RAM) over Windows 10. The
user can interact with a virtual marker in the VR scene, and any change to
its position and orientation is sent to the remote side to be replicated by the
real robot. The user can open or close the gripper by closing or opening their
hand whilst manipulating the virtual marker. The system uses ROS# to take
advantage of the ROS framework for message serialization, and its Websocket
interface to communicate with the robotic system bidirectional.

Fig. 2. Digital Twin presented in the local side on VR.

Remote Side. The remote side runs a system based on ROS Melodic, con-
necting a UR5 CB3 robot equipped with a 3-Finger Adaptive Robot Gripper
and two Logitech C920 webcams. The UR5 and gripper are interfaced via one
Ethernet/IP cable each, with the cameras using USB2. The system runs on a
Dell Alienware 15 R4 Laptop (Intel i7-8750 2.20 GHz, 16 GB RAM) over Linux
Ubuntu 16. The Websocket rosbridge server is used to send and receive messages
to non-native ROS clients such as the Digital Twin. The inverse kinematics plan-
ner relaxedik [17] is used to generate feasible joint angles from the position and
orientation changes sent by the user. A joint position controller is used to move
the robot with the angles generated by relaxedik. Gripper commands sent by
the user (i.e., open or close) are replicated by the gripper controller.

Both remote and local sides can be seen in Fig. 3, with an operator attempting
to grab an object in the remote side, aided by the digital twin with the video
feeds of the remote workspace.

2.2 Cloud-Based Networking

For non-remote deployments (i.e., physically close to each other), the Local
and Remote sides described in Sect. 2.1 communicate with each other by being
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Fig. 3. Teleoperation setup. Local side with visualization (HTC Vive Pro for VR View)
and control (Leapmotion) devices, and Remote side with the controlled robot (UR5)
and additional sensor feedback (two webcams) from the Real Scene.

connected to the same local network in the form of a Wi-Fi (e.g., IEEE
802.11a/b/g/n/ac) or wired router, and both sides being addressable by an IP
address in the same subnet, as described by the OSI model for layer 1 (i.e., Phys-
ical Layer) and 3 (i.e., Network Layer) respectively. As both sides were expected
to have a stable connection to the internet, a solution that worked at the layer
3 of the OSI model was selected, to take advantage of the internet connection
and to use the functionality of the ROS system using TCP messages (i.e., OSI
layer 4, Transport Layer).

A virtual machine was used to generate a connection between the sides, allow-
ing for messages to be sent in both directions. The virtual machine had a public
IP address, which makes it addressable by both Local and Remote sides. Instead
of forwarding messages using a custom implementation, a standard enterprise-
ready group of protocols were selected to set up a secure connection between the
sides. The group of protocols is referred to as IPSec [8] or “Internet Protocol
Secure”, providing additional functionality such as concealing the information
exchanged (i.e., encryption) and validating the source where the packets come
from (i.e., authentication), which are both fundamental in any modern internet
connection. IPSec works on Linux and Windows Operating Systems (OSs) with
good performance compared to newer standards such as WireGuard, which can
outperform in Linux installations but are still being optimized for Windows OSs
[15].

For the virtual machine, an Amazon AWS EC2 instance was used, configured
as a m5.xlarge instance (2 vCPU at 3.0 GHz, 8 GB RAM, up to 10 Gbps Band-
width) in the Europe (London) region (eu-west-2), running Ubuntu 20.04.1 LTS
Linux and kernel GNU/Linux 5.4.0-1024. The software stack used for IPsec was
Libreswan with xl2tpd as the L2TP provider. Authentication and encryption
were done using username, passwords and a Pre-shared key with aes128-sha1-
modp2048 for Phase1 and aes128-sha1 for the Phase2 algorithm.
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It could be argued that using a virtual machine from a cloud provider such as
Amazon (AWS) or Google (GCP) can bring loss of control over the application,
as it is a complex infrastructure managed by a third party, with restrictions and
configurations requiring a steep learning curve (e.g., custom network routing,
throttling and bandwidth limitations). However, mature cloud providers give
large control over the machine configuration and its networking limitations (e.g.,
the selected m5 instance provides up to 10 Gbps of throughput), which helps to
select the appropriate configuration. This solution is to our knowledge the only
way besides peer to peer (P2P) communication that allows to avoid the buffer
and desynchronization effects induced by third-party routing services aimed at
streaming general media or relaying assets in virtual networks (e.g., local server
exposed to a public IP) without expensive traffic markup at the Internet Service
Provider (ISP) level.

2.3 Testing and Validation

A set of experiments and metrics were used to validate the remote teleoperation
scheme and its performance compared to a traditional wired setup. The digital
twin was used in the local side to operate the robot on the remote side whilst
data was being recorded on both ends, as seen in Fig. 4. Data in the remote side
was recorded using the ROS tool rosbag, which saves any selected topic on disk

Remote Side

Cloud-based
virtual machine

Local Side

Local PC

Webcam

Webcam UR5 Robot

Remote PC

VR Headset Leapmotion

User

Virtual
Connection

Robotiq
gripper

DataloggingDatalogging

unity csv 
Received joint_states
Sent timestamped end effector position
Received video 1
Received video 2

rosbag 
Sent joint_states
Received end effector position
Generated commands to control the robot

Fig. 4. Remote teleoperation components, with data being recorded during experimen-
tal validation.
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and estimates the effective frequency rate of the topic. In the local side, data
was recorded as a comma separated value file (csv) using a custom file written
per topic of interest, recording a timestamp and the value of the topic just after
it is sent or received. On the remote side, the joints position, the end effector
positions requested by the local side and the generated commands to move the
robot arm were recorded. In the local side, joints position, requested new position
for the arm and the time of arrival for each video frame were recorded. These
data were recorded to compare the impact of the setup in the data used for
visualization (e.g., joint states and video feed) and to control the robot (e.g.,
end effector position and commands to control robot) in both sides.

The experiment consisted of a user reaching towards a position to grasp an
object, using controlled movements of the robot’s end effector in all directions
(i.e., x, y and z axes) at a constant low speed. This action was performed for both
wired and remote scenarios. The wired scenario involved using a RJ45 cable to
connect the Remote PC directly to the Local PC assigning static IPs, reducing
jitter to a minimum whilst achieving maximum throughput. The remote scenario
had both sides connected to the internet with a general, non-managed network
(i.e., Eduroam), sharing traffic with other users and having no control over the
underlying networking infrastructure (e.g., this network does not allow for peers
to share network packets between each other without special IT configuration);
all traffic was routed to the virtual machine in London and back to our labs
in Manchester. During both scenario, both local and remote sides were on the
same room as a safety measure, but the remote setup has been used over larger
distances such as from Edinburgh to Manchester.

Analysis and performance metrics were generated based on the network per-
formance and its impact on the application (i.e., digital twin receiving data from
the robotic system and controlling it simultaneously) during both scenarios. The
following process was followed:

1. Nominal Bandwidth and Latency measurements: The nominal band-
width and latency of each scenario was measured, to quantify the ideal per-
formance in both scenarios. These measures serve only as an indicator of
expected performance, as network performance concerning the internet is
always an estimation that changes over time due to congestion. For the wired
scenario, these measures were done point to point. For the remote scenario,
the bandwidth and latency were first measured from each point to the virtual
server, to then connect them and measure it point to point; this was done to
understand the impact of the re-routing taking place in the virtual server.

2. Differences in delay per topic: The effective timing or differences in delay
between the data received per channel were analysed. As a delay is the time
between two consecutive messages, a difference in delay or jitter does not
measure how fast messages are received but how consistent its speed is; large
differences in delay should impact performance, as sudden burst of position
commands should generate motion artefacts (i.e., jittery) in the robot motion.

3. Torque variability on the robot: The reported control effort (i.e., torque
exerted by each joint during operation) was analysed to quantify motion
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smoothness, as large sudden values would coincide with sudden position
changes caused by delays or burst of data in the network.

Latency estimation was done using the ping and netperf tools to get complete
knowledge about latency; ping uses the ICMP protocol, whilst netperf uses TCP
under its TCP RR profile. Both latency tools were tried with interval burst
every 10 ms. For bandwidth estimation, netperf with the TCP STREAM profile
was used. The difference in delays was analysed using both the reported rosbag
frequency rate and by calculating the delay as the time difference of subsequent
messages based on their timestamp. Netperf version 2.7 was used, built on a
Docker based on Linux Alpine 3.7 running on each side as clients and on the
virtual machine as a server. Data analysis was performed using Python 3.7 with
the pandas and numpy libraries. All network testing lasted for 120 s each.

3 Results

Experiments were performed, with two experimental trials per configuration and
a duration of one minute each. The user reported a responsive and uninterrupted
operation. No messages were lost during any of the experimental trials.

Bandwidth and latency were measured in each setup. The wired setup
reported latencies around 1 ms, with ICMP traffic reporting 0.5 ms in average
and 1.8 ms in average for TCP traffic. Estimated bandwidth was 111 MegaBytes
per second (MBps) for TCP traffic. These performance metrics were expected,
as both sides were using a Gigabit Ethernet connection. For the remote setup,
the latency and bandwidth from each side to the virtual server was of 12 ms
(11 ms ICMP, 15 ms TCP) and 9.82 MBps respectively, which is a drop relative
to the reported average of 16 MBps for Eduroam. The latency and bandwidth
reported after connecting the sides using the virtual machine were of 20 ms (19 ms
ICMP, 22 ms TCP) and 7 MBps. As a point of reference, the estimated maximum
necessary bandwidth to accommodate for the data being transferred during tele-
operation was around 4.6 Mbps. This was calculated using the approximate size
of the message, times its frequency rate per topic: two video topics of 75 Kb each
30 Hz require 4.5 Mbps, one joint state topic of 0.5 Kb 100 Hz requires 0.05 Mbps
and one end-effector position change topic requiring 0.025 Mbps. Although the
remote setup brings larger latency and smaller bandwidth, its estimated values
are enough to connect the digital twin to the robotic system.

The difference in delay per channel was analysed between remote and local
side. Table 1 shows the statistical descriptors of the calculated delay per topic
for both setups and with different transmission loads (i.e., with and without the
video topic) on the remote side. The wired setup reported the shortest mean
delays with the lowest standard deviation, as expected from using a dedicated
network with no additional traffic. In contrast, the remote setup showed larger
standard deviation and maximum values, with messages taking longer to reach
or be sent. These large values are due to burst of messages being queued and
delivered at once, as proven by achieving lower minimum delays as transmission
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Table 1. Delay measured in the remote side for all topics for both setups and under
different transmission loads.

Data channel Statistic Remote setup Wired setup

No video Video No video Video

Joints position [ms] mean 7.9 9.1 0.16 9.9

std 2.1 4.8 0.05 0.05

max 15.2 29.86 3.67 10.3

min 6.7 0.002 0.002 9.6

End effector position request [ms] mean 8.0 9.1 0.1 10.0

std 2.1 7.1 0.05 0.04

max 15.2 98.6 3.3 10.3

min 6.6 0.002 0.001 9.72

Commands to Robot [ms] mean 8.0 9.1 0.1 10.0

std 2.11 8.67 0.05 0.05

max 15.1 150.9 3.9 10.67

min 6.7 0.003 0.002 9.29

load increases (i.e., minimum delay during video transmission is small). Similarly,
the use of video increased delay for both setups, resulting in similar mean delays
for both setups.

Delays in the local side were similar in average between setups, with large
variability in some data channels, as seen in the remote side. Table 2 shows the
statistical descriptors of the calculated delay per topic for both setups and with
different transmission loads (i.e., with and without the video topic) on the local
side. Similar to results in Table 1, average values were similar between setups,
with larger variability in some data channels; the new requested position was the
least affected as it is generated in the local side. Maximum delay for the video feed
data channels suggest that the remote setup can induce up to 6 frames delay,
in comparison to 1 frame in the wired setup. In addition, the received joints
position can be delayed up to three times more in the remote setup. However,
these artefacts were not perceived from the user perspective.

To complement the measured delay results, reported frequency rates from the
recorded rosbags were analysed. No significant difference was reported between
setups or during video transmission, with frequency drops from 6034 Hz to
5866 Hz under remote operation and from 6009 Hz to 5882 Hz under wired oper-
ation. It is worth nothing that this only reflects on the bandwidth used in the
remote side and not on the overall performance of the system.

Assessing the reported control effort from the robot position controller would
show how high control forces were during teleoperation. Considering that no
sudden movements were performed by the operator, all reported values should be
similar. Table 3 shows the absolute reported values, with a similar behaviour to
the control and sensor measurements provided in Table 1 and 2. High variability
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Table 2. Delay measurements in the local side for all topics for both setups and under
different transmission loads.

Data channel Statistic Remote setup Wired setup

No video Video No video Video

Joints position [ms] mean 8.7 8.7 8.7 8.7

std 5.24 6.17 3.74 4.27

max 123 156 30 53

min 0.0 0.0 1.0 0.001

End effector position request [ms] mean 10.13 10.10 10.12 10.12

std 10.37 9.71 10.7 10.4

max 641.0 588.0 677.0 708.0

min 2.0 2.0 2.0 3.0

Video feed 1 [ms] mean 36.4 36.34

std 12.93 8.2

max 163.0 68.0

min 2.0 1.0

Video feed 2 [ms] mean 36.4 36.46

std 13.47 8.05

max 185.0 66.00

min 4.0 2.0

and maximum values in these measurements implies that slight vibrations and
aggressive motion were present when using the remote setup. The user confirmed
this behaviour and described it as sporadic, only occurring momentarily and not
affecting the task itself. This behaviour is evident when observing Joint 1, 2
and 3, which were primarily used whilst positioning the end effector. However,
overall average metrics point at the task not being negatively affected by the
remote setup.

The results show similar average performance between wired and remote
setups. However, the impact of network latency is seen to increase the standard
deviation and maximum values reported in Tables 1 and 2, with the remote setup
producing larger and more varied delays. These results are expected from a non-
managed network sharing traffic with other users, as no timing guaranties can
be given in such networks. The impact of these delays are reduced thanks to the
controller in the remote side dealing with the robot’s dynamics, and the digital
twin providing enough feedback to the user in the form of visualization of the
remote robot and video feed to reduce the likeliness of user-induced oscillations
(i.e., aggressively corrective behaviour). These results should serve as a baseline
of performance in remote teleoperation, understanding that external factors such
as internet congestion can affect overall performance. However, achieving similar
average performance to that of a wired setup with little reconfiguration is of great
value for testing and development.
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Table 3. Absolute value of the control effort per joint for both setups and under
different transmission loads.

Data channel Statistic Remote setup Wired setup

No video Video No video Video

Joint 1 [Nm] mean 1.61 1.58 1.52 1.68

std 0.69 0.67 0.57 0.34

max 5.58 12.47 4.14 3.67

min 0.002 0.004 0.01 0.01

Joint 2 [Nm] mean 1.06 1.19 1.4 1.14

std 0.67 0.67 0.72 0.37

max 5.84 6.71 5.14 5.96

min 0.0 0.0 0.0 0.002

Joint 3 [Nm] mean 0.7 0.69 0.71 0.26

std 0.45 0.57 0.52 0.36

max 4.38 12.38 3.4 6.2

min 0.0 0.0 0.0 0.0

Joint 4 [Nm] mean 0.3 0.26 0.24 0.19

std 0.18 0.18 0.16 0.09

max 1.14 1.30 0.91 0.96

min 0.0 0.0 0.0 0.0

Joint 5 [Nm] mean 0.17 0.19 0.20 0.09

std 0.13 0.14 0.13 0.08

max 0.72 0.67 0.70 0.68

min 0.0 0.0 0.0 0.0

Joint 6 [Nm] mean 0.15 0.18 0.19 0.11

std 0.12 0.11 0.10 0.09

max 0.64 1.48 0.61 0.71

min 0.0 0.0 0.0 0.0

4 Conclusions

This work presented an implementation and assessment of a remote teleopera-
tion setup that creates a reliable solution for remote teleoperation, by relaying
network traffic via the internet. By using a custom virtual machine with a public
IP address, local and remote sides were connected securely through the internet,
allowing for similar performance as in a wired setup. A digital twin is used in
the local side to visualize and interact with the remote side, aiding in the teleop-
eration. This approach relies on open technology (e.g., TCP, Websockets, ROS,
Linux) and can be used with any modern computer with a stable internet con-
nection. Measuring delays whilst using the Virtual Network connection shown it



Teleoperation Setup with a Digital Twin Using Cloud Networking 249

had a small impact on the robot controllability and smoothness of motion, not
perceived in most cases.

Future work will focus on using peer to peer (P2P) and mesh communication
in the cloud, based on technology that allows to solve Network Address Trans-
lation (NAT) such as WebRTC [6], exploring how dedicated data channels per
type of data (i.e., video, control signals) with time-frame synchronization can be
used for remote teleoperation.
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Abstract. Soil compaction, an increase in soil density and decrease in
porosity, has a negative effect on crop yields, and damaging environmen-
tal impacts. Mapping soil compaction at a high resolution is an important
step in enabling precision agriculture practices to address these issues.
Autonomous ground-based robotic approaches using proximal sensing
have been proposed as alternatives to time-consuming and costly man-
ual soil sampling. Soil compaction has high spatial variance, which can
be challenging to capture in a limited time window. A multi-robot sys-
tem can parallelise the sampling process and reduce the overall sampling
time. Multi-robot soil sampling is critically underexplored in literature,
and requires selection of methods to efficiently coordinate the sampling.
This paper presents a simulation of multi-agent spatial sampling, extend-
ing the Mesa agent-based simulation framework, with general applicabil-
ity, but demonstrated here as a testbed for different methodologies of
multi-robot soil compaction mapping. To reduce the necessary number
of samples for accurate mapping, while maximising information gained
per sample, a dynamic sampling strategy, informed by kriging variance
from kriging interpolation of sampled soil compaction values, has been
implemented. This is enhanced by task clustering and insertion heuristics
for task queuing. Results from the evaluation trials show the suitability
of sequential single item auctions in this highly dynamic environment,
and high interpolation accuracy resulting from our dynamic sampling,
with avenues for improvements in this bespoke sampling methodology in
future work.

Keywords: Multi-robot co-ordination · Mapping · Simulation ·
Agriculture · Soil science

1 Introduction

Agriculture 4.0: the digitisation and automation of sensing, decision making, and
operations in agriculture, has the potential to reduce waste and environmental
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harms, while simultaneously increasing crop yields. Critical to crop health and
yield is management of the soil in which these crops are grown [1]. Spatial map-
ping of soil properties, is an important practice in precision farming, enabling
localised soil management to address spatially variable deficiencies [2].

One soil property that must be minimised to produce high yields and reduce
negative environmental impacts is soil compaction. Soil compaction is an increase
in soil density and decrease in porosity due to load, vibration, or pressure [3].
It often results from the pressure of heavy machinery operating on the soil.
High soil compaction reduces the ability of a crop’s roots to penetrate the soil,
reducing crop yields [4], and also results in lower concentration of organic matter,
reducing the soil’s ability to sequester CO2 [5]. Retrospective land management
to reduce soil compaction often involves deep tillage, with the heavy machinery
required for this consuming large amounts of fossil fuels [6].

Mapping soil compaction enables this operation to be localised to the areas
where it is needed, reducing the time and fuel requirements of deep tillage. For
the tillage to effectively alleviate the soil compaction, it is also important that
compaction is measured at a various depths, so that the machinery can be set to
operate at the depth where the compaction is highest. There can be significant
variance across a field as to what depth the compaction is most pronounced at,
making high resolution mapping useful for this purpose [7].

Soil compaction is traditionally measured manually with handheld instru-
ments, but this a time-consuming process. Methods for automated mapping of
soil properties have been developed, decreasing time requirements while mapping
at higher resolutions. For higher resolution soil mapping, and measurement at
depths below the soil surface, ground-based autonomous mobile robots have been
used effectively, such as [8]’s use of the Thorvald agricultural robot platform [9]
to map soil compaction in 3D. Unfortunately, ground-based robots take a longer
time to map the same area as UAVs. An intuitive next step to improve time
efficiency, as yet unexplored in the literature on automated soil mapping, is the
development and testing of a multi-robot system for ground-based soil property
mapping. The work presented in this paper aims to demonstrate the utility of
an efficient multi-agent spatial sampling simulation, for identifying methods of
task allocation and dynamic sampling that best enable performant multi-robot
mapping of soil compaction.

Soil mapping is a coverage problem, but with due to large spatial variations
in soil compaction, sampling should be optimised using dynamic sampling, iden-
tifying the locations which provide the greatest information gain to environment
modelling. [8] uses kriging interpolation [10] to predict soil property values in
unsampled locations, using the value and position of sampled data. They also
identify informative sampling locations for a single robot using kriging variance.
We extend this approach for simultaneous identification of multiple task loca-
tions for a multi-robot system.

A major challenge in multi-robot systems is ensuring efficient coordina-
tion among the robots. Multi-robot task allocation (MRTA) is one of the
many strategies commonly used to address this challenge. Among the differ-
ent MRTA strategies, auction based approaches have been effective for dynamic
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task environments, where tasks are created continuously during the operation of
a multi-robot team [11]. Such auction-based task allocation approaches should
be suited to multi-robot soil sampling with dynamic sampling.

The core contributions of this paper are:

1. Evaluation of the performance of different MRTA methods and sampling
strategies for multi-robot soil compaction mapping in simulation.

2. Extension of dynamic informative sampling location identification to multi-
robot systems; and

3. An extension of the Mesa agent-based modelling framework [12], to be
released as free open-source software, for rapid testing of task allocation and
sampling methods for multi-agent spatial sampling systems;

The remainder of this paper is structured as follows: A related work section
gives an overview of research and topics which serve as background and influ-
ence on the work of this paper. This is followed by a methodology section, which
introduces an agent-based simulation of multi-robot soil compaction mapping,
extending the Mesa simulation framework, and the experimental design for trials
conducted within this simulation comparing methods of multi-robot task allo-
cation, and sampling strategies. Then the results of these trials are detailed and
discussed in the results section, and lastly conclusions drawn from the findings
of this work, and avenues for future work are discussed in Sect. 5.

2 Related Work

2.1 Outdoor Ground Robots

Outdoor ground-based mobile robots can measure soil property data at very high
spatial resolutions, lacking the issue of distance from the soil surface reducing
image resolution, and having the ability to sample at various depths, and any
number of points using probe sensors [13]. [14] demonstrates this, creating a
layered map compositing stereo RGB, Visible/Near Infrared (VIS-NIR), and
thermal images to create a high resolution 3D map including surface readings
of the soil temperature and Normalized Difference Vegetation Index (NDVI), a
proxy for density of plant life.

A unique advantage of ground-based outdoor robots over other types of auto-
mated soil sensing systems is that they can measure soil properties more directly
and at various depths beneath the surface of the soil using probe sensors. This
enables the mapping of soil properties in 3D, as demonstrated by [8], using the
Thorvald agricultural robot platform equipped with an automated penetrometer
to create a 3D map of soil compaction at sampling locations informed by kriging
variance.

2.2 Multi-Robot Systems (MRSs)

A high sampling resolution is required to capture spatially variable soil prop-
erties, and this can be difficult to achieve for a large area within a reasonable
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time budget using a single robot or traditional manual measurements. Multi-
robot systems have been used to reduce the time required to complete different
coverage problems by parallel execution of tasks [15]. However, multi-robot soil
property mapping is not well explored yet, necessitating identification of trans-
ferable methods from application of MRSs in related areas such as coverage
planning, environment sampling, and dynamic task creation and allocation.

In [16], the authors show the use of a swarm of UAVs to identify volun-
teer potatoes in a field of sugar beet crop, using RGB aerial imagery captured
and processed by the UAVs using traditional computer vision methods, and
positioned in a shared co-ordinate system using GPS and IMU. The field is par-
titioned such that UAVs each explore non-overlapping areas of approximately
equal size, moving through these in a sweeping pattern, a method developed
by [17]. Such partitioning algorithms are important for efficient task allocation,
further highlighted by [18], who extend Voronoi based environment partitioning
to account for the heterogeneous speed, battery life, and traversability of their
multi-robot team. The authors also employ an informative sampling method to
generate sampling goals where these will best improve the quality of a Gaus-
sian Process model’s prediction of a distribution that is only partially sampled.
This informative sampling is based on the Gaussian Process Upper Confidence
Bound (GP-UCB) strategy [19]. Other relevant works that could be extended for
multi-robot soil mapping are existing single-robot systems such as the examples
discussed in Sect. 2.1.

Of the numerous challenges faced by a prospective multi-robot soil mapping
system, and outdoor MRSs in general, the work of this paper focuses on address-
ing the challenge of identifying performant methods of multi-robot coordination.
We test the performance of a set of combinations of multi-robot task alloca-
tion and sampling methods for multi-robot spatial sampling in a multi-robot
soil compaction mapping simulation described in Sect. 3.1 in trials detailed in
Sect. 3.2. Often, agricultural robots are constrained to operate around obsta-
cles in their environment, such as between rows of trees or crops in polytunnels,
fields, and orchards. This can present a challenge, with deadlocking and collisions
likely between robots sharing such limited space. Co-ordination of navigation and
task allocation within a MRS is necessary to address this, such as in the work
of [20], dynamically allocating the parking locations of robots to maximise their
availability for collecting strawberries from pickers in narrow polytunnels, con-
sidering the locations of humans and other robots to reduce the incidence of
deadlocking. [11] show that a key component of multi-robot coordination, the
task allocation methodology, should be selected according to the nature of the
problem being addressed by the MRS. Comparing a set of auction-based task
allocation methods, its authors found that the Sequential Single-Item (SSI) auc-
tion method resulted in the lowest distance, and a close second lowest runtime
for task environments with dynamic task creation and clustered or distributed
starting positions for the robots. This suggests SSI is suitable for the dynamic
task generation present in multi-robot soil mapping which utilises a dynamic
sampling methodology, such as that of the single-robot soil compaction mapping
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Fig. 1. Left: A screenshot from the Mesa based simulation of multi-robot spatial sam-
pling. Robots are denoted by coloured circles. Sampled cells are denoted by grayscale
squares with their intensity values corresponding to the value sampled there, in con-
trast to the off-white background. Right: A map of the number of times each cell has
been visited, with robot trajectories and sampling points overlaid. The first sampling
point is marked with a square, the last with a cross, and others with a circle.

informed by kriging variance in the work of [21]. A set of combinations of multi-
robot task allocation and sampling methods are tested in a high-level abstracted
simulation of a multi-robot soil mapping system detailed in Sect. 3.1.

3 Methodology

3.1 Agent-Based Simulation

A simulation of multi-robot spatial sampling has been developed in Python using
the Mesa agent-based modelling framework. The Mesa framework was chosen
because of its simplicity, with an intuitive API, and an abstract modelling of
agents using simple 2D geometry within the cells of a 2D grid, which results in
its low computational complexity. This low computational cost is also seen in
the visualisation of this 2D grid with Mesa’s built-in web-based user-interface
which also provides live graphing of variables, and live adjustment of parameters.
The Mesa-based simulation developed in this work abstracts robots as agents
located within the cells of a 2D grid representing a top-down projection of an
open arable field. In its present stage of development, there are no obstacles in
the environment for the robots to avoid except for each other. Robots can move
from their current cell to any other cell following a path calculated using A*
path-finding. This allows for the likelihood of collisions to be reduced by having
each robot calculate its paths using a costmap particular to each robot, wherein
the cells occupied by or neighbouring robots are assigned higher costs penalising
movement too close to other robots.

The robots in this simulation can be assigned sampling goal cells, which
they will navigate to, and then sample the cell’s corresponding value from an
underlying distribution of data with the same dimensions and co-ordinate system
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Fig. 2. Left: The ground-truth soil compaction data. Centre: A heatmap of values pre-
dicted by kriging interpolation from points sampled by the multi-robot team. Ground-
truth and predicted values are soil compaction measured in kPa. Right: A heatmap of
kriging variance. These figures are generated from the same simulated sampling mission
pictured in Fig. 1.

as the 2D grid. Sampled values are represented on the 2D grid by changing the
background colour of sampled cells to a shade of gray, with brighter shades
indicative of higher values. This visualisation can be seen in a screenshot of the
simulation pictured in Fig. 1.

The distribution sampled by robots in the simulation is comprised of soil
compaction data recorded in a grid pattern in an arable field at 0 cm (surface)
depth by a Thorvald robot with an automated penetrometer from a dataset
created in [8]. Every point recorded in this ground-truth soil compaction data
is interpolated to a grid wherein each cell comprises a 2 m2 area, 162 cells long
and 110 cells wide. The compaction measurements were recorded within an area
approximately 324 × 220 m. This interpolation is performed so that the grid
environment of the simulation can be a higher resolution than that of the grid
sampling, while still allowing robots to sample any cell of the environment. In this
abstracted simulation, robots can move from their current cell to a neighbouring
cell in 1 step of simulation time.

Kriging interpolation [10] is used to estimate the entire underlying distribu-
tion when only a subset of the cells have been sampled. This interpolation is
calculated each time one of the robots samples a new value. In the first step of
the simulation, robots sample at their randomised starting locations, as kriging
interpolation requires at least 2 samples to interpolate from. Alongside a pre-
diction of the ground-truth soil compaction, pictured in Fig. 2 (left), the kriging
interpolation also outputs its variance: a matrix of values representing uncer-
tainty in the prediction for each point. A multi-robot dynamic sampling strategy
is enabled by this kriging variance, extending the kriging-based sampling of [8].
These goals can then be allocated to the robots using a multi-robot task allo-
cation algorithm. Initially, x goals were created at the x highest variance cells,
where x is the number of robots, with the aim of reducing the number of samples
required to achieve accurate interpolation.

A limitation of this approach was observed in testing: the goals generated
from each round of interpolation have a tendency to be located in very close
proximity to each other, all selected from a small region where the highest vari-
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Fig. 3. Color-coded clusters of cells from the simulation’s grid environment, produced
by distance-based hierarchical clustering.

ance values are located. This results in sub-optimal sampling, as the variance
in such a region is made lower, and the accuracy of interpolation adequately
improved, by just one sample being measured there. Once one robot has sam-
pled within this highest variance area, other robots would better improve the
accuracy of the interpolation by sampling from other high variance regions of the
environment. This is similar to an issue in single-robot spatial sampling noted
in [22], where goals generated by dynamic sampling using the variance of Gaus-
sian Process Regression for a single-robot sampling mission would be generated
within a sub-optimally close proximity of each other. The authors addressed
this by dynamically limiting the search space for high variance locations, select-
ing the size of the search area continuously using a reinforcement learning mode.
Inspired by this solution of dynamic environment partitioning, we addressed this
issue by partitioning the 2D grid environment using Euclidean distance based
hierarchical clustering of all cell locations at the start of the simulation. This clus-
tering is pictured in Fig. 3. Clusters are created using cophenetic distance, with
the threshold value calculated as

√
A
4 , where A is the area of the environment.

The value of the denominator can be adjusted, with greater values resulting in
a greater number of clusters. Goals are created from the highest variance cell
within each cluster, reducing the incidence of redundant goals being generated
too close to another goal. Once a sample has been taken within a cluster, goals
are no longer generated within that cluster, encouraging wider exploration of
the environment.
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The impact of using different multi-robot task allocation methods and sam-
pling strategies on performance metrics of the multi-robot soil mapping system
are measured in the trials detailed in Sect. 3.2. Robots execute their allocated
tasks sequentially from a task queue. An insertion heuristic is calculated when
a new task is allocated to a robot for each index in its queue that the task could
possibly be inserted at. This heuristic is the total cost of the robot travelling
from its current position through all of the task locations in the candidate queue,
calculated using A* path-finding. New sampling tasks are inserted in a robot’s
queue at the index where this insertion heuristic score is lowest. The simulation
also has some visual outputs: heatmaps of the kriging interpolation, kriging vari-
ance, and the number of times a cell has been visited by the robots, with robot
trajectories overlaying the latter, pictured in Figs. 1 and 2.

The Mesa-based simulation is used to run many simulated soil sampling
missions with different combinations of parameters and methods of multi-robot
co-ordination such as task allocation.

3.2 Experimental Design

To date, two task allocation methods have been implemented within the simu-
lation: the auction-based SSI [23], identified in [11] as being particularly effec-
tive for dynamic task environments, and Round Robin (RR), a naive approach
that distributes tasks evenly and indiscriminately between all of the robots.
There are also currently two sampling strategies implemented: the kriging-based
multi-robot Dynamic Sampling (DS) algorithm described in Sect. 3.1, and Ran-
dom Sampling (RS), which after each round of kriging interpolation generates
a number of sampling tasks equal to the number of robots, each located at a
unique randomly selected unsampled cell that has not been allocated to a robot
yet. In a 162×110 cell grid in the simulation, containing no obstacles, with each
cell representing a 2×2 m area, 3 robots were initialised at random positions and
tasked with sampling the interpolated surface soil compaction data described in
Sect. 3.1. This multi-robot soil mapping mission was run for 240 steps of sim-
ulation time. The sampling mission can be executed for a longer time to allow
the space to be sampled completely, but 240 steps was observed to be sufficient
to allow all methods to produce a reasonably accurate interpolated map of soil
compaction in initial test runs of each method.

10 of these trials were executed for each of the 4 conditions, with visual
outputs and performance metrics recorded for each trial. These 4 conditions are
derived from the possible combinations of the 2 task allocation methods, and 2
sampling strategies implemented in the simulation. Thus, the set of conditions is:
{SSI-DS, SSI-RS, RR-DS, RR-RS}. The simulation’s random number generation
shares the same seed between trials across different conditions. The performance
metrics recorded for each trial are as follows:

– Root Mean Squared Error (RMSE) of the kriging interpolation calculated by
its difference from the ground truth soil compaction data.

– Mean of the kriging variance, with higher values representing greater overall
uncertainty in the predictions of the kriging interpolation.
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Table 1. Means and standard deviation (σ) of metrics across trials conducted in the
agent-based simulation experiment described in Sect. 3.2.

Mean of Sim. Experiment Results SSI DS RR RS SSI RS RR DS

RMSE of kriging interpolation 5.61 σ 2.65 7.61 σ 4.29 3.84 σ 1.52 7.28 σ 1.09

Mean of kriging variance 90.14 σ 45.36 72.00 σ 41.36 38.78 σ 30.28 123.80 σ 52.59

Number of cells sampled 45.63 σ 5.32 13.89 σ 1.96 20.80 σ 5.07 31.90 σ 8.08

Mean time to complete a task (s) 16.47 σ 4.64 44.79 σ 6.92 28.67 σ 5.71 23.49 σ 6.68

Maximum visits to a cell 2 σ 0 2 σ 0 2 σ 0 2.6 σ 0.7

Total distance travelled (m) 671.5 σ 5.35 703.11 σ 1.96 640.50 σ 35.83 685.50 σ 8.13

Total idle time (s) 45.50 σ 5.35 13.89 σ 1.96 76.50 σ 35.83 31.50 σ 8.13

Table 2. One-tailed Welch’s t-tests comparing the results of trials from the 1st and
2nd best performing conditions for each metric.

Significance testing results Best method 2nd best method p-value

RMSE of kriging interpolation SSI RS SSI DS 0.0520

Mean of kriging variance SSI RS RR RS 0.0286

Number of cells sampled RR RS SSI RS 0.0009

Mean time to complete a task (s) SSI DS RR DS 0.0074

Maximum visits to a cell SSI DS, RR RS, SSI RS RR DS 0.0119

Total distance travelled (m) RR RS RR DS 0.0230

Total idle time (s) RR RS RR DS 2.89E-05

– Number of cells sampled.
– Mean time to complete a task in seconds.
– Maximum visits to a cell, to serve as a proxy of soil compaction, an undesirable

effect of excessive traffic on soil porosity.
– Total distance travelled in meters.
– Total idle time in seconds. The sum of the time each robot spent without a

task to execute.

4 Results and Discussion

The results of the 10 simulated trials per condition described in Sect. 3.2 are
summarised in Table 1 as the mean σ standard deviation of the metrics recorded
for these 10 trials. Values in bold, with a light green cell fill color indicate the
best performance for a metric. Cells with a yellow fill color denote that the
method performed 2nd best by their corresponding metric. One-tailed Welch’s
t-tests [24] were performed comparing the results of trials from the 1st and 2nd

best performing conditions for each metric, using a significance level of 0.05.
These tests investigated the alternative hypothesis that the best performing
condition’s trials score significantly higher than those of the 2nd best scoring
condition. These tests and their resulting p-values are documented in Table 2.

The results show that SSI-RS, the auction-based SSI, with robots each bid-
ding on tasks based on their A* cost for travelling to the task location, combined
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Fig. 4. Maps, from the last step of the 1st trial of each condition of the simulated
experiment, of the number of times each cell has been visited, with robot trajectories
and sampling points overlaid. Top left: RR-DS. Top right: RR-RS. Bottom left: SSI-DS.
Bottom right: SSI-RS.

with random sampling of unsampled cells, achieves the best performance across
4 of the 7 metrics recorded. This is greater than the number of metrics any
other tested method showed best performance in. These 4 metrics are: RMSE
(Fig. 6), mean kriging variance (Fig. 5), maximum visits to a cell, and total dis-
tance travelled. It should be noted that SSI-RS does not perform significantly
better than SSI-DS, the 2nd best method, in RMSE of kriging interpolation. It
is also important to note that SSI-DS, SSI-RS, and RR-RS all achieve the same
score for maximum visits to a cell, indicating identical performance across these
methods in avoiding excessive soil compaction. RR-DS is the only method tested
that performs worse than these other methods for maximum visits to a cell, and
this performance difference was found to be statistically significant (Fig. 5).

RR-RS was found to perform best in 3 metrics, the 2nd highest after SSI-RS.
These metrics are number of cells sampled, maximum visits to a cell, and total
idle time. As previously discussed, RR-DS shares the low maximum visits to a
cell with SSI-DS and SSI-RS. RR-RS sampled the fewest cells, but RR-RS scored
the highest for RMSE of kriging interpolation, and for mean time to complete a
task, so a low number of samples does not suggest strong performance in other
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Fig. 5. Kriging variance, from kriging interpolation at the last step of the 1st trial
of each condition of the simulated experiment. Top left: RR-DS. Top right: RR-RS.
Bottom left: SSI-DS. Bottom right: SSI-RS.

metrics. It also saw the longest mean time to complete a sampling task, which
explains the low number of samples and belies the naivety of round-robin task
allocation, and random sampling. In stark contrast, SSI-DS, which sampled the
highest number of cells, did not perform significantly worse than the best method
when it came to the interpolation RMSE. SSI-DS also saw the lowest mean time
to complete a task, due to the distance-based auctioning of tasks in SSI (Fig. 5).

One method of multi-robot soil compaction sampling, RR-DS, did not come
1st in any metric, and scored 2.6 for mean maximum visits to a cell, making it the
only method to score above 2. This suggests that RR-DS is likely to cause greater
soil compaction than the other methods tested. RR-DS did achieve the 2nd best
performance in mean time to complete a task, and total idle time. The best 2
methods for time to complete a task, SSI-DS and RR-DS, both employ dynamic
sampling, indicating that dynamic sampling is better than random sampling at
reducing the time to complete a task. Meanwhile idle time is lowest for the two
methods that used round robin task allocation. This is likely due to round robin
distributing tasks evenly between the robots. In contrast, SSI, bidding with A*
path-cost, occasionally leaves a robot without a task when there are no sampling
goals generated at that time that the robot can reach quicker than another robot
(Fig. 6).



262 L. Roberts-Elliott et al.

Fig. 6. Soil compaction (kPa) values predicted by kriging interpolation, from the last
step of the 1st trial of each condition of the simulated experiment. Top left: RR-DS.
Top right: RR-RS. Bottom left: SSI-DS. Bottom right: SSI-RS.

5 Conclusions and Future Work

At the time of writing, multi-robot soil mapping is a critically under-explored
area of research, with the potential to provide high resolution mapping of soil
properties measured directly and at varying depths on-the-ground demonstrated
in single-robot soil mapping works [13,21], in much shorter time. As literature
on multi-robot soil mapping is sparse, this work has developed a computation-
ally efficient agent-based simulation to facilitate rapid comparative testing of
methods of multi-robot co-ordination and sampling strategies for a multi-robot
soil mapping system. The more performant methodologies for multi-robot soil
mapping identified using this abstract simulation, will later be implemented as
a physical multi-robot soil mapping system, saving vast amounts of time that
would be required to adequately test a wide range of approaches using a real-
world MRS.

The work of this paper only investigates the performance of the tested meth-
ods for 3 robots sampling the surface soil compaction data from [8]. Other spa-
tially distributed datasets may see different results, and so spatial data on other
soil properties, from fields of different shapes and sizes, will be sampled by vary-
ing numbers of robots in further testing of the performance of methods of MRTA
and dynamic sampling. This will help to produce more generalisable comparisons
between multi-robot soil mapping methods, while also testing their scalability.
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Following improvements to its documentation, our simulation, based on the Mesa
simulation framework, will be released as free open-source software on the first
author’s GitHub account: https://github.com/laurencejbelliott/ under a permis-
sive MIT license. Due to the abstract design of the simulation, the code should
require little modification to extend to simulation of multi-robot/multi-agent
spatial sampling for other applications.

Future work may see additional criteria beyond A* path-finding cost included
in the calculation of bids for auction-based task allocation methods such as SSI,
e.g., multiplying the cost of traversing a cell by the number of visits the robot
team has made to the cell, penalising excessive soil compaction and sub-optimally
close operation of multiple robots. A limited number of simple task allocation
algorithms have been implemented for initial testing, but more contemporary
state-of-the-art methods of task allocation will be implemented and compared.
Traditional methods of selecting locations for soil properties measurements, such
as in a grid or W-shaped pattern, will be implemented and compared in addition
to random and dynamic sampling methods tested here.

The bespoke dynamic sampling method developed in this work to extend the
method of [8] to multiple robots, combined with SSI, was shown to be effective at
minimising the RMSE of the interpolated soil compaction map, but not better
or significantly worse than SSI with random sampling. To improve dynamic
sampling’s performance, different clustering and goal selection methodologies
will be investigated, and other dynamic sampling methods will be tested, such
as the Monte Carlo next best view approach described in [13] which addresses
some of the issues of the greedy next best view approach our work extends
from [8].
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Abstract. Reinforcement learning agents are unable to respond effec-
tively when faced with novel, out-of-distribution events until they have
undergone a significant period of additional training. For lifelong learn-
ing agents, which cannot be simply taken offline during this period, sub-
optimal actions may be taken that can result in unacceptable outcomes.
This paper presents the Autonomous Emergency Management System
(A-EMS) - an online, data-driven, emergency-response method that aims
to provide autonomous agents the ability to react to unexpected situa-
tions that are very different from those it has been trained or designed
to address. The proposed approach devises a customized response to
the unforeseen situation sequentially, by selecting actions that minimize
the rate of increase of the reconstruction error from a variational auto-
encoder. This optimization is achieved online in a data-efficient manner
(on the order of 30 to 80 data-points) using a modified Bayesian opti-
mization procedure. The potential of A-EMS is demonstrated through
emergency situations devised in a simulated 3D car-driving application.

Keywords: Adaptive control · Intelligent robotics · Lifelong learning

1 Introduction

There has been much progress in recent years in machine learning algorithms
that enable autonomous agents to learn how to perform tasks in complex envi-
ronments online based on observations and sensor feedback. Recent advances
in Reinforcement Learning (RL) through deep neural networks in particular
have shown promising results in developing autonomous agents that learn to
effectively interact with their environments in a number of different applica-
tion domains [3,11], including learning to play games [6,17], generating opti-
mal control policies for robots [20,21], speech recognition and natural language
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S. Pacheco-Gutierrez et al. (Eds.): TAROS 2022, LNAI 13546, pp. 266–281, 2022.
https://doi.org/10.1007/978-3-031-15908-4_21

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-031-15908-4_21&domain=pdf
https://doi.org/10.1007/978-3-031-15908-4_21


A-EMS: An Adaptive Emergency Management System 267

processing [4], as well as making optimal trading decisions given dynamic mar-
ket conditions [8]. Under the RL paradigm, the agent learns to perform a given
task through numerous training episodes involving trial-and-error interactions
with its environment. By discovering the consequences of its actions in terms of
the rewards obtained through these interactions the agent eventually learns the
optimal policy for the given task.

These approaches work well in situations where it can be assumed that all the
events encountered during deployment arise from the same distribution on which
the agent has been trained. However, agents that must function within complex,
real-world environments for an extended period of time can be subjected to
unexpected circumstances outside of the distribution they have been designed
for or trained on, due to environmental changes that arise. For example: an
autonomous driving car may encounter significantly distorted lane-markings that
it has never experienced before due to construction or wear, and must determine
how to continue to drive safely; or an unaware worker in a manufacturing facility
may suddenly place a foreign object, such as their hand, within the workspace of
a vision-guided robot-arm that must then react to avoid damage/injury. In such
unexpected, novel situations the agent’s policy would be inapplicable, causing
the agent to perhaps take unsafe actions.

In this paper, we consider scenarios where a trained agent encounters an
unforeseen situation during deployment that renders available system or state-
transition models highly unreliable, so that any inferences based on such models,
as well as any pre-defined safe state/action regions, are no longer valid for safe
decision-making. An agent unable to respond effectively to a novel situation when
first encountered is vulnerable to take dangerous actions. This is of particular
concern in safety-critical applications where sub-optimal actions can lead to
damage or destruction of the agent or loss of human life.

We address this problem by developing a data-driven response-generation
system that allows an agent to deal with novel situations without reliance on
the accuracy of existing models, or the validity of safe states and recovery policies
developed offline or from past experiences. The key insight to our approach is
that uncertainty in observations from the environment can be used as a driver
for the generation of effective, short-term responses online, when necessary, to
circumvent dangers, so that the agent can continue to function and learn within
its environment.

Increased observation uncertainty has been used in the past to detect novelty
(e.g., by measuring out-of-bounds auto-encoder reconstruction errors [23]), indi-
cating situations for which the existing policy is unprepared. It stands to reason,
then, that decreasing this uncertainty would decrease novelty and return states
to those that the current policy can handle effectively. The work in this paper
investigates, therefore, how uncertainty-minimization can be correlated with safe
and effective actions in situations where the existing policy would fail. While use
of uncertainty to detect potential danger is not new, using it to generate actions
in an online manner, customized to the particular never-before-seen emergency
as it unfolds, is novel.
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In the absence of a reliable model or policy network to make proper action
decisions, determination of an appropriate response to a novel situation must be
data-driven and sequential. Moreover, in an emergency situation this response
must be devised efficiently (i.e., in just a few time-steps), meaning that little data
will typically be available for finding the optimal actions to take. This reactive
approach, therefore, necessitates a fast, online, optimal decision-making method.

Bayesian Optimization (BO) provides an ideal theoretical framework for this
type of problem [18]. BO is a data-efficient, global-optimization method for
sequential decision-making where the objective function is expensive to evaluate
or is taken to be a black-box. It builds and sequentially improves a probabilistic
model of this objective through measurement data obtained online. This model
is used to compute the next best action to take in a manner that balances explo-
ration of the unknown regions of the objective and exploitation of regions found
to be most likely to contain the optimal value.

Using this framework we devise an emergency-response-generation method
that combines a modified BO procedure for efficient sequential optimization,
with Gaussian Process (GP) regression for representing the probabilistic model
of the objective. The objective function in our approach is a metric designed to
capture the uncertainty in the observations obtained by the autonomous agent
in a way that facilitates the generation of an effective emergency response. The
responses generated by this method are intended to be action-sequences over a
short time-span that are only initiated when deemed necessary to circumvent a
dangerous situation that the agent is not yet prepared to handle. Our approach
is referred to as the Autonomous Emergency Management System (A-EMS).

2 Related Work

Existing works related to safety for autonomous agents typically involve incorpo-
rating pre-designed penalties into the reward or cost function for actions deemed
unsafe when training a deep neural network to generate policies [2,25], or restrict-
ing agent actions to “safe” regions to prevent it from reaching unsafe states
[10,27]. Other approaches use examples of dangers in offline training in rep-
resentative environments to either help identify conservative behaviors to use
based on pre-specified rules [23], or to learn recovery policies for specific dan-
gerous scenarios [26]. However, significantly novel events can arise in complex
environments that produce dangerous scenarios not accounted for through the
above-mentioned mechanisms, thereby requiring a customized response.

An agent must therefore be able to continually learn and adapt to such novel
situations. Continual learning approaches in the literature, though, do so through
the initiation of a new learning phase [7,19]. Adaptation to the novel situation,
then, is not instantaneous, and must happen over an extended period of time
dictated by the continual learning method used.

Nevertheless, what existing approaches do show is that deep learning neural
networks produce erratic and unreliable predictions when presented with inputs
very different from their training scenarios [23,24], but also that uncertainty
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in predictions from such out-of-distribution inputs can be an effective way to
detect novelty [10,15,23]. Moreover, trying to jointly optimize for task perfor-
mance and safety-violation can lead to restrictive, sub-optimal policies [1,26].
In addition, despite their limitations, these prior works also make it clear (see,
for example, [27]) that including a safety mechanism to assist learning agents
improves success-rate, constraint satisfaction, and sample efficiency.

3 Problem Description

We consider the A-EMS method to be used as part of an independent module
that monitors a trained and deployed agent as it performs a given task. Within
this scenario there may be instances where the agent encounters a situation it
has never seen before that presents a danger if not acted upon properly. The
agent’s existing policy is unable to determine an appropriate response without
further training, and any environment models become unreliable. Whenever such
an unforeseen event is encountered, the agent is considered to be in an emergency
situation for which an emergency response is required to mitigate the danger.

It is assumed that an emergency detection method is available that monitors
the agent during deployment and can identify a novel situation that the agent is
unprepared to handle. Numerous approaches to novelty detection can be found
in the literature (e.g., [7,16,23]) which can be used for this purpose. Moreover,
context-specific information relevant to the given application domain could also
be used to further verify that the agent is in imminent danger if it continues
with the actions output by its existing policy.

While monitoring, the A-EMS method remains disengaged and the agent is
allowed to freely perform its task using its existing policy. Once an emergency
situation is found to be imminent, the A-EMS response generation algorithm is
engaged (Fig. 1), which takes over the policy’s actions by replacing them with a
suitable emergency response. Consequently, this necessitates the halting of any
updates to the existing policy over the course of the response.

The response devised is a customized action-sequence over the next N time-
steps to address the danger. This action-sequence must be generated online as
the encounter with the novel situation unfolds.

4 Methodology

The proposed method for generating a response to address an unforeseen sit-
uation is based on the idea that taking actions that reduce uncertainty in the
observations should correspond to an effective response that guides the agent to
a more familiar state, which the existing policy knows how to effectively handle.
In our approach, the uncertainty associated with novel situations is represented
by the reconstruction errors (i.e., mean squared pixel-value errors) from a Varia-
tional Auto-Encoder (VAE) [13] designed to process RGB images from a camera
sensor. Its neural network structure was borrowed from that presented in [12].
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Fig. 1. Workflow of the autonomous emergency management system.

The response devised by A-EMS for an emergency situation is an action-
sequence that spans some fixed number of time-steps, N . The generation of
actions that reduce observation uncertainty is thus taken to be a sequential
optimization process, where each action must ideally be the optimal decision to
make given all the data gathered since the initiation of the response.

To perform this online optimization we use BO coupled with GP regression.
BO is a data-efficient technique to find the global optimum of a function, f(x),
that is significantly expensive to evaluate. It achieves this by building a surro-
gate, probabilistic model, G[f(x)], of f , which includes a mean function, μ(x),
representing the current best estimate of f(x) over the domain of f , and a vari-
ance function, σ2(x), representing the uncertainty in this estimate. We herein
employ GP regression to construct this surrogate model [22].

Using this GP model, BO optimizes a corresponding, and relatively simpler,
heuristic function, α(x,G[f(x)]), termed the acquisition function, which quan-
tifies the utility of any given input, x, in terms of its potential for optimizing
f(x). This optimization is achieved by sequentially sampling inputs from the
domain of x that have the greatest potential for optimizing f as indicated by
the acquisition function. More details on BO can be found in [18].

As shown in Fig. 1, the sequential optimization uses the rate of change of
the VAE reconstruction errors to drive the BO loop at each time-step, i, of the
response action-sequence. This is because there may be situations where it may
not be possible to find actions that reduce the reconstruction errors, and all that
can be done is to minimize its increase. This would still be a valid response if that
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is the best that can be done given the circumstances. An imminent collision with
an obstacle is a good example - some situations may simply call for maximum
braking as there may not be any way to swerve around the obstacle. In such
cases, errors would only rise as the agent approached the obstacle, with braking
helping to slow down the rate of increase until it eventually plateaus at a higher
but stable value. Minimizing the error-rate would capture the need to slow down
the rise of the errors in such situations, but would also be able to keep driving
the errors down further (i.e., negative error-rates) if it is indeed possible.

The objective at each time-step, i ∈ [1, N ], of the response is to find an action,
a∗

i , that minimizes the error-rate, ėi, that would result from that action, by
conducting one cycle of the BO loop shown in Fig. 1. This optimization will have
available data-points containing all the actions, Pai =

[
a1 a2 ... ai−1

]
i
, taken in

the last (i − 1) time-steps of the action-sequence, as well as the corresponding
true error-rates, Pėi =

[
ė1 ė2 ... ėi−1

]
i
, that resulted.

The last M error data-points are always stored in a database. Once a response
generation is triggered, every data-point obtained from the start of the response
is also saved (Pai and Pėi) for the duration of the response. To compute the
error-rate, ėk, the available (noisy) reconstruction errors, e, are first passed
through a smoothing filter, fs, to compute the smoothed errors, ẽ. The last
two smoothed error values can then be used to compute the rate, ėk, as:

ėk =
fs(k) − fs(k − 1)

δi
= ẽk − ẽk−1. (1)

BO then proceeds to construct a model of the unknown relationship, ė = f(a),
between error-rates, ė, and actions, a, for the given emergency scenario using
GP regression. This GP model, G[f(a)], is used to conduct the relatively simpler
acquisition-function optimization to find the next best action, a∗

i , to take.
The optimal action, a∗

i , is then applied to the environment. At the subse-
quent time-step, the resulting error ei will be obtained, from which ėi can be
computed. Both Pai and Pėi are then updated accordingly and the above BO
loop procedure is repeated, until the response length, N , is reached.

4.1 Acquisition Function

We employ the Upper Confidence Bound (UCB) acquisition function [5], given
by Eq. 2. Here, μ(a) and σ2(a) are the mean and variance of the regression model
for the relationship, ė = f(a).

UCB = α(a, β,G[f(a)]) = μ(a) +
√

β · σ2(a). (2)

UCB is chosen since it includes a parameter, β, that allows direct control over
the balance between exploration and exploitation, that is, how much the system
should try actions that are far from those already sampled versus how much
should it focus on the most promising actions found so far. It can be effectively
optimized using quasi-Newton methods such as the L-BFGS-B algorithm [14].
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4.2 Exploration/Exploitation Trade-Off

Since an emergency response is time-critical, it is important to ensure a transition
from an initial exploratory behavior to an exploitative one in a timely manner
so that the search converges on an effective solution fast enough to avoid the
danger. To accomplish this, the explicit parameter, β, is set to a decreasing
function of time, β(ti), i ∈ [1, N ]. The initial value, β0, must be relatively high
to encourage the BO to explore the action-space. As the action-sequence pro-
gresses, this parameter should decrease to a relatively lower value, βk, so that
the optimization begins to exploit the best solution found so far. These require-
ments produce the following constraints on the form of the time-varying function
chosen for β(ti):

β(t1) = β0, (3)
β(ti ≥ tk) = βk, 1 < k ≤ N, (4)

β0 > βk, (5)
dβ(ti)

dti
≤ 0, ∀t, t1 ≤ t ≤ tN . (6)

In this way, the degree of initial exploration by BO can be controlled by the
choice for β0, and the degree to which it exploits the best solution found so far
can be controlled through the choice for βk.

4.3 Temporal Relevance of Data

A second point of concern in devising the acquisition function is incorporating
the influence of time. The underlying relationship between error-rate and actions
would, in general, be time-varying. Thus, recent observations will have greater
relevance to, and influence on, the decision being made at any given time-step
compared to older observations. To account for this temporal variation, we pro-
pose a penalty function that discounts the utility of any given observation, based
on that observation’s “age” within the time-span of the response action-sequence.

The utility of any given action is given by the UCB acquisition function,
which depends on the GP model used to obtain μ(a) and σ2(a) (see Eq. 2). The
GP regression model captures the influence of past observations on any other
unseen one being estimated based on their relative distances in action-space.
Thus, the discounting of action utility must be incorporated into the error-rate
data used to compute the GP model. As such, we define a penalty function that
operates directly on the set of error-rates available at any given time-step of
the response. In particular, at the ith time-step of a response action-sequence,
each error-rate, ėj , in Pėi is transformed to a discounted measure, ˆ̇ej , through
a penalty function, q(ėj , τj), before computing the GP regression, where:

τj = i − j, ∀j, 1 ≤ j ≤ (i − 1), and (7)
dq

dτ
≥ 0, ∀τ ≥ 1. (8)
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Here, τj represents the age of the jth error-rate at time-step i, and Eq. 8 indicates
that the penalties should increase with age. This user-specified penalty function
can be devised under this constraint depending on how strongly and quickly
one wishes past data to lose its significance. An example is provided in the
experiments presented in Sect. 5.

5 Simulation Experiments

To demonstrate and validate the proposed method, experiments with two differ-
ent types of emergency situations were conducted using the open-source CARLA
autonomous driving car simulator [9]. In the first situation, the A-EMS method
was used to safeguard an agent from unexpected lane-drifting that it has not
been designed to detect and correct-for. In the second emergency situation, the
proposed response-generation method was used to detect and avoid imminent
collisions with obstacles that an agent has never encountered before.

Each simulation run proceeds in discrete time-steps. At the start of each
time-step the agent receives an observation corresponding to the current system
state in the form of an RGB image from its forward-facing camera sensor. The
agent then selects an action, namely, the throttle, brake, and steering inputs. The
simulation updates the system state accordingly to the next time-step using the
selected action. This process repeats until the end of the simulation run.

The VAE used to compute reconstruction errors is trained offline on images
gathered from observations made under nominal conditions. Here, the agent
is controlled via the built-in CARLA auto-pilot and made to drive on the same
sections of road used in the experiments, but without introducing any emergency
situation. A total of 72000 images obtained this way were used to train the VAE.

5.1 Lane-Drifting Experiments

Experimental Setup. In these experiments, a gradual drift to one side is
induced in the autonomous car as it drives along a straight section of road simu-
lated in CARLA. To ensure no reliance on, or influence from, the agent’s policy or
learning mechanism on the response generation, the agent was controlled by the
built-in auto-pilot software in CARLA, modified to enable only straight driving
in the left-hand lane with no action taken to correct drift.

After a period of driving straight unfettered, the steering control inputs are
altered so as to cause the car to begin drifting into the right-hand lane. As a
result, the incoming observations gradually change to those that are unexpected
compared to the nominal driving that the agent has experienced before. An RL
agent not trained to deal with such inputs could collide with another vehicle in
the right-hand lane, or even drift off the roadway, as it tries to learn the optimal
response through its trial-and-error process.

The proposed A-EMS method is triggered to generate a corrective response
to curtail this drift with neither any prior experience or training in doing so
nor any context-specific information to indicate what exactly the problem is.
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Fig. 2. Comparison of VAE reconstruction errors between the A-EMS and random-
response approaches over all experiment runs, from initiation of the drift to completion
of the N = 80 time-step response. Shaded regions represent the 25th to 75th percentile
ranges of the errors over all runs at each time-step.

The response generated by the A-EMS method is used to take-over the actions
output by the agent’s existing policy over the next N = 80 time-steps.

As we are unaware of existing emergency-response methods for novel sit-
uations where no prior training or preparation is employed for the scenarios
encountered, A-EMS is compared with a random response, where actions are
selected at random at each of the next N = 80 time-steps. For a fair compari-
son, both the A-EMS and the random responses are artificially triggered at the
same point in time in their respective simulation runs after the drift is initiated.
In all experiments, the vehicle maintained an average forward speed of 20 km/h
prior to the emergency response. Equations 9 and 10 give the functions used
for the trade-off parameter, β, and the time-based penalties on the error data,
respectively. These functions were used for illustrative purposes and the user is
free to design them as they see fit under the restrictions stipulated by Eqs. 3–8.

β(ti) = −0.0028t2i + 0.07, i ∈ [0, N − 1], (9)

q(ėj , τj) = 0.02269e(0.2293τj), i ∈ [1, N − 1], j ∈ [0, i − 1]. (10)

Results. A total of 20 runs of the lane-drifting experiments were conducted
under each of the response-generation approaches: A-EMS and random-response.
Figure 2 shows plots of the VAE reconstruction errors that resulted from all runs
for both these methods. Figure 3 shows plots of the 2D position coordinates of the
centre-of-mass of the vehicle recorded over all experiment runs, from initiation
of the drift to the end of the N = 80 time-step response.

Responses that maintained a lateral center-of-mass deviation below 1.5 m
relative to the center of the left-lane were considered to be successful. The
experimental results showed a 8/20 = 40% success-rate for the random-response
approach and a 14/20 = 70% success-rate under the proposed A-EMS method.
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Fig. 3. Comparison of paths traced out by agent over all runs between the A-EMS and
random-response approaches.

5.2 Collision-Avoidance Experiments

Experimental Setup. Nine different collision scenarios were setup in CARLA
within a simulated urban environment (see Fig. 4), each involving a different,
unforeseen, stationary obstacle placed in the path of the autonomous car driv-
ing along a section of road in one of 5 different parts of the map. These scenarios
simulate a situation where an autonomous driving agent, assumed to have been
trained to drive in an obstacle-free urban environment, is suddenly presented
with an unforeseen situation involving a stationary obstacle placed in its path.
The trial-and-error learning process for an RL agent in such a situation could
involve taking dangerous actions, possibly resulting in collisions with the obsta-
cles.

Two sets of experiments were conducted within this emergency situation. In
the first, the CARLA auto-pilot maintained an average agent speed of 20 km/h
before encountering an obstacle, and the A-EMS method was combined with an
example emergency-detection method. In the second set, an average speed of
30 km/h was maintained and response-generation was artificially triggered.

In the first set of experiments a rudimentary, VAE-error-based emergency-
detection method was used, only as an example to demonstrate how the A-EMS
method could be combined with a detection algorithm to compose a complete,
independent, monitoring module that takes over the agent’s output with an
emergency response only when necessary. This emergency-detection mechanism
uses a straightforward approach similar to that presented in [15]. In particular,
at each time-step, a second-order polynomial regression fit is computed on the
last M = 15 VAE reconstruction errors, which are then extrapolated K = 7-
time-steps into the future and compared against an upper-bound threshold, ULe,
to indicate the presence of a novel, unforeseen situation requiring an emergency
response. While any mechanism suitable to the application being considered can
be used to identify when a dangerous situation is imminent, an auto-encoder-
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Fig. 4. Simulated stationary-obstacle scenarios used in the collision-avoidance exper-
iments: (a) location A, green car; (b) location B, garbage container; (c) location B,
motorcycle; (d) location C, red car; (e) location C, vending machine; (f) location D,
blue car; (g) location D, ATM machine; (h) location E, orange car; (i) location E,
street-sign. (Color figure online)

based approach presents a natural choice given that the response-generation
method employs a VAE as a key part of its input sensor-data processing.

The emergency-detection component monitors the actions of the agent and
the observations received from its camera sensor. Upon detecting an imminent
collision as the agent approaches a stationary obstacle, the module triggers the
A-EMS algorithm to takeover the agent’s actions for the pre-specified next N
= 30 time-steps with a customized action-sequence to attempt to prevent this
collision.

In the second set of experiments the emergency-detection mechanism is
replaced by an artificial trigger that initiates the different response-generation
approaches being compared at the same point in time during each simulation run.
Without the additional time-delay caused by a separate emergency-detection
component, the simulations could be run at a faster average forward agent speed
of 30 km/h. In both sets of experiments a worst-case scenario is simulated where,
in the absence of the emergency-response system, the agent takes no action to
avoid the obstacle and continues to follow the road.
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Results. In the first set of experiments the A-EMS method was compared
with a random-response approach. Twenty repetitions for each scenario were
conducted and the percent of successful collision-avoidance runs (i.e., success-
rate) was computed. Table 1 summarizes the results.

Table 1. Summary of success-rates for simulated collision-avoidance scenarios (note:
taking no action resulted in a 0% success-rate in all cases).

Scenario # Exp. set 1 (20 km/h tests) Exp. set 2 (30 km/h tests)

A-EMS Random A-EMS Random

1 80% 10% 82% 5%

2 65% 20% 90% 25%

3 75% 35% 75% 10%

4 75% 50% 80% 25%

5 75% 25% 85% 70%

6 45% 5% 55% 40%

7 75% 30% 70% 25%

8 70% 25% 25% 7.5%

9 80% 15% 57.5% 17.5%

Avg. 71% 24% 68.8% 25%

In the second set of experiments, both the proposed approach and the
random-selection approach were triggered manually at the same time for all sce-
narios. This ensured that the same distance and initial approach speed existed
for the approaches compared (see Table 1 for success-rate results). As a rep-
resentative example for illustration, Fig. 5a shows a plot of the variations in
VAE reconstruction errors, and Fig. 5b gives a closer look at the error-rates
themselves, over the span of the response action-sequences for Scenario 1 in the
second set of experiments where the alternative responses are triggered at the
same time for a fair comparison. For reference, Fig. 5 also includes the errors and
rates that result from taking no action upon encountering the obstacles.
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Fig. 5. Comparison of the impact of A-EMS, a random response, and no-action, on (a)
VAE reconstruction errors, and (b) VAE reconstruction error-rates, over the Scenario
1 runs in Experiment set 2.

6 Conclusions and Discussion

This paper proposed A-EMS: an emergency-response method that enables
an autonomous lifelong-learning agent to safely address unforeseen situations
encountered during deployment for which the existing policy becomes unreli-
able. When triggered, the method generates a response by finding optimal actions
sequentially through minimization of VAE reconstruction error rates from the
novel observations using a modified BO algorithm. Simulation experiments in an
autonomous car-driving domain demonstrate how minimization of observation
uncertainty using A-EMS can find safe actions to curtail unexpected lane-drifts
and also to avoid collisions with never-before-seen obstacles, despite never having
encountered such scenarios before.
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The significantly greater average success-rate by A-EMS in controlling lat-
eral drift and in collision-avoidance compared to a random approach indicate
that effective, intelligent actions are indeed being selected to avoid the novel
dangerous situations, beyond simply what random chance would allow. This
demonstrates how minimizing a measure of uncertainty in the observations can
be correlated with good actions that help to effectively deal with unforeseen
situations. These effective, danger-avoiding behaviors are also reflected in the
reconstruction errors themselves (Figs. 2 and 5a), where the errors rise relatively
slowly and plateau at a relatively lower final value due to the agent having
transitioned to a more familiar state.

Some scenarios from the second emergency situation simulated presented
more of a challenge than others. Detection of the imminent collisions in
experiment-set 1 was observed to happen when the agent was on average about
8 m away from the obstacle. This left little distance and time to react, and in
some cases it was not enough for the final response to avoid the collision, even
though it may have been effective had the danger been detected sooner. Quali-
tative observations of some of the failures under the proposed method show that
the agent still tries to make sensible maneuvers to avoid the collision and almost
succeeds.

It should be noted that the intention here was not to create the best drift-
correction or obstacle-avoidance system for an autonomous car, but rather to
demonstrate how minimization of observation uncertainty can be an effective
driver to safely address novel situations for which a learning agent would other-
wise be unprepared.

Moreover, A-EMS does not require context-specific information either (i.e.,
understand the significance of lane-markings or know what the obstacle is, or
what its presence means in the context of driving). As such, the performance
of the method can always be improved by incorporating context-specific mech-
anisms on top of the basic emergency-response system for the particular appli-
cation being addressed, if so desired.
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Abstract. Many complex domains would benefit from the services of
Large-scale, Safety-verified, Always-on (LSA) robotic systems. However,
existing large-scale solutions often forego the complex reasoning required
for safety verification and prescient reasoning in favour of scalability. We
propose a method of partitioning the task domain to enable scalability,
inspired by a ‘problem-first’ solution paradigm. Our method decomposes
a large, intractable problem into a set of smaller, tractable sub-problems
by spatially dividing the task domain into maximally-independent sub-
domains. We present experimental evidence of the benefits of this app-
roach in the context of a nuclear maintenance system.

Keywords: Multi-robot systems · Robot teaming · Task partitioning ·
DEMO · Nuclear fusion · Safety verification · Large-scale systems ·
Always-on systems · Problem space optimisation · Problem-first
paradigm

1 Introduction

There are many application domains that would benefit from the services of
robotic systems that are large-scale, safety-verified and always-on (abbreviated
herein as ‘LSA’ systems). For example, large-scale engineering projects such as
wind farms and power plants, as well as other domains such as large-scale secu-
rity, require operation over wide physical areas using many active robots, all
while satisfying strict safety parameters as defined by their operators. Further-
more, an appropriate system for such a domain must operate in an ‘always-on’
regime; that is to say, the constant task-stream necessitates an up-time of the
system so long as to be functionally infinite from a planning point of view. The
system must therefore be able to handle a dynamic specification and adapt to
gradual changes in its environment and its constituent robots.
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The research presented here is motivated by the necessity of LSA systems
for the nuclear fusion domain. Fusion is an attractive method for energy gen-
eration due to its fuel efficiency and cleanliness compared to fission and fossil
fuels. DEMO, the DEMOnstration nuclear power plant, is intended to be the
first complete nuclear fusion power plant. To that end, it must demonstrate the
economic viability of fusion when it opens in the 2050s [1]. Maintenance has
been identified as a key concern, as it is the greatest decider of the machine’s
availability, and thus its economic and power output [2,3].

Constructing an LSA system for such a domain is fundamentally challeng-
ing. For instance, there is an innate trade-off between scalability and safety
verification. The issue is quality versus quantity; in a scalable system the num-
ber of agents makes strict reasoning over all relevant information an intractable
problem, and a safety-verified system is likewise limited in scope due to fac-
tors related to the computational cost of exhaustive verification tools such as
probabilistic model checkers. Likewise, safety verification is complicated by the
always-on regime, as the system may evolve out of a safe state into an unsafe
one. Maintaining and guaranteeing the safety of the system into the far future
therefore requires reasoning with a long time-horizon.

This paper proposes a method of task domain partitioning, inspired by a
problem-first design paradigm, which is demonstrated to improve the tractability
of large-scale planning problems and thus to enable LSA systems. Section 2 intro-
duces an example problem based on the motivating domain of DEMO which we
will use to inform our concept of a nuclear inspection system. Section 3 describes
the existing work in the area of large-scale multi-robot systems, discusses rel-
evant literature, and explains how a ‘problem-first’ paradigm can enable LSA
systems. Section 4 presents our method of task partitioning by the k-means algo-
rithm. We also describe the use of the probabilistic model checker PRISM [4] to
create a model of the aforementioned nuclear inspection system and synthesise
a control policy which satisfies a system specification encoded in Probabilistic
Computation Tree Logic (PCTL) [5]. Finally, Sect. 5 presents experiments that
corroborate the benefit of the a partitioned approach.

2 Example Problem

The requirements of the nuclear fusion domain are relatively idiosyncratic. Main-
tenance will be a perpetual task and constant safety verification will be required.
Due to its constant operation, the system must be able to handle dynamic incom-
ing tasks and adapt to a gradually changing environment. Robots will also incur
damage that impedes their capabilities from environmental factors such as radi-
ation [6,7]; this must be detected and accounted for at runtime. At any one
time a large number of robots will be active; therefore, scalability must be a pri-
mary concern in designing the system, especially insofar as it allows for strict,
safety-critical reasoning over every aspect of operation.

We form an example problem based on continuous inspection tasks. Con-
sider a fusion power plant with a functionally unlimited number of robots. These
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robots initially reside in an inventory area outside of the main workspace of the
plant. The workspace - the plant floor - contains a great many visual inspec-
tion tasks in different locations. The plant is radioactive, so the presence of the
robots in the workspace causes them to accrue radiation damage, which must be
kept below a certain threshold lest they malfunction. Once activated, the inspec-
tion system remains on indefinitely, although individual robots may be returned
to storage for repairs or recharging when required. Furthermore, although any
number of robots may be in operation at once, in practicality only the minimal
number of robots should be used so as to reduce the economic cost of maintaining
the robots themselves.

Given such a problem, the challenge is to synthesise a control policy for the
robotic system that will allow it to fulfil the inspection tasks while upholding the
system specification and guaranteeing safety via probabilistic model checking.
This problem forms the basis for our model system in Sect. 4.1.

3 Related Work

Although many authors have proposed distributed, scalable systems, no exist-
ing approaches support the requirements of a problem such as that outlined in
Sect. 2. Decentralised coalition-forming methods such as those proposed by Cali-
nescu et al. [8], Scerri et al. [9] and Shehory and Kraus [10] demonstrate good
scalability but lack points of information aggregation where safety verification
can take place. Abdallah and Lesser [11] likewise propose a hierarchical coali-
tion structure that benefits from a strategy of abstracting information moving
between layers to lower the computational burden on the latter. This is promising
for our purposes, but the formation of the hierarchy is not addressed.

The ‘Problem-First’ Paradigm

These existing approaches can be categorised as what we term ‘agent-first’. In
this paradigm of problem solving, the organisation of the agents (robots) is
taken as the starting point for optimisation. Although future tasks with complex
relationships and uncertainties [12,13] may be considered, the task domain is
generally treated as a series of immutable tasks which must be ‘dealt with’
rather than manipulated to the benefit of the system’s operation.

This paper posits that such an agent-first paradigm is fundamentally limited.
Naturally, the solution to any problem is constructed from an understanding of
the problem itself - an axiom supported by research on human reasoning [14,15]
- and as such, optimising one’s understanding of the problem is likely to directly
optimise the construction of the solution. This is true in human psychology which
shows that humans can more easily make valid inferences when provided with
logical propositions of certain formats, compared to other propositions which
contain the exact equivalent information [16]. The decomposition of problem
space as a preliminary to solution is a concept that also appears in the field of
design [17].
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In this paper we propose an alternative, ‘problem-first’ paradigm, which we
can invoke to create efficient LSA systems. The core tenet of this paradigm is
to consider the problem space as a target for manipulation and optimisation to
at least the same extent as other commonly-optimised elements such as team
composition, path planning, and communication. In fact, the problem space
should ideally be optimised first as all planning begins with the problem, and
eliminating complexity earlier in the overall solution process has the potential to
greatly reduce the complexity of all subsequent stages. However, other forms of
optimisation can still be applied after the treatment of the problem space; thus
the problem-first paradigm does not preclude the use of powerful, pre-existing
optimisation techniques.

4 Proposed Solution

Based on the problem-first paradigm, we propose a method of enabling scalabil-
ity in LSA systems which works primarily by optimising the problem space for
solution. In the nuclear fusion context, the problem space is the systems under-
standing of the task domain; i.e. the structure and format in which information
about maintenance tasks is presented to the planner. The solution to this prob-
lem is a control policy that fulfils the task domain while upholding the system
specification.

In our approach, the task domain is optimised for solution by partitioning it
into sub-domains, reducing the overall planning/safety-verification problem into
a series of maximally-independent sub-problems such that each can be solved
agnostically of the others. This approach essentially decouples a large, intractable
planning problem into a series of smaller, tractable ones.

The approach operates as such. We take as inputs a description of the task
domain and the system specification. The task domain is partitioned by the
k-means partitioning algorithm [18] into a set of sub-domains. For each sub-
domain, we generate a model via python script. Each model is an MDP encoded
in the probabilistic model checker PRISM [4]. We then input the specification
into PRISM by way of a Probabilistic Computation Tree Logic (PCTL) string.
PRISM then generates a set of control policies that satisfy the specification. An
summary of the approach is given in Fig. 1 and explained in more detail the
following sections.

The effectiveness of the partition will be dependent on the natural organi-
sation of the task domain. In idealised cases, the solution of a partitioned task
domain will be no less optimal than the unpartitioned case although in reality
some loss of optimality is likely to occur. The structure of DEMO’s environment
is well-suited to the partitioning due to its inherent organisation; the systems
in a fusion power plant (e.g. cryonics, fuel-processing, etc.) will be laid out in a
compartmentalised manner so as not to interfere with each other, and as such
maximally-independent sub-domains will be more easily extracted than from
a completely random distribution of tasks. By choosing a intelligent partition-
ing algorithm, this loss of optimality can be minimised while also maximising
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Fig. 1. Summary of our task partitioning approach showing inputs and outputs.

the independence of each sub-domain and thus properly decoupling the sub-
problems.

However, a complete LSA system for nuclear fusion is beyond the scope of
this paper. Rather, we focus on proposing a preliminary method with which to
partition the task domain via the k-means algorithm and to synthesise a control
policy to satisfy it.

4.1 System Description and Modelling

Partitioning and probabilistic model checking require a model of the system
congruent with the example problem in Sect. 2. To encode our model we used
PRISM, a probabilistic model checker that allows formulation of Markov Deci-
sion Processes (MDPs) via the high-level PRISM language [4]. PRISM also allows
specification of system properties in various logic languages including PCTL [5].
These properties can then be verified or quantified. An optimal control policy
will be generated to enforce these properties. A segment of our PRISM model is
shown in Listing 1.1.

The model system consists of robots completing inspection tasks in an
abstracted environment. The workspace over which the robots operate is
abstracted into NL locales. Each locale represents an area of space such as a
room or a segment of one. Each robot is initialised in a special locale L0 which
contains no tasks. This represents the inventory from which robots are recruited.

The model parameters also include NR robots and NT tasks. In order to
represent the assumption that an unlimited inventory of robots is at hand to
accomplish the tasks, we set NR = NT in all cases unless specified. Each robot
and task may occupy one locale at a time. There is no limit to the total number
of tasks or robots in a specific locale. Each task is either active or inactive; a
robot may complete an active task if it is in the same locale as it, thus changing
the task’s status to inactive. Note also that a robot may only move to a locale if
it also completes a task there. It is therefore impossible for a robot to move to
an empty locale or one in which all tasks are inactive.

A robot will accrue a cost when it moves between locales and completes tasks.
Each robot has its own cost structure, and there is also a team cost structure
that accrues a cumulative cost from the actions of all robots. The costs are
abstract but can represent such factors as energy expense or radiation damage
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in the individual case or economic cost for robot maintenance in the case of the
team cost. Likewise, the specific values of the costs are arbitrary.

Our specification minimises the team cost while restricting each individual
robot’s cost to be below a threshold. This is encoded in PRISM via a PCTL
string of the form:

multi(R{"team cost"}min=? [C], R{"cost R1"}<=12000 [C],

R{"cost R2"}<=12000 [C],... , R{"cost RN"}<=12000 [C])

The model reaches an end-state when all the tasks have been completed.
PRISM was used to generate control policies that completed all tasks while
upholding the specification.

4.2 Partitioning Method

K-Means Partitioning. We use a partitioning method based on the k-means
algorithm, which is a clustering algorithm that divides a set of points into a
specified number of clusters (k) based on a distance metric such as Euclidean
distance [19]. In the resultant solution, each point belongs to the group whose
centroid x (the mean position of points in that group) it is closest to. Therefore,
k-means can be framed as a problem of the optimal placement of the centroids
of k groups.

Taking an input of points P = {p1, . . . , pN}, the ‘näıve’ k-means algorithm
operates in two steps:

1. Assignment of each point in the set to the group with the nearest centroid.
2. Update of all group centroids.

Steps 1 and 2 repeat until the solution converges upon a stable configuration
of groups S = {s1, . . . , sk}, where each s = {p1, . . . , pn} is a cluster containing
points p. Effectively, this finds a local minimum of the clustering error σk:

σk =
k∑

i

∑

x∈si

(x − x i)2 (1)

However, the solution is heavily dependent on the choice of initial centroids
around which the solution then converges. To obtain effective solutions, näıve
k-means must be run many times with randomised initial conditions to find the
most optimal solution. The output of the algorithm is therefore non-deterministic
and potentially sub-optimal.

The global k-means algorithm [18] is a modification of the k-means algorithm
which is deterministic and optimal. It operates on the basis that if the optimal
solution to i − 1 clusters is known, it is relatively simple to find the optimal
placement of the i-th centroid.
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1 module robot0 // N R robot modules:
2

3 R0 locale: [0..4] init 0;
4 [R0T0 complete] T0 active = true → (R0 locale’ = T0 locale);
5 [R0T1 complete] T1 active = true → (R0 locale’ = T1 locale);
6 · · ·
7 endmodule
8

9 module robot1
10

11 R1 locale: [0..4] init 0;
12 [R1T0 complete] T0 active = true → (R1 locale’ = T0 locale);
13 [R1T1 complete] T1 active = true → (R1 locale’ = T1 locale);
14 · · ·
15 endmodule
16 · · ·
17 module task0 // N T task modules:
18

19 T0 active : bool init true;
20 [R0T0 complete] true → (T0 active’ = false);
21 [R1T0 complete] true → (T0 active’ = false);
22 · · ·
23 endmodule
24 · · ·
25 rewards “cost R0” // costs for each individual robot
26 [R0T0 complete] R0 locale = 1 & T0 locale = 1 : T0 cost;
27 [R0T0 complete] R0 locale = 1 & T0 locale = 2 : dist L1L2 + T0 cost;
28 · · ·
29 endmodule
30 · · ·
31 rewards “team cost” //timewide costs
32 [R0T0 complete] R0 locale = 1 & T0 locale = 1 : T0 cost;
33 [R1T0 complete] R1 locale = 1 & T0 locale = 1 : T0 cost;
34 ...
35 endmodule

Listing 1.1. Segment of PRISM code showing robot modules, task modules and reward
structures. Constants are omitted for brevity. Each robot module defines an action for
every task, representing the robot moving to that task’s locale. The task modules
define corresponding transitions which alter their status from active to inactive, thus
representing their completion. Each transition has a unique associated cost based on
the locales and tasks involved.

For a set of N points P = {p1, . . . , pN}, global k-means operates as follows:

1. The optimal solution for i = 1 is simply one cluster with the centroid being
that of all points in the space.

2. For each solution for i clusters, use the centroids from the i − 1 solution as
the first i − 1 initial centroids.

3. Acquire a set of solutions for i clusters by running näıve k-means for each
p ∈ P , each time using p as the initial location of the i-th centroid.

4. The solution with the minimal σk is selected as the optimal solution for i
clusters.

5. Steps 2–4 are repeated until k clusters are reached.

The output is thus a partition of the system S = {s1, . . . , sn} where each
s = {pi, . . . , pn} is a sub-domain, itself a set of points p.
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Partitioning the Task Domain. A partition of the system using simple k-
means requires a representation of the model outlined in Sect. 4.1 in Euclidean
space. Therefore, we assigned each locale of the system a Cartesian point to
represent its general location, and set the transition weight between each two
locales to their Euclidean separation. Note that this does not include L0, which
is a special, abstract locale that represents the inventory of robots. To discourage
trivial solutions wherein every one robot completes one task, we set the cost of
moving from the inventory locale L0 to any other locale to a relatively high
value, thus incentivising the use of as few robots as possible.

The partitioning algorithm takes as input the locations of the locales L =
{l1, . . . , lNL} and the tasks per locale TPL = {nt1, . . . , ntNL}, where nti is
an integer representing the number of tasks in locale i. It also takes a value
threshold ∈ Z

+ which is the desired mean number of tasks per sub-group in the
final partition. Partitioning is executed via global k-means, which terminates
upon achieving the condition

∑
s∈S(number tasks in s)

|S| ≤ threshold (2)

This stop condition is useful for specifying the degree of partitioning. Merely
relying on a static value of k is unhelpful as one cannot know a priori the number
of groups that will result from global k-means, nor their sizes. Sole use of k
may therefore lead to an over-partitioned system, (leading to highly-suboptimal
solutions,) or an under-partitioned system, (leading to long model checking times
and intractability). By relying on this stop condition, the resultant group size
can be controlled approximately, thus allowing the user to inform the trade-off
between tractability and optimality.

Partitioning is relatively fast compared to PRISM’s execution time; for the
largest model parameters we test (NT = 12;NL = 6; threshold = 3) the time for
global k-means is 0.199 ± 0.004 s whereas the corresponding PRISM time is on
the order of 106 s.

5 Results and Discussion

5.1 Dependence on Model Parameters

We ran PRISM for a range of model parameters to establish the dependence of
the model checking/policy synthesis time and the team cost on NT and NL. This
was necessary for extrapolation of the unpartitioned times and costs in Sect. 5.2.
The results of the experiments are shown in Fig. 2.

Naturally, larger models with larger model parameters required more time
for probabilistic model checking. The utility of task partitioning is clear from
the exponential relation of the execution time to NT , as only a small reduction
in model parameters can lead to large reductions in execution time. The team
cost appears to begin to plateau for higher values of NT , likely due to a higher
number of tasks per locale incentivising the system to complete tasks without
accruing the cost of moving between locales.
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Fig. 2. The response of the model to varying model parameters: a) PRISM execution
time versus NT and NL. The dashed lines represent an exponential and linear fit,
respectively. For the NT curve NL = 6. For the NL curve NR = 5;NT = 8. b) The
accrued team cost for a range of NT where NL = 6.

5.2 Partitioning

Partitioning was carried out using the global k-means methods as outlined in
Sect. 4.2. The process was repeated for a variety of locale locations and task
distributions to encapsulate variance due to environmental factors. The results
are displayed in Fig. 3. NL = 6 was selected to allow for interesting partitioning
behaviour. However, the algorithm gives uninformative results for cases where
NL > NT as this can create empty partitions containing no tasks, and the
unpartitioned cases became intractable for NT > 8. Therefore, the response of
the unpartitioned system had to be extrapolated from the NT ≤ 8 data-sets
shown in Fig. 2.

The data demonstrate both a reduction in the model checking/policy syn-
thesis time and a reduction in optimality. The mean task-per-group threshold
introduced in Eq. 1 proved valuable in maintaining the synthesis time a roughly
constant value, several orders of magnitude below the unpartitioned case. As
expected, the team cost was greater in the partitioned case then in the unparti-
tioned case and appears to increase sharply at NT = 9 and NT = 12. This is due
to the chosen value of threshold = 3 introducing extra groups when NT passes
a multiple of 3. Nonetheless, this decrease of optimality is far below the order
of the decrease in synthesis time, which may indicate an attractive trade-off
depending on the domain to which the technique is applied.
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Fig. 3. Comparison of a) PRISM execution time and b) the team cost structure before
and after partitioning. The unpartitioned result was extrapolated using a) exponential
fit to NT ∈ [2, 8] (R2 = 1.000) and b) a logarithmic fit to NT ∈ [5, 8] (R2 = 0.997). In
both cases, NL = 6 and threshold = 3.

6 Conclusion

This paper outlined the ‘problem-first’ paradigm of problem-solving and utilised
it to propose a high-level method of constructing LSA systems. We explained the
advantages of this mode of organisation, proposed a basic vector for implemen-
tation, and conducting corroborating experiments. The results show a promising
improvement in tractability, albeit one coupled with a loss of optimality. Future
work should experiment with different partitioning methods which may be able
to divide the task domain with less disruption to policy synthesis. It would also
be informative to model the effectiveness of this approach for differing envi-
ronmental parameters; for example, this may involve determining the relation
between optimality and the entropy of the task distribution across the workspace.
Finally, a practical version of this approach must also take into account a more
complex task model which includes the requirements, duration and frequency of
the tasks.
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1. Donné, A.J.H.: The European roadmap towards fusion electricity. Philos. Trans.
Ser. A Math. Phys. Eng. Sci. 377, 20170432 (2019)

2. Maisonnier, D., et al.: The European power plant conceptual study. Fusion Eng.
Design 75–79, 1173–1179 (2005). Proceedings of the 23rd Symposium of Fusion
Technology

3. Surrey, E.: Engineering challenges for accelerated fusion demonstrators. Phil.
Trans. R. Soc. A 377(2141), 20170442 (2019)

4. Kwiatkowska, M., Norman, G., Parker, D.: PRISM 4.0: verification of probabilistic
real-time systems. In: Gopalakrishnan, G., Qadeer, S. (eds.) CAV 2011. LNCS,
vol. 6806, pp. 585–591. Springer, Heidelberg (2011). https://doi.org/10.1007/978-
3-642-22110-1 47

5. Hansson, H., Jonsson, B.: A logic for reasoning about time and reliability. Form.
Asp. Comput. 6(5), 512–535 (1994)

6. Bachmann, C., et al.: Overview over demo design integration challenges and their
impact on component design concepts. Fusion Eng. Design 136, 87–95 (2018).
Special Issue: Proceedings of the 13th International Symposium on Fusion Nuclear
Technology (ISFNT-13)

7. George, J.S.: An overview of radiation effects in electronics. AIP Conf. Proc.
2160(1), 060002 (2019)

8. Calinescu, R., Gerasimou, S., Banks, A.: Self-adaptive software with decentralised
control loops. In: Egyed, A., Schaefer, I. (eds.) FASE 2015. LNCS, vol. 9033, pp.
235–251. Springer, Heidelberg (2015). https://doi.org/10.1007/978-3-662-46675-
9 16

9. Scerri, P., Xu, Y., Liao, E., Lai, J., Sycara, K.: Scaling teamwork to very large
teams. In: Proceedings of the Third International Joint Conference on Autonomous
Agents and Multiagent Systems, AAMAS 2004, vol. 2, pp. 888–895. IEEE Com-
puter Society (2004)

10. Shehory, O., Kraus, S.: Methods for task allocation via agent coalition formation.
Artif. Intell. 101(1), 165–200 (1998)

11. Abdallah, S., Lesser, V.: Learning scalable coalition formation in an organiza-
tional context. In: Scerri, P., Vincent, R., Mailler, R. (eds.) Coordination of Large-
Scale Multiagent Systems, pp. 191–215. Springer, Boston (2006). https://doi.org/
10.1007/0-387-27972-5 9

12. Camara, J., et al.: The uncertainty interaction problem in self-adaptive systems.
Softw. Syst. Model. 21(4) (2022)

13. Hezavehi, S.M., Weyns, D., Avgeriou, P., Calinescu, R., Mirandola, R., Perez-
Palacin, D.: Uncertainty in self-adaptive systems: a research community perspec-
tive. ACM Trans. Auton. Adapt. Syst. 15(4), 1–36 (2021)

14. Sternberg, R., Smith, E.E.: The Psychology of Human Thought. Cambridge Uni-
versity Press, Cambridge (1988)

15. Simon, H.A., Newell, A.: Human problem solving: the state of the theory in 1970.
Am. Psychol. 26, 145–159 (1971)

16. Johnson-Laird, P.N.: How We Reason, 1st edn. Oxford University Press, Oxford
(2008)

17. Alexander, C.: Notes on the Synthesis of Form. Harvard University Press, Cam-
bridge (1964)

18. Likas, A.C., Vlassis, N.A., Verbeek, J.J.: The global K-means clustering algorithm.
Pattern Recogn. 36, 451–461 (2003)

19. Hartingan, J., Wong, M.: Algorithm AS136: a K-means clustering algorithm. Appl.
Stat. 28, 100–108 (1979)

https://doi.org/10.1007/978-3-642-22110-1_47
https://doi.org/10.1007/978-3-642-22110-1_47
https://doi.org/10.1007/978-3-662-46675-9_16
https://doi.org/10.1007/978-3-662-46675-9_16
https://doi.org/10.1007/0-387-27972-5_9
https://doi.org/10.1007/0-387-27972-5_9


Effectiveness of Brush Operational
Parameters for Robotic Debris Removal

Bechir Tabia(B) , Ioannis Zoulias , and Guy Burroughes

Culham Science Centre, United Kingdom Atomic Energy Authority, Abingdon, UK

bechir.tabia@ukaea.uk

Abstract. Surface decontamination is essential in Nuclear Gloveboxes;
moving this process from manual to robotic would reduce the risk to
operators. Towards the development of robotic and autonomous sweeping
systems, brushing debris removal effectiveness is evaluated using visual
inspection. In addition, three types of dry simulacrum debris were used:
flour, sand, and metallic swarf, each with different particle sizes and fric-
tion properties. We evaluate the debris removal effectiveness for each
operational brush parameter and debris type. The tested operational
brush parameters were the brush angle of attack and the brush penetra-
tion with the help of a robotic manipulator arm repeating a slow and
steady rectangle sweeping pattern. We found that the brush angle of
attack has a higher impact than the brush penetration. Also, flour is fast
to remove from a surface and necessitates 80◦ angle of attack. For sand
particles, a 70◦ angle of attack gives the best configuration to create a
contact surface. Regarding debris like metallic swarf, debris particles to
bristles bonding must be limited, requiring a 90◦ angle of attack. These
results allowed us to determine that autonomous robotic systems must
adapt brushing operative parameters to debris type for an effective debris
removal process.

Keywords: Nuclear dismantling · Surface decontamination · Robotic
sweeping · Debris collection · Brushing effectiveness

1 Introduction

In nuclear gloveboxes, surface decontamination is essential in the dismantling
process. They ensure workers’ safety and the glovebox’s maintenance by limit-
ing the accumulation on surfaces of hazardous contaminants such as radioactive
or toxic material [2,8]. Human operators are currently at considerable risk of
performing the cleaning task using tools such as vacuum cleaners, brushes, and
wet wipes. The choice of the technique follows the quantity of debris to collect
and the complexity of the cleaning operation. In nuclear gloveboxes, dismantling
activities are not safe despite the contained area, and accidents involving oper-
ator radioactive contamination by cutting have occurred in the past [11]. Thus,
robotics are investigated for dismantling activities in nuclear gloveboxes to limit
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these accidents and increase workers’ safety. Consequently, the RAIN hub devel-
ops a robot-assisted nuclear glovebox that allows autonomous, semi-autonomous
and remote handling operations [15]. The new robot-assisted nuclear glovebox
consists of a pair of robotic manipulator arms and sensors replacing/augmenting
the human operator in gloveboxes. In the long run, the robot’s objective is
to perform autonomous dismantling operations. These are size reduction (cut-
ting, drilling), object disassembling, and surface cleaning (vacuuming, brush-
ing, wiping). A typical nuclear glovebox dismantling process involves cutting,
drilling, and disassembling contaminated objects and can generate a consequent
amount of hazardous debris [8]. Because of these operations, an accumulation
of various objects, tools and debris can result in a cluttered environment caus-
ing operations disruptions, the accumulation of hazardous debris, and airborne
contamination [8].

Three non-abrasive methods are available for the robotic manipulator arm to
guarantee the glovebox surface cleanliness from debris [3]. Firstly, vacuum clean-
ing offers a fast and reliable way to collect large debris on uncluttered surfaces.
However, a vacuum cleaner can suck up unwanted or significant objects in a
cluttered environment, resulting in tool clogging. Also, vacuum cleaning is a less
controlled process undesirable in a Nuclear environment, and this is an expensive
option not available in all gloveboxes. Secondly, wet wiping techniques provide a
high level of decontamination. However, they are limited to residual quantities of
debris collection on clean surfaces. Finally, brushing techniques offer the advan-
tage of removing large debris quantities using brush deflection properties, access
to narrow gaps, and safe interaction with surrounding objects. These advantages
are thanks to the brush compliance property. The particle removal mechanism
involves two forces and one moment, the lifting and sliding forces and the rolling
moment [6]. The lifting force allows lifting debris particles from a surface; it
must be larger than the adhesion force. The sliding force allows a particle to
slide on a surface. The remove a particle, the sliding force must be superior to
the difference between adhesion and lifting force multiplied by the coefficient of
friction. The rolling moment allows the roll of debris particles on a surface; it
depends on the debris particle shape and size. The rolling moment condition
can be attained quickly for spherical and small debris. It is more challenging for
cubic and large debris to reach the rolling moment debris removal conditions
[6]. Also, the contact forces creating the condition of debris removal are located
between the brush bristles, the debris and the surface. A theoretical contribu-
tion involved using a finite element model for brush debris interaction using a
single bristle modelisation [1]. It analysed the influence of brush penetration
using bristle deflection properties on debris removal forces and moments. The
results indicate that the effective removal mechanisms are the horizontal sliding
force and the rolling moment. Also, the brush penetration is beneficial when it
is relatively small. Another practical contribution, limited to rotating brushes
on road sweepers, indicates that debris removal depends on the interaction of
several factors. These factors are the brush angle of attack, the penetration, the
rotational speed, coefficient of friction, bristle length, vehicle velocity, and stick-
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slip friction cycles [16]. Powered brushing tools are inappropriate for the nuclear
environment because of airborne contamination risk. They require the develop-
ment of rad-hard tooling compared to an inexpensive and robust paintbrush.
Furthermore, in a complex access environment where the interaction between
humans and robots must be limited, DIY paintbrushes offer a good balance
between robustness, operational effectiveness and cost-effectiveness.

The long-term goal is to make robots autonomously remove contaminated
debris from nuclear gloveboxes. The robotic manipulator must perform com-
pliant and non-prehensile manipulation of a pile of debris from one position
to another. The sweeping process requires the manipulator to have the abil-
ity to set and control the brushing operative parameters. Several studies have
focused on compliant robotic manipulator motion control with a linear brush
tool for debris removal [4,7,9,13,14,19]. These studies contributed using con-
ventional or data-driven control and path planning approaches. However, they
do not focus on task effectiveness and are not proven effective in our condition.
Our operative condition imposes sweeping particles such as Beryllium, dust,
sand, concrete, metallic swarf and bits of plastic. Thus, to control the robot
and perform effective debris removal, the robot must set the correct operative
brush parameters according to debris type. There are significant consequences of
setting up the sub-optimal brushing parameters. For example, a high brush pen-
etration increases brush wear and reduce sweeping effectiveness [10,18]. Another
challenge in sweeping processes is the “Backward sweeping” effect caused by
debris sticking to the brush bristles. Pieces of debris stuck in the brush bristles
are reapplied to surfaces at the next sweeping travel, decreasing the sweeping
effectiveness and making the cleaning process ineffective [10,18].

The paper builds on the research on robotic debris removal effectiveness
by examining the operational brush condition and investigating their effect on
debris removal. The sweeping test is performed using a seven degrees-of-freedom
robotic manipulator arm equipped with a brush was used to perform the sweep-
ing. The surface to sweep is composed of polished stainless steel to match the
actual glovebox condition. Furthermore, the tests are conducted using a 3.8 cm
linear nylon brush with three debris sets. The tested debris particles set are flour,
sand and metallic swarf. Also, we choose flour for simulating hazardous debris
like Beryllium. The surface is smooth, and the debris particles are dry and easy
to remove. Thus, we limit the experiment to two operative brush parameters,
the brush angle of attack and penetration. The brush angle of attack creates a
contact surface between the brush and debris, and the brush penetration cre-
ates a bond between the brush and surface. Because the surface is smooth, the
friction between the debris and surface is considered low. The sweeping veloc-
ity (0.1 m/s) and travel (15 cm) are fixed for all the experiments. Also, this
focuses the investigation on a slow and long sweeping sliding pattern that limits
airborne contamination. This study aims to ascertain whether the tested opera-
tional brush parameter affects debris removal effectiveness regarding the type of
debris tested. In addition, this study provides data paving the way toward the
requirements for an autonomous and robotic sweeping system.
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In this paper, Sect. 2 describes the materials and methods used during this
experiment. Then in Sect. 2.1 details about the experimental setup is given, fol-
lowed by the different types of debris components (Sect. 2.2), the debris removal
task (Sect. 2.3) and the experimental methodology (Sect. 2.4). Section 3 provides
the result of the sweeping experiment for flour (Sect. 3.1), sand (Sect. 3.2) and
metallic swarf (Sect. 3.3). Then, Sect. 4 discusses the results of the debris removal
experiment. Lastly, Sect. 5 presents the main conclusions from this work.

2 Materials and Methods

2.1 Experimental Setup

Figure 1 represent the experimental setup components. The first component is
the glovebox, where the experiment consists of sweeping a 15 × 10 cm stain-
less steel flat and horizontal surface. The following components are the robotic
manipulator arms (Kinova UltraLigth Gen 3) performing the sweeping task
equipped with a 3.8 cm nylon brush. The robot manipulator arm grasps the
brush through a rigid mechanical interface (Fig. 2a). Sweeping results pictures
are captured with a Digital Single Lens Reflex Camera installed on a fixed tripod
(Canon EOS 700D). The camera is installed on top of the sweeping scene with
constant and controlled lighting conditions (Fig. 2b).

Fig. 1. Robot assisted nuclear glovebox composed of a pair of robotic manipulator (a)
holding the brush tool (b)



Effectiveness of Brush Operational Parameters for Robotic Debris Removal 297

(a) Robotic manipulator holding the brush
in the end effector (b) DSRL camera used to capture the images

Fig. 2. Robot assisted nuclear glovebox experimental setup

2.2 Debris Components

For this research, the tested piles of debris are flour, sand and metallic swarf
(Fig. 3). In addition, for health and safety reasons, the piles of debris tested in
this experiment are not the debris collected in actual operational conditions.
Beryllium oxide, a toxic material, is replaced with wheat flour as they have both
the same colour and particle size despite having different density (0.59 g/cm3

for wheat flour vs 3.02 g/cm3 for Beryllium) [12,17]. The debris chosen offers
various mechanical characteristics and properties regarding debris nature. Flour
is a compressible and cohesive product where the friction angle decrease with
pressure applied on the surface [5]. In addition, the typical particle size for
commercial wheat flour is 20µm [5]. Unlike flour, sand is a non-compressible
product and the friction angle increase with the pressure applied to the surface.
Sand has a bigger particle size comprised between 20µm to 100µm [5]. The third
debris type chosen is metallic swarf, an abrasive and rigid type of debris. We have
not assessed the average particle size for this type of debris. However, five samples
were measured, showing a particle size comprised between 0.05 to 0.7 cm. For all
debris types, we could not determine the precise friction coefficient. The tested
debris was dry, and the air relative humidity was 52% during the experiment.
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Fig. 3. Debris samples: flour, sand and metallic swarf (from left to right).

2.3 Debris Removal Task

The robotic manipulator arm performs the debris removal task, consisting of a
repeated sweeping movement following a vertical rectangle shape (Fig. 4). Also,
the robot manipulator control software comprises a sweeping waypoint generator
and a cartesian impedance controller (Fig. 6). The sweeping waypoint generator
generates the cartesian end-effector position and orientation, allowing a rectan-
gle shape sweeping task to perform. It also offers five parameter settings: sweep-
ing starting point, brush angle of attack, penetration, sweeping velocity, and
sweeping travel length. All experiments were carried out using a fixed sweeping
velocity of 0.1 m/s and a sweeping travel length of 15 cm; they were chosen to
provide a consistent and slow sweeping pattern. A slow and consistent sweeping
pattern is needed to limit the energy transferred between the brush bristles and
debris particles, thus limiting lifting force and potential airborne contamination.
Also, the brush starting point, the brush angle of attack (Fig. 5a), and the brush
penetration (Fig. 5b) are set and defined before the experiment run. During the
experiment, the brush angle of attack is set to 70, 80 and 90◦ on the sweep-
ing waypoint generator. As the brush angle of attack modification affects the
sweeping pattern and brush penetration, they were adjusted simultaneously to
reach the desired starting point and brush penetration value. The brush pene-
tration was set to 0, 0.5 and 1 cm, and the verified a posteriori. The verification
of the sweeping starting point end-effector position used a 15 × 3.8 cm frame
stuck to the glovebox surface. The control system software performs ten sweeping
movements for each experiment set before stopping. To conclude, the sweeping
pattern movement is consistent with low velocity (0.1 m/s) during all the sweep-
ing travel. As the piles of debris are pushed, we do not use the dynamical brush
property to expel debris from bristles.
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Fig. 4. Debris removal pattern

Fig. 5. Brush operational parameters

2.4 Testing Methodology

In this experiment, sweeping tests were carried out to evaluate whether the
brush angle of attack and penetration impact the debris removal rate. Before
performing the debris removal test, piles of debris are uniformly and consistently
spread to cover all the sweeping test surfaces. The brush of angle attack and
penetration was then set and verified using a ruler. Then, an experiment is
carried out with the robot performing ten consecutive sweeping movements.
After each sweep, a picture of the surface is taken and recorded on a computer.
Each experiment is repeated five time to verify the consistency of the sweeping
debris removal rate.

The sweeping effectiveness is evaluated using visual inspection with the help
of a DSLR camera positioned at the height of 60 cm from the sweeping scene.
A picture is taken after each sweeping movement, as shown in Fig. 7a. Then, for
an experiment comprising ten sweeping movements, 11 pictures are taken. After
the sweeping test, the debris removal effectiveness is calculated. Figure 7b illus-
trate the image process pipeline allowing us to determine the Debris Removal
Effectiveness (DRE). Each image is processed using a Matlab script performing
the following action: crop the image to the cleaning frame, perform a greyscale
transform (0–255), perform a brightness and contrast adjustment, count the pixel
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Fig. 6. Debris removal control scheme

considered as part of debris and finally calculate the Debris Removal Effective-
ness. The brightness and contrast were adjusted for sand and metallic swarf to
render the debris as dark pixels and the surface white. Pixels under a 70 greyscale
level were considered debris. The brightness and contrast were adjusted in the
flour case to render the flour particle white and the surface darker. Pixel-level
above a 200 greyscale level was considered debris. The Matlab script calculates
the Debris Removal Effectiveness (DRE, Eq. 1) by calculating the ratio of clean
area pixels over the total number of pixels for each picture on an experimental
set.

DRE = (
TP − DP

TP
) ∗ 100 (1)

Hence all Debris Removal Effectiveness is calculated for all pictures in an exper-
imental set; we want to verify result consistency. Then, we calculate the mean
(Eq. 2) and standard deviation (Eq. 3) for each iteration sweep regarding the five
experimental repetitions set such:

MDREi =
1
n

n∑

j=1

DREj (2)

σi =

√√√√ 1
n − 1

n∑

j=1

(DREj − MDREi)2 (3)
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With n corresponding to the number of sweeping tests performed, five times
in our case, it corresponds to the sweeping index in a sequence of consecutive
sweeping.

(a) Debris Removal Operation Process

(b) Data Processing Pipeline

Fig. 7. Debris removal operation process and data processing
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3 Result and Analysis

3.1 Flour Debris Removal

Figure 8a presents the mean debris removal effectiveness regarding the number
of consecutive sweepings for an angle of attack of 70◦ and with a penetration
of 0 cm, 0.5 cm and 1 cm. Despite having different brush penetration, the mean
debris removal effectiveness results are very close and fluctuate around an aver-
age value of 99.6%. The fluctuation of mean debris removal effectiveness results
from backward sweeping, which also increases the variability of results in any
case. As a large brush surface is in contact with the debris, the debris par-
ticles get caught in the brush bristles and reapplied to the surface. The first
sweep catches a large amount of debris on this angle of attack configuration.
The metallic swarfs are expelled from the bristles on the next sweeps, thanks
to the brush deflection property. After ten consecutive sweeps, the mean debris
removal effectiveness attains 99.86% with 1 cm penetration, 99.61% with 0.5 cm
penetration, and 99.62% with 0 cm brush penetration.

Figure 8b presents results for a brush angle of attack of 80◦ with 0 cm, 0.5 cm
and 1 cm penetration. A backward sweeping of flour particles appears in any
configuration. It degrades the initial sweeping effectiveness despite very high
effectiveness at the first sweep. Also, in each configuration and after the first
sweep, the Debris Removal Effectiveness decreases until the sixth sweep. After
that, it increases as the brush deflection evacuates the debris from the bristles.
The standard deviation for the three configurations overlaps, and it is difficult to
determine the best configuration. However, the 0.5 cm brush penetration config-
uration has the least standard deviation. After ten consecutive sweeps, the mean
debris removal effectiveness attains 99.84 % with 1 cm penetration, 99.90% with
0.5 cm penetration, and 99.88% with 0 cm brush penetration.

Figure 8c presents results for a brush angle of attack of 90◦ with 0 cm, 0.5 cm
and 1 cm penetration. The best brush penetration results are the 0.5 cm and
1 cm configurations. A performance of 0 cm gives the lower performance as this
configuration offers the lower contact between the brush, the surface and debris.
The backward sweeping effect is less critical with a brush angle of attack of 90◦,
thanks to the reduced surface of contact between the brush and the debris. After
ten consecutive sweeps, the mean debris removal effectiveness attains 99.85%
with 1 cm penetration, 99.86% with 0.5 cm penetration, and 97.12% with 0 cm
brush penetration.
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Fig. 8. Mean debris removal effectiveness for flour debris

3.2 Sand Debris Removal

Figure 9a presents results for a brush angle of attack of 70◦ with 0 cm, 0.5 cm
and 1 cm penetration. In any configuration, the sweeping effectiveness after the
first sweep starts low (around 67% removal effectiveness) as the friction between
the debris and the surface makes the removal challenging. At least three sweeps
are necessary to attain a removal rate of 90%. After ten sweeps, the effective-
ness is more than 95% in any case. The backward sweeping effect causes the
performance fluctuation between the fourth and eighth sweeping. This effect
reapplies debris on the surface to clean because the angle of 70◦ induces a high
surface of contact with the brush. After ten consecutive sweeps, the mean debris
removal effectiveness attains 99.58% with 1 cm penetration, 98.83% with 0.5 cm
penetration, and 97.07% with 0 cm brush penetration.

Figure 9b presents results for a brush angle of attack of 80◦ with 0 cm, 0.5 cm
and 1 cm penetration. As it seems that the friction coefficient is high between the
building sand and the surface, the least effective configuration is given by a brush
penetration of 0 cm. A better mean debris removal effectiveness is provided by
brush penetration of 0.5 cm and 1 cm. However, the overlap of standard deviation
does not provide enough information to determine which configuration offers the
best outcome. After ten consecutive sweeps, the mean debris removal effective-



304 B. Tabia et al.

ness attains 98.65% with 1 cm penetration, 96.94% with 0.5 cm penetration, and
91.46% with 0 cm brush penetration.

Figure 9c presents results for a brush angle of attack of 90◦ with 0 cm, 0.5 cm
and 1 cm penetration. In this angle of attack configuration, the best performance
is given by a brush penetration of 0.5 cm. After ten consecutive sweeps, the mean
debris removal effectiveness attains 96.76% with 1 cm penetration, 97.14% with
0.5 cm penetration, and 95.17% with 0 cm brush penetration.

Fig. 9. Mean debris removal effectiveness for sand debris

3.3 Metallic Swarf Debris Removal

Figure 10a presents results for a brush angle of attack of 70◦ with 0 cm, 0.5 cm
and 1 cm penetration. After three sweeps, all penetration configurations make
the sweeping removal effectiveness rate fluctuate between 94% and 100% without
stabilisation and with a large standard and overlapping standard deviation. This
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phenomenon is due to backward sweeping, where the metallic swarf particles are
firmly caught in brush bristles. The backward sweeping effect is stronger with
1 cm and 0.5 cm brush penetration. After ten consecutive sweeps, the mean debris
removal effectiveness attains 99.39% with 1 cm penetration, 99.85% with 0.5 cm
penetration, and 99.89% with 0 cm brush penetration. At the end of the testing
procedure and for all operational brush configurations, the brush has metallic
swarf blocked into the bristles.

Figure 10b presents results for a brush angle of attack of 80◦ with 0 cm, 0.5 cm
and 1 cm penetration. From the first sweep, all penetration configurations make
the sweeping removal effectiveness rate fluctuate between 95% and 99% without
stabilisation and with a large standard and overlapping standard deviation. The
backward sweeping effect is stronger with 1 cm and 0.5 cm brush penetration
as the metallic swarf particles are caught within the brush bristles. After ten
consecutive sweeps, the mean debris removal effectiveness attains 98.79% with
1 cm penetration, 98.30% with 0.5 cm penetration, and 98.74% with 0 cm brush
penetration. At the end of the testing procedure and for all operational brush
configurations, the brush has metallic swarf blocked into the bristles.

Figure 10c presents results for a brush angle of attack of 90◦ with 0 cm,
0.5 cm and 1 cm penetration. After ten consecutive sweeps, the mean debris
removal effectiveness attains 98.74% with 1 cm penetration, 98.84% with 0.5 cm
penetration, and 95.09% with 0 cm brush penetration. In any configuration, the
limitation of surface contact between the brush and debris limits the backward
sweeping effect. However, this also affects the sweeping mean debris removal
effectiveness, depending on the brush penetration. A higher penetration indicates
a better contact between the brush and surface that seal potential debris leak.
At the end of the testing procedure and for all operational brush configurations,
the brush has metallic swarf blocked into the bristles. The 90◦ brush angle of
attack configuration offers a more consistent result than the 70 and 80◦ brush
angle of attack.
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Fig. 10. Mean debris removal effectiveness for metallic swarf debris

4 Discussion

For any debris type, we observe an influence of the brush parameter on the debris
removal effectiveness. Depending on the debris type and the brush configuration
parameter, debris removal effectiveness varies significantly with a more signifi-
cant influence from the brush angle of attack. In the case of flour, removing large
quantities of debris from a stainless-steel surface is easy as there is low friction
between the debris and surface. For example, an 80◦ angle of attack and a 0.5 cm
brush penetration offer 99.90% mean debris removal effectiveness after ten con-
secutive sweeps. This configuration can be considered the best for this debris
type. On the contrary, the lowest performance has been attained with a brush
penetration of 0 cm combined with a brush angle of attack of 90◦. Despite remov-
ing a 97.12% of debris after ten sweeps, this configuration is the least effective
because it does not create sufficient contact for debris removal. The brush misses
debris particles on the surface to clean. For configuration offering an angle of
attack of 70◦ or 80◦, we can observe the sweeping mean debris removal effective-
ness degradation after the first sweep. These degraded performances are due to
backward sweeping resulting from high surface contact between the brush bristle
and the small flour particle size. After the first sweep, flour debris particles are
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stuck within the brush bristle. Then, on the following sweep and during brush
deflection, the debris particles are released on the surface, causing degradation
of debris removal performance.

For sand debris, it appears that the removal of debris is more challenging
compared to flour and friction increases when an increasing compression force is
applied to the product. For all configurations, the sweeping effectiveness starts
lower than other debris types. For example, after the first sweep, the average
mean debris removal effectiveness is 73.34% for sand for all operational con-
figurations. Thereby, 70◦ brush angle of attack offers the best debris removal
effectiveness. However, the mean debris removal standard deviation overlaps and
does not allow us to evaluate the impact of brush penetration on debris removal
effectiveness.

The metallic swarf is the most challenging debris type despite being easy
to remove. It has a thread shape combined with abrasiveness and rigid prop-
erties. Metallic swarf can quickly get stuck into the brush bristles, resulting in
backward sweeping. Unlike debris like flour or sand, the operational condition
that offers the best debris removal result is a brush angle of attack of 90◦ and a
brush penetration of 1 cm resulting in 99.89% effectiveness. Indeed, to limit the
backward sweeping effect, it is crucial to limit the debris-bristles contact sur-
face. The debris removal effectiveness is degraded in all configurations because
of backward sweeping.

Moreover, backward sweeping is a recurring issue met with any debris. Cer-
tain operational conditions must be avoided to limit the impact of this effect.
Backward sweeping must be considered as it degrades cleaning effectiveness.
Therefore, the robot must optimise the brush-debris contact following the debris
type. Brush-Debris contact must be maximised for a non-compressible product
such as flour, moderate for non-compressible products like sand and minimised
for swarf shape debris. Alternative ways to resolve the backward sweeping prob-
lem would be to perform movement patterns with small travel lengths and use
the brush mechanical properties dynamics. Brush stiffness and compliance prop-
erties were not assessed in this study. This way, the brush is deflected to load
energy and release the energy resulting in debris expel and less debris stuck in the
bristles. The sweeping robot movement limiting backwards sweeping contradicts
the airborne limitation requirement. Then, the robot must autonomously find
the balance between limiting backwards sweeping and airborne contamination.

The result shows that in all configurations and after ten sweeps, the debris
removal effectiveness attains more than 90% for any type of debris. These results
indicate that repeating the same sweeping movement multiple times improves the
cleanliness of a surface for high friction products. For flour, 95% debris removal
effectiveness can be attained after one sweep, where four sweeps are needed in the
sand case. The debris removal dynamics attain 95% after the third sweep for the
metallic swarf. However, they have more variability because of the swarf caught
in brush bristles. Multiple sweeps can decrease the debris removal effectiveness.
Within the same condition, the effectiveness of the debris removal dynamic vari-
ation could be caused by the debris friction, size and compressibility property.
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Effective control for autonomous robots must adapt the number of sweeps to
reach a clean surface requirement. This adaptive robot control is essential to
avoid brush wear, surface attrition and backward sweeping.

For effective debris removal, the robot must adapt following the brush param-
eter (bristle length and stiffness), the debris parameter (friction coefficient, par-
ticle size, compressibility property) and the surface roughness. Knowing these
parameters would allow the robot to adapt to the environment and situation
and determine the required task and path planning.

5 Conclusion

This paper studies the effectiveness of operational brush parameters in develop-
ing an autonomous and robotic system for sweeping. Debris removal effectiveness
has been tested using a robotic manipulator on flour, sand and metallic swarf
on stainless steel. Regarding the operational brush conditions, the tested brush
angle of attacks were 90◦, 80◦ and 70◦, and the tested penetrations were 0 cm,
0.5 cm and 1 cm. The test was performed using a 7 DOF robot manipulator han-
dling a 3.8 cm nylon brush repeating a rectangle shape sweeping pattern with a
cartesian impedance controller. Sweeping debris removal effectiveness was eval-
uated using visual inspection methods.

The results show that the operational brush parameter must be adjusted
following the type of debris to remove from the surface. Firstly, for ultra-fine
particles such as flour, the best removal effectiveness is given by a moderate
angle of attack (80◦) and a moderate penetration (0.5 cm). This configuration
pressures the debris and limits the backward sweeping effect. Secondly, the best
removal effectiveness for fine particles like sand is given by the lowest angle of
attack (70◦) independently of the brush penetration. As sand seems to have the
highest friction coefficient of the tested debris, more pressure is needed to remove
the debris particle. Finally, despite being easy to remove, metallic swarf debris
necessitates a high angle of attack (90◦) with high penetration (1 cm). This type
of debris necessitates a little surface of contact between the brush and debris,
combined with a high pressure between the brush and the surface.

This preliminary study identifies the performance and issues met during the
robotic sweeping process for debris removals in the limit of the debris and opera-
tional parameter tested. However, a broader spectrum of particle size distribution
and operational brush parameters must be tested in the future. About the parti-
cle size distribution, a mix of different types of debris, including a large particle
size distribution and a mix of particle size friction, would be essential to observe
and analyse the sweeping performance. Future work must focus on two objectives
regarding the development of the robotic and autonomous sweeping system for
the nuclear glovebox. The first is the autonomous robotic optimisation of brush
parameters for debris removal. The second is autonomous path planning for bulk
solid non-prehensile manipulation adapted to the nuclear glovebox environment.
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Abstract. This paper describes a novel automatic solution for tool-
changing operations using dexterous teleoperated robots in a nuclear
glovebox. This solution can identify and locate tools in the nuclear glove-
box by visually tracking augmented reality (AR) tags online at a low
computational cost. The solution is designed in a modular manner taking
into account different practical constraints, so it can be easily adapted to
enormous existing nuclear gloveboxes. In practice, the proposed solution
is introduced to an existing robotic system including two teleoperated
lightweight manipulators in a nuclear glovebox. The experimental tests
have demonstrated the effectiveness of the automated tool-changing solu-
tion without any knowledge of the mock-up environment a priori.

Keywords: Nuclear glovebox · Vision-based control · Automation ·
Teleoperation robot

1 Introduction

The presence of severe risks to human operators is a long-term issue when using
gloveboxes to manipulate nuclear materials and wastes. The interior of a glove-
box is commonly a highly cluttered environment containing radioactive mate-
rials and contaminated tools, including corroded and sharp objects threaten-
ing to human operators [5,6]. For instance, gloveboxes being decommissioned
often contain exposed wires, cropped cables, pipes or needlesticks, all of which
may lead to lethal incidents [15]. Thus, the industry has an increasing interest
in developing robotic solutions for replacing manual operations in the nuclear
gloveboxes. However, there is not yet an automated system capable of conduct-
ing complicated in-glovebox tasks, e.g., repackaging radioactive waste canisters
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[16], demanding significant dexterity. Also, it is challenging to fit robotic manip-
ulators inside enormous existing gloveboxes, which are originally designed for
manual operations, with limited access, light and visibility (see examples in [15]).
One promising solution is to introduce teleoperated robotic systems that allow
for dexterous human-in-the-loop control. As a prototype, a teleoperated robotic
system has been developed for nuclear-glovebox operations [20]. This robotic
system integrates commercial-off-the-shelf collaborative robots with vision and
haptic feedback systems, i.e., facilitating a teleoperation system in a glovebox.
Thus, skillful human operators can remotely manipulate the robotic systems to
complete tasks in a manner similar to traditional manual operations.

In general, an in-glovebox task needs various specific tools to complete a
series of different operations, such as, radiation inspection, unfastening bolts,
cutting metallic containers, cleaning surfaces, etc., inside the confined, cluttered
interior space [12,20]. For example, an operator may require a powered handheld
cutting tool for size reduction, a near-field scanner for radiation inspection, or a
brush for cleaning surfaces, and switch between different tools in an operation.
Although human operators can easily change manual tools via natural hand
grasping and placing, it is non-trivial and technically challenging to manipulate
teleoperated robots for grasping nuclear-glovebox tools originally designed for
manual operations [13,18,20]. Motivated to achieve high operation efficiency, it
is essential to develop an effective tool changing approach that allows the robots
to easily locate and interface with any required tool with minimum operator
inputs.

Specifically, at the Los Alamos National Lab (LANL), a completely auto-
mated line has been developed for processing nuclear material in a glovebox
[10]. In detail, a 5 degree-of-freedom (DOF) robotic manipulator is installed
on an automated Moore lathe, which allows for positioning of the manipulator
above a stationary tool holding rack. The robot has a special flange compatible
with the tools’ quick-changer interfaces. Because each tool rests at a predefined
location on the rack, it is possible to preprogamme the robotic system following
fixed trajectories for changing tools automatically. However, this robotic solution
is generally designed as an embedded subsystem of the glovebox. It is neither
cost-effective nor possible to fit such an automated robotic system into com-
mon nuclear gloveboxes (genuinely designed for manual operations). Moreover,
regarding a common nuclear glovebox fitted with a highly dexterous teleoperated
system like [20], it is infeasible to introduce quick changers to the robot flanges.
This is because the relatively high weight of quick-changer interfaces will reduce
the manipulation capability of the telemanipulators (each fitted into gloveboxes
via a standard 6 or 8 in. hole [21]) with limited payloads. Also, it is difficult to
fit manual operation tools in various shapes with quick changer interfaces. On
the other hand, clearly, the use of a tool-managing rack is an effective approach
to organise various kinds of tools inside standard gloveboxes.

In the nuclear industry, it is common to add vision-based control functions
into existing robotic manipulation systems, motivated to enable new function-
alities, e.g., [1,8,14]. Rather than introducing an additional system (similar to
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[10]) into standard gloveboxes, a potential solution for automatic tool-changing
is to automatically grasp and place tools via different vision-based approaches.
In [8], a surface construction algorithm is developed to use stereo-camera data
for building the geometric data of unknown objects in 3D. The constructed 3D
models can then be interrogated to find suitable grasp points. This offers an
online decision-making approach for an industrial manipulator to grasp nuclear
wastes in unknown shapes. However, depending on a series of user-defined cri-
teria, this vision-based approach leads to variable grasp locations for the same
grasping task, i.e., yielding a lack of automation and repeatability. Differently, in
[1], depth cameras are used to measure the geometric point clouds of objects in a
glovebox. The geometric data is then used for classifying the type of each object
according to a trained classification database. The robotic manipulator will then
grasp an object at specific positions that are predefined for every type of objects.
Although this approach guarantees the repeatability of grasping motions, the
classification of in-glovebox tools in various shapes is a non-trivial task requiring
extensive data-processing to get reliable results from large databases.

An alternative, repeatable vision-based control approach is to use augmented
reality (AR) tags to guide automated robotic motions. Specifically, an AR tag
is an encoded fiducial marker that can be extracted from live camera feeds at
a low computational cost. Thus, a vision-based system can efficiently track the
AR tags, which can be attached to landmarks in an environment or objects to be
manipulated. For example, an AR tracking method is utilised to track the posi-
tional and rotational data of mobile robots accurately in [7]. In a nuclear glovebox
application, the position of a hand is AR tracked using the RGB-D data from a
fixed camera in [19]. This allows for optimising automated collision-free motions
of a robotic manipulator sharing the same workspace with the human hand. It
can be seen that AR tracking methods can be used to develop a vision-based
control approach for automated grasping and positioning operations, although
no similar solution has yet been developed for operations in nuclear gloveboxes.

This paper presents a novel vision-based solution for changing tools automat-
ically at high efficiency using robotic manipulators in nuclear gloveboxes. The
primary focuses are to develop the essential mechanical components and robotic
system design, taking into account the constraints and considerations in the
associated nuclear-industry practice. These considerations lead to the creation
of a generic solution suitable for different nuclear gloveboxes. Another focus here
is to describe how the functional software modules are adopted, motivated to
implement a robust solution at a low-computational demand.

Specifically, a compact mobile tool management rack is designed for organ-
ising various tools inside gloveboxes. Two mechanical interfaces are designed
to introduce a special kind of mating interfaces to various types of tools for
nuclear glovebox operations. The modified tools therefore can be placed on and
taken from the management rack using robotic manipulators at ease. Benefiting
from these special mechanical designs, a novel vision-based control solution is
developed integrating various functions in the robot operating system (ROS)
environment. The solution processes the native RGB data from cameras provid-
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ing fixed views in a glovebox. Each tool loading and unloading position is AR
tagged, so they can be located and managed online by the vision-based robotic
control system. This allows for automatically planning and manoeuvring of the
robotic manipulators in a glovebox for loading and unloading an objective tool.
The effectiveness of the proposed automatic solution has been demonstrated in
practice using a mock-up nuclear glovebox. The mock-up setup consists of two
teleoperated manipulators similar to [20].

2 Practical Design Considerations

In the nuclear industry, gloveboxes vary dramatically in size and shape as well
as in intended applications. Motivated to develop a generic solution compatible
with different gloveboxes, it is essential to design the automatic tool changing
system with high flexibility. The system design needs to take into account a
variety of important practical considerations as follows.

The first major consideration is that gloveboxes likely contain a variety of
semi-permanent objects inside that are being stored or broken down (see [12]
for example). Depending on the space required for specific operations in certain
gloveboxes, there may be limited options for where the tools can be placed and
organised inside the gloveboxes. Here, a tool management rack is adopted to host
tools efficiently, inspired by the concept of using a tool rack in [10]. Motivated
to guarantee high flexibility of the solution, the management rack needs to be
mobile and able to be positioned freely inside different gloveboxes. Therefore, the
rack can be moved to any position resulting in maximum operation efficiency.

Secondly, the size and shape of the mobile tool rack need to be designed care-
fully, because there are very limited approaches for transferring equipment into
and out of the glovebox’s interior workspace. The common approach for post-
ing tools into or from a glovebox is through one or several antechamber ports
located on the glovebox sides. An antechamber is typically designed with small,
well-sealed doors in order to isolate the hazardous interior from the external
ambient environment. This means that the tools and the associated manage-
ment rack need to be small enough for being transferred through the standard
antechambers.

Considering the size limitations of the glove ports or the antechambers, it
is also challenging to accommodate robotic manipulators that can fit inside
gloveboxes. This constrains the choices of robotic manipulators that can be
introduced via standard glovebox ports (originally designed for manual opera-
tions). Despite the size limitation, the robotic manipulators need to be dexterous
enough to undertake a vast series of operations, i.e., enabling remote operations
inside gloveboxes. As a result, the dimensions and kinematic constraints of the
suitable robotic manipulators naturally imply the limitation of the manipula-
tors’ payload. Motivated to retain high dexterity, it is necessary to maximise
the operational payload of the robotic manipulators and avoid attaching acces-
sories. Thus, heavy end-effectors and common industrial tool-changing interfaces
(such as electromagnetic [2] or pneumatic [11] tool changers) are not suggested,
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because they would take up a significant proportion of the available payload.
Because a teleoperated robotic arm with a two-finger gripper has been a well-
proven design successful in teleoperation missions for thousands of hours [4], a
lightweight two-finger gripper is adopted as the end-effector. As electromagnetic
or pneumatic tool-changers are not recommended, it is infeasible to develop an
automated solution relying on quick-changer interfaces similar to [10].

In addition, the teleoperated manipulators need to be capable of interfac-
ing with (for instance grasping) the existing manual tools that are specifically
designed for processing nuclear materials. As a result, manual operations can be
easily replaced by teleoperations using the existing tools in a cost-effective man-
ner, rather than investing to develop new bespoke tools purely for teleoperations.
Helpfully, numerous tools have been designed for teleoperations over decades
[3,9], motivated to maintain nuclear-fusion reactors. These tools are designed
with special kinematic mating interfaces that are naturally radiation hardened
and capable of ensuring consistently robust tool-grasping. Because such mating
interfaces are implemented via mechanical designs, it is easy to introduce the
same interfaces to the existing in-glovebox manual tools with minimal modifi-
cations. This beneficial design concept is adopted here by using a gripper finger
design (see Fig. 4) and a gripping block design (see Fig. 2a).

Overall, the automatic tool changing solution needs a mobile tool manage-
ment rack of which the size is customisable according to the constrained access
via glovebox ports, and robotic manipulators that employ two-finger grippers
with special mechanical interfaces. The associated interfaces can be easily intro-
duced to existing manual tools for in-glovebox operations. Thus, the robotic
system can grip either the manual tools (designed for standard nuclear glovebox
operations) or the remote handling tools (developed for nuclear-fusion opera-
tions) for teleoperations. Alongside this should be an automatic control system
which allows for the changing of the gripped tool using the robotic manipulators.
This tool should be selected from a range of tools hosted on a tool management
rack in a robust and repeatable manner.

3 Tool Management Rack and Interfaces

This section presents the design of the mechanical components, as aforemen-
tioned, which are designed to facilitate the automatic tool changing solution.
Specifically, these mechanical components include a) a tool management rack for
storing teleoperation tools in a glovebox, b) remote-handling grip blocks with
special kinematic mating interfaces, and c) two kinds of tool interfaces allowing
for adding grip blocks onto different manual tools. Note that all the mechanical
components are designed according to a specific glovebox as a representative
demonstration similar to [20].

Tool Management Rack
The tool management rack (see Fig. 1a) is designed primarily following two
design considerations. Firstly, different teleoperation tools need to be stored on
the rack that could be placed anywhere inside the glovebox. Secondly, the rack
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Fig. 1. Tool rack design (a) and a photo showing a remote-handling grip hosted at a
tool rack (b).

could also be easily fed into and out of the glovebox through pre-existing transfer
ports, specifically, an antechamber in this paper. Here, aluminium extrusions are
adopted to construct a strong but lightweight supporting structure. As a result,
the structure is light enough for robotic manipulators with limited payloads to
lift and manoeuvre the rack. The use of extrusions also ensures the possibility
of customising the size of the rack, depending on the dimensional limitations of
the glovebox and its access antechamber.

The other design element is the retaining pins as highlighted in Fig. 1a. There
are pairs of retaining pins in parallel designed on the horizontal primary beam of
the rack. Each tool or grip block has one or several pairs of holes. By mating the
pair of pins and holes, it realises a stable way of hosting a tool on the tool rack as
Fig. 1b shows. This figure demonstrates how a remote-handling grip block (see
Fig. 2a and the design details below) is stably attached to a management rack.
Once a tool is gripped by a robotic manipulator successfully, the manipulator
can take/put the tool from/onto a management rack via a linear motion parallel
to the pins. Such a linear motion can easily be carried out in either a teleoperated
or automated way.

Remote-Handling Grip Block
Here, a remote-handling grip block is designed as an interface between the tele-
operated robot with different tools. Motivated to maximise the compatibility
with nuclear fusion tools, the blocks are designed following the grip design prin-
ciples that have been well established through years of teleoperation in [9]. Note
that the grip blocks here require slight modifications to be compatible with the
tool management rack. An essential modification is the addition of a pair of
through holes with lead-in angles. The chamfered holes can passively guide a
grip block being inserted into a pair of retaining pins, following the design prin-
ciples in [3,9]. This design therefore effectively reduces the required accuracy in
the robotic manipulation. As a result, the design of remote-handling grip blocks
is given in Fig. 2a. Figure 1b shows a grip block is firmly put onto a tool manage-
ment rack. Here, the bottom of the grip block is attached with a tool interface,
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Fig. 2. Gripper block design (a), tool interface design with a bolting feature (a) and
an example of using the tool interface to make a manual brush compatible with remote
handling operations (b).

which makes a manual tool compatible with remote handling operations. The
design of two kinds of tool interfaces is described as follows.

Tool Interfaces
Two types of tool interfaces are designed to introduce remote-handling grip
blocks to manual tools in different ways. Thus, various manual tools can be
converted to be compatible with teleoperated manipulators.

One tool interface design is with a bolting feature shown in Fig. 2b. One part
of this interface design contains two holes where two grip blocks can be inserted
and secured (see Fig. 2b). The other part of this interface primarily is a flat plate
with two bolting holes. Such a feature allows for bolting any manual tool with
a handle firmly. For example, a manual brush (presented as the coloured model
in Fig. 2c) is installed to a tool interface of this type.

This interface design realises a simple, reliable method of providing manual
tools with standardised grasp points for robotic manipulators. In Fig. 2b, the two
grip blocks can be attached separately for single-robot manipulation or as a pair
for collaborative manipulation. Furthermore, the rotation of these grip blocks
can be easily customised, depending on the required angle of operations or tool
configurations. However, sometimes modifications are needed for installing such
a tool interface to a manual tool. As an example in Fig. 2c, a brush with a long
handle would require the shortening of its handle and drilling of through-holes
for installing such a tool interface. Although such a modification is acceptable
for simple tools (e.g., manual brushes) with handles, this would not be possi-
ble for complex manual tools (such as the manual cutting tool highlighted in
Fig. 3b). Also, once a tool is mounted below the interface, the assembly is often
significantly long. This may lead to spatial difficulties in operational dexterity
and storage, considering the limited space in gloveboxes.

The other type of tool interfaces includes a clamping feature as Fig. 3a shows.
This tool interface design includes a hinged clamp consisting of two halves. The
internal surface of each half is rubberised filling, which provides pliancy and extra
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Fig. 3. Tool interface design with a clamping feature (a) and a teleoperated manipu-
lator holding a rotary cutting tool with this type of tool interface (b).

friction, ensuring secure clamping of the tools. This design allows for clamping
tools in various complex shapes without the need for any physical modifications.
There are three holes designed for installing remote-handling grip blocks (see
Fig. 3a). In practice, a specific tool can be clamped by such a tool interface with
one or more grip blocks, enabling efficient tool configurations. Specifically, a
manual hand cutting tool is held by a robotic manipulator as marked in Fig. 3b
as an example.

Such an interface design allows for fitting grip blocks with a wide range of
tools, such as sanders, screwdrivers, cutters and so on, which could hardly be
attached to the aforementioned bolting feature due to the presence of electronics
in their handles. Similar to the tool interface with a bolting feature, there are a
number of positions where remote-handling grip blocks can be installed at any
rotation depending on the use case of the tool. Also, it is possible to adjust the
clamping tightness and the rubber filling to change the clamping friction and
damping, i.e., resulting in stable and effective use of different tools for telema-
nipulations. The drawback of having this clamp, however, is that it contains
moving parts and joints which could be potential points of failure. Additionally,
the need for components, such as hinges and spaces for installing grip blocks,
results in a broad tool assembly.

On the tool management rack (see Fig. 4), an AR tag is stuck onto each tool
hosting position, where a remote-handling grip block installed on an operation
tool is to be placed. Because a tool can be secured on the tool management
rack by inserting an associated grip block into the retaining pins, this yields
the position and orientation of a grip block are relatively consistent w.r.t. its
hosting position as shown in Fig. 1b. Therefore, by tracking the hosting position
of an objective tool, the position and orientation of the hosted grip block can
be calculated accordingly online. As the grasping points at each grip block are
known a priori, it is straightforward to control a robotic manipulator to grasp
and then move any objective tool (hosted at the tool rack) that is always tracked
by a robot control system.
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Fig. 4. Tool hosting positions are tracked online using AR tags in the experimental
glovebox (overlaid by coloured markers in this figure). A tool hosting position is where
a pair of retaining pins matches with a remote-handling grip block. In practice, a tool
with a tool interface will have one or more grip blocks.

4 Integrated System for Automatic Tool Changing

The automatic tool changing solution is designed in a modular, highly compat-
ible manner. Thus, the integrated system can be deployed to different systems
consisting of different hardware and running in different operating system envi-
ronments. The system is integrated using the Docker software platform, which
allows for deploying software as packages in different operating systems. By
designing each function in the integrated system as an independent container
(i.e., a functional module), the integrated system can be developed and built
up in a modular way. Thus, it is possible to easily adopt suitable software for
efficiently use of specific hardware in practice, i.e., facilitating a highly flexible
system.

Here, the system is integrated using a network-based architecture as shown in
Fig. 5. The network is hosted by a ROS master, which enables and manages the
communications between interconnected hardware and containers. The overall
system primarily consists of four containers realising different functions, includ-
ing: a) a camera container to process vision-data from cameras and then pub-
lish the data to the ROS master, b) an AR-tag tracking container to process
vision-data for calculating the position and orientation information of the tracked
AR tags attached to different tool hosting positions (at the tool management
rack), c) a control system container to capture the operator inputs and use
the AR-tracked data to compute the demand positions for loading/unloading
tools, and d) a MoveIt container to compute the manipulation trajectories
based on the demand positions and then communicate with the manipulators
for motion execution. In this ROS-network-based design, the interfaces between
the containers are implemented to exchange data in fixed formats. Thus, as long
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as the same design is retained, each of these containers can be distributed and
updated independently without the need for modifying other containers.

Fig. 5. Modular control system architecture.

This system integration design is applied to the experimental set-up in
a glovebox tested in this paper. Specifically, to provide a clear view of the
workspace, two Kinect 2 cameras are placed in two top corners of the glove-
box. These cameras provide essential RGB-D data that are used for enabling
teleoperation processes in the glovebox (, for example, to realise image segmen-
tation and grasp pose synthesis in [20]). The provided RGB-D data can also be
used for implementing the AR-tag tracking function for changing the teleopera-
tion tool automatically. This avoids the need for introducing additional camera
hardware dedicated to realising the AR-tag tracking function. Although it is
challenging to introduce cameras into harsh glovebox environments, the use of
cameras is common in the nuclear industry [1,8,14]. Thus, the installation and
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calibration of cameras are not a focus here and are not necessarily discussed in
this paper.

The RGB-D vision data fed from the cameras is then integrated with the con-
trol system via the camera container. In practice, the camera container has been
tested running with different computation hardware. Here, a JETSON Xavier
System on a Module (SOM) produced by NVIDIA is recommended, guaran-
teeing a stable online image processing performance. This SOM consists of an
8-core ARM CPU and 32 GB of memory running a Linux distribution. Thus,
the camera vision can be easily processed and transmitted as multiple image
feeds and point clouds via standard Ethernet communications (see the multiple
live image feeds in Fig. 6 as an example). Note that the SOM is able to process
the camera data and provide high fidelity point clouds at improved speed and
performance, when it takes the advantage of GPU hardware acceleration.

Fig. 6. Live image feeds from glovebox cameras accessed through a ROS network.

The AR-tag tracking container is mainly implemented using a ROS package
called ar-track-alvar. Through pure image processing, the position and rotation
of any number of AR tags in the camera view can be tracked and published
online to a network for use by other functional modules. Specifically, the AR-tag
tracking function can be achieved by using either RGB-D segmentation or RGB
information only. It was assumed that using the RGB-D data could improve the
reliability of tracking AR-tags rather than using the RGB vision only, as a result
of introducing the additional depth information. However, using RGB-D data
for tracking AR tags results in highly unstable tracking performance, because
the reflections of the cluttered in-glovebox environment lead to erroneous depth
data being produced. In contrast, the software achieves a robust, stable AR-tag
tracking performance using the RGB vision data after optimising the border sizes
of the tags and configuring the certainty tolerances in the processing software.

In experimental tests, it is found that the AR-tag tracking container can
track the tags effectively online as shown in Fig. 4. Here, in the user interface,
coloured overlays are automatically generated to highlight the identified AR
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tags, motivated to assist the operator to verify the tracking performance at ease.
Also, each AR tag is assigned with an ID number, which is overlaid online on the
AR tags as Fig. 4 shows. The software, therefore, could distinguish different tags
in the environment, i.e., identifying the ID of different tool hosting locations at
the management rack. It shows that these highlighted boxes match the actual
positions and orientations of the tags well, and the tracking information agrees
with the true positions of the AR tags in practice. Note that it is trivial to adopt
a different AR-tag tracking library, as a result of the presented modular system
design. This paper focuses on proposing such a robotic control system design,
so the performance of different AR-tag tracking libraries is not investigated and
evaluated here.

The tracked tool hosting positions are then used by the MoveIt container for
planning the robot motions. After the operator gives a command, the control
system container creates a sequence of motions which move the robot gripper
for loading/unloading a tool. The MoveIt container uses built-in path planning
algorithms to calculate the robot-motion trajectories accordingly. Motivated to
ensure the repeatability of the robot motions, the important motion sequences
are all pre-programmed with respect to a relative base Cartesian frame. This base
frame is associated with the tool management rack, which can be identified by
tracking the AR tags. Therefore, the same motion sequences can be applied, no
matter how the specific position and orientation of the tool management rack are
changed in operations. These important motion sequences are the linear motions
that are to insert or extract grip blocks into or from the tool rack. Alternatively,
the control system container can send the demand gripper positions directly
to each manipulator’s API. In this case, the robot paths are computed by the
manipulator’s built-in control system, rather than using MoveIt.

In practice, it is found that using the manipulator’s built-in control func-
tions can provide a robust, smooth robot-motion performance. This is because
the MoveIt container may command the robot joints to move at a speed or accel-
eration exceeding the hardware limitations. Such a problem can be resolved by
configuring the hardware limitations in the MoveIt container. The software limits
need to be carefully adjusted w.r.t. specific manipulator set-ups or any changes
affecting the associated dynamics limitations. In summary, the flowchart Fig. 7
gives a brief overview presenting the process of how the MoveIt container and
the manipulator API are used in conjunction.

Fig. 7. Flowchart presenting how the robotic control system realises an automatic
tool-changing process.
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As a part of the integrated system, a user interface (UI) has been devel-
oped for testing the implemented control functions. The integrated system only
requires two types of commands from an operator in operations. One type of
commands is to select the objective tool to be loaded. The other type is to spec-
ify the hosting position to return a loaded tool, if there is any. This enables a
simple, efficient human-robot-interaction workflow to change tools in a nuclear
glovebox. It requires very little time and no operational experience to complete
the tool-changing motions automatically. In contrast, it often takes a skilful
operator significant attention and time to change a tool via human-in-the-loop
teleoperations.

5 Results and Discussions

The performance of the proposed vision-based tool-changing solution has been
tested using an experimental glovebox as a part of the RAIN project. Specifically,
the experimental test rig was primarily a standard glovebox with two glove ports
and one antechamber. In the glovebox, two manipulators were fed through the
glove ports that normally were for operator hand access. The manipulators can
be teleoperated via haptic feedback (enabled by two control robots) and vision
(provided by two Kinect 2 cameras as discussed in Sect. 4) feedback. The tool
management rack was placed inside the glovebox, and it hosted various tools
with the designed tool interfaces.

In practice, the bolting interfaces were introduced to a cleaning brush, a scoop
and a vacuum tube. The clamping interfaces were applied to different manual
tools, such as rotary cutting devices, glass scrapers and a radiation scanner. The
proposed solution has succeeded in loading and unloading these tools automati-
cally. As the test rig included two manipulators, it was also possible to test how
the automatic tool-changing solution could be used in a dual-robot collabora-
tion mission. Specifically, one manipulator succeeded in changing its loaded tool
automatically, whilst the other manipulator was teleoperated to hold the tool
management rack. The effectiveness of the developed solution has been tested
in the live demonstration [17] as an example.

Note that the performance of the proposed automated solution is not yet eval-
uated nor validated quantitatively. Specifically, for instance, the camera systems
have been calibrated via a manual procedure so far. The calibration accuracy
clearly affected the positioning error of the AR-tracking function. Here, an auto-
mated camera calibration procedure is recommended as a part of future work.
Further in-depth analysis, which evaluates the proposed solution’s robustness
against the calibration errors, needs to be carried out afterwards.

Significantly, this novel tool changing solution can improve the operation effi-
ciency of teleoperated systems designed for nuclear gloveboxes. Such an improve-
ment is realised by automating specific operations, which are challenging and
time-consuming to be carried out by human-in-the-loop teleoperations. Auto-
matically generated manipulator movements are more effective than the move-
ments generated by teleoperations, i.e., potentially resulting in a reduction of
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time, energy and joint wearing in the manipulators. Also, the automatic solution
can be integrated into operational routines, which need little human intervention
and change tools frequently in sequences. For example, an automatic cleaning
routine may use brushes, vacuum cleaners, and radiation scanners to clean a
fixed workspace surface after operations. A robotic system will need to change
different tools for multiple times to complete such a routine. By introducing the
proposed tool-changing solution, it is possible to automate such a cleaning rou-
tine in a completely automated manner, whereas the tool-changing operations
are typically carried out by human-in-the-loop control nowadays.

Nevertheless, the integrated system is implemented in a highly flexible and
modular way, using Docker containers and network-based structures. This makes
it easy to introduce additional devices or features to the system. For example,
when the AR-tag tracking performance using RGB-D data was tested, an addi-
tional function was used for compressing the point clouds measurements. Adding
such a new function reduces the network bandwidth spent on transmitting the
vision-data, without the need for changing any other containers. Also, the mod-
ular design allows for expanding this tool-changing solution to applications at
large scales, e.g., facilitating automatic tool management in parallel glovebox
operations employing multiple collaborating robotic arms. As a result of the
highly flexible design, the integrated system can be easily modified to adapt to
different legacy gloveboxes that already exist in nuclear facilities.

6 Conclusions

This paper presents the mechanical design and a robotic system design that
enable changing operation tools in nuclear gloveboxes. Two types of tool inter-
faces are designed to make conventional manual tools compatible with remote
handling operations. A mobile tool management rack is designed for storing
tools considering the limitations of nuclear gloveboxes. These mechanical designs
allow for robotic manipulators to automatically grasp a tool at ease and securely
manoeuvre a gripped tool. AR tags are introduced to the mechanical set up, so
that the developed integrated system can track the mechanical components and
control robotic manipulators changing tools automatically. The effectiveness of
this novel automatic tool changing solution has been demonstrated in practice.
The future work will begin with investigating the influences of different camera
calibration methods and AR-tracking algorithms on the overall efficiency and
performance.
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