FlexOS: Making OS Isolation Flexible

Document Version
Accepted author manuscript

Link to publication record in Manchester Research Explorer

Citation for published version (APA):

Citing this paper
Please note that where the full-text provided on Manchester Research Explorer is the Author Accepted Manuscript or Proof version this may differ from the final Published version. If citing, it is advised that you check and use the publisher's definitive version.

General rights
Copyright and moral rights for the publications made accessible in the Research Explorer are retained by the authors and/or other copyright owners and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

Takedown policy
If you believe that this document breaches copyright please refer to the University of Manchester’s Takedown Procedures [http://man.ac.uk/04Y6Bo] or contact uml.scholarlycommunications@manchester.ac.uk providing relevant details, so we can investigate your claim.

Download date: 29. Jun. 2021
FlexOS: Making OS Isolation Flexible

Hugo Lefeuvre\textsuperscript{1}, Vlad-Andrei Badoiu\textsuperscript{2}, Stefan Lucian Teodorescu\textsuperscript{2}, Tiberiu Mosno\textsuperscript{2}, Costin Raiciu\textsuperscript{2}, Pierre Olivier\textsuperscript{1}, Razvan Deaconescu\textsuperscript{2}, Felipe Huici\textsuperscript{3}

\textsuperscript{1}The University of Manchester  \textsuperscript{2}University Politehnica of Bucharest  \textsuperscript{3}NEC Laboratories Europe GmbH

1 Introduction

To create secure and fast software, programmers can use three main approaches offering various trade-offs between human effort, safety guarantees and runtime performance: software verification, runtime checking and hardware isolation. Today’s software statically commits to one or a combination of these approaches. At design time, systems are built around the protection ensuing from these mechanisms; changing them after deployment is rare and costly.

In operating systems, the current landscape (illustrated on Figure 1) broadly consists of micro-kernels \cite{22, 27}, which favor hardware protection and verification over performance, monolithic kernels \cite{7}, which choose privilege separation and address spaces to isolate apps, but assume all kernel code is trusted, and modern single-address space OSes (SASOSes), which dump all protection for maximum performance \cite{33}.

OS implementations are heavily interlinked with the protection mechanisms they rely upon, making changes to them difficult to implement. For instance, removing user/kernel separation \cite{34} requires a lot of engineering effort, as does breaking down a process into multiple address spaces for isolation purposes \cite{25}. This is the case despite the fact that alternative approaches can be used to provide the same guarantees. First, verification and software fault isolation (SFI) can help ensure memory isolation between separate components even if they run in the same address space, thus avoiding the need for hardware isolation \cite{17, 46}. Second, hardware isolation, SFI and runtime property checking can be used to check that certain correctness properties hold (e.g. when specified as pre and post conditions), thus relieving the user from needing to prove code correctness statically against a specification \cite{42}. Third, both software verification and protection domains can be used to ensure (a form of) control-flow integrity between components, guaranteeing that code execution starts only at well-defined entry points, without needing software runtime checks \cite{47}.

The rigid use of safety primitives in modern OSes poses a number of problems. First, when the protection offered by hardware primitives breaks down (e.g. Meltdown), it is difficult to decide how they should be replaced, and with what costs. In cases where multiple mechanisms can be used for the same task (e.g. SFI and verification), choosing the primitive that provides the best performance depends on many factors such as the hardware, the workload, etc., and should ideally be postponed to deployment time, not design time. Locking the design to a certain isolation primitive will result in poor performance in many scenarios.

Second, computer hardware is becoming heterogeneous \cite{48} and certain primitives are hardware-dependent (e.g. Intel Memory Protection Keys – MPK \cite{10}). When running the same software on different hardware, how can we minimize the porting effort while preserving safety?

Software modularization should, in principle, provide better robustness and security. Most software, including OSes, integrates modules from different sources, with various levels of trust. Unfortunately, the isolation primitives assumed by the module designers affect the way in which a module can be used, limiting its usefulness. Take, for instance, a formally verified OS subsystem: how does one go about embedding it into a larger project while still maintaining its safety properties? Clearly, if one embeds this component alongside untrusted C code, its verified properties may not hold in practice.

This leads us to the following research problem: \textit{How can we enable users to easily and safely switch between different isolation and protection primitives at deployment time, avoiding the lock-in that characterizes the status-quo?}

Our answer is FlexOS, a novel, modular OS design.
whose compartmentalization and protection profile can easily and cost-efficiently be tailored towards a specific application or use-case at build time, as opposed to design time as it is the case today. To that aim, we extend the Library OS model (LibOS) and augment its capacity to be specialized towards a given use case, historically done for performance [16, 24], towards the security dimension.

With FlexOS, the user can decide at build time which of the fine-grained OS components should be compartmentalized, as well as how to instantiate isolation and protection primitives for each compartment. FlexOS allows developers to easily explore the trade-offs than can be achieved with different isolation technologies and granularities, and to select the best security/performance profile for their use case. Concretely, our research contributions are:

- The design and implementation of FlexOS, a novel framework for effortlessly investigating performance vs. security trade-offs in operating systems.
- The identification of fundamental primitives that are needed in order to provide isolation and protection via a wide range of software and hardware-based mechanisms.
- A preliminary evaluation showing how FlexOS can be used to explore a wide array of security/performance profiles for two apps: iperf and Redis.

2 Design Overview

The goal of FlexOS is to allow developers and OS researchers to easily inspect and select different points in the security vs. performance trade-off space. Exploring such a space is far from trivial, and our aim is also to automate such exploration. Here, various strategies could be followed:

- Given a performance target and a set of predefined compartments (e.g. isolate the application and the network stack from everything else), find the combination of isolation primitives that maximizes security within a certain performance budget.
- Given a set of safety requirements (e.g. no buffer overflows), find a compliant instantiation that yields the best performance or that can run on the largest number of devices (based on the availability of hardware-based mechanisms).

Both objectives above have in common the need to describe the security attained by each mechanism, and the implications of running one software component in the same compartment as another one.

We base our design as an extension of the LibOS model [16], since LibOSes are by nature divided into fine-grained components/libraries. Our approach consists in supporting a set of hardware and software isolation mechanisms, and complementing the API of each such library with FlexOS metadata specifying 1) the expected memory access behavior of other components running in the same compartment as the library for its safety properties to hold; 2) the areas of memory this library can access in normal but also adversarial operation (for example if the library’s execution flow is hijacked); and 3) API specific information.

Such metadata are created manually for each library by its developer, a one-time and relatively low effort for the library’s author. The metadata purpose is to capture the effects upon the overall safety properties of running this library alongside other libraries in the same or in a different compartment. For instance, here is an example describing FlexOS’ provably-correct scheduler that we have implemented in Dafny [29]:

```
[Memory access] Read(Own,Shared);Write(Own,Shared)
[Call] alloc::malloc,alloc::free
[API] thread_add (...); thread_remove(...);
yield[...]
[Requires] *(Read,Own), *(Write,Shared),
*{Call, thread_add}, *
```

The description concisely specifies that (1) the library accesses its own memory and a segment shared with other libraries (e.g. its callers), that (2) it only uses functions provided by the memory allocator, (3) which functions it exposes as its API, and that (4) it expects other libraries to be able to read its own memory (but not write to it) and be able to write in shared memory.

Consider now a component written in an unsafe language, such as C, that is deemed potentially unsafe (perhaps due to variable-length writes to a buffer that cannot be proven safe statically); its description will read:

```
[Memory access:] Read(*); Write(*).
[Call:] *
```

This specification simply outlines that the control/data flow of this component may be hijacked at runtime, resulting in arbitrary code execution/memory access. Since there is no Requires clause, this means other libraries should not be prevented from writing to memory owned by this library.

Given two libraries and their metadata, we now have enough information to automatically decide whether they can run in the same compartment. If both libraries have no Requires clause, the answer is yes. If any of the libraries has such clauses, each clause can be automatically checked in the presence of the other library. In our example above, for its verified properties to hold, the scheduler expects others to only read, not write, to its own memory. The C component, on the other hand, could write to all memory that it has access to (in its compartment) - thus breaking the expectation: as a result, these two libraries cannot be run in the same compartment.

Armed with information about pair-wise incompatibility, selecting the smallest number of compartments in a FlexOS image can be reduced to the classical graph coloring problem: each library is a vertex, and an edge connects two incompatible libraries. Graph coloring assigns the smallest number of colors to the vertices of a graph such that no two adjacent vertices have the same color. For
each color, we will instantiate a separate compartment that holds the libraries that have been painted with that color. In the worst case where all libraries have conflicts, each library will be instantiated in its own compartment.

**When to Enable SFI?** In certain cases, it is preferable from a performance or deployment point of view to use runtime checks (CFI [2], DFI [3, 8], etc., grouped in the rest of this paper under the SFI term) instead of multiple compartments – possibly only for a subset of the system/compartment.

To automate the process of selecting SFI mechanisms, we first create in FlexOS a machine-readable description of the impact each SFI technique has on the safety behavior of a library. This is a transformation that takes as input a library definition and outputs a changed definition describing the safety behavior of the library when the SFI technique is enabled.

For control-flow integrity, the transformation is simple: libraries that previously declared Call(*) are transformed into Call(func. list) where the list of functions is populated via a standard control-flow analysis of the library. For data-flow integrity, the transformation is similar: if the data flow graph of a library shows that all its writes are to its own data, Writes(*) will be transformed to Writes(Own); other SFI techniques are handled similarly. To enumerate feasible deployments with SFI, we proceed as follows: 1) for each library that writes to all memory, enable DFI / ASAN; 2) for each library that can execute arbitrary code, enable CFI.

The result of this step will be a list of libraries that have two versions: one with SFI, and one without. We then iterate through all combinations of such library versions and run the graph coloring algorithm described above. This will result in as many colorings as there are possible combinations of libraries. Consider our example above: the unsafe C library will have two versions now, one with SFI and one without SFI. When put together with the scheduler in the same image, the SFI version will be able to share a compartment with the scheduler, while the original version will require a separate compartment.

**Handling pre and post conditions.** The approach we took to handling memory access requirements can also be applied to pre-conditions that certain API functions may request to be true when called. In this case, FlexOS can automatically check whether the pre-conditions always hold on call (based on a static analysis of the call graph); if they don’t, runtime checks should be added to ensure they do hold. In our current prototype we add these checks manually in our scheduler code; in future work we intend to explore ways of deriving this automatically.

**FlexOS Architecture.** FlexOS is based on a modular LibOS (Unikraft, a unikernel framework [28]) and allows fined-grained OS software modules to be placed in compartments (see Figure 2). Note that the granularity of such modules is much more fine-grained than that of traditional microkernel/multiserver OSes. Compartment in FlexOS are separated via gates which are made up of the API each compartment exposes. The gates also implement isolation between compartments, and can leverage different isolation mechanisms depending on the available hardware (e.g. protection keys [10, 12], capabilities [49]) or software (e.g. CFI or ASAN).

Gates are instantiated at link time based on the requirements provided by the user or automated tools. Implementations vary from cheap function calls all the way to expensive RPC across VM boundaries. Depending on the chosen gates, the compartments will be running in the same protection domain or in different ones. Further, each compartment can be individually hardened by using SFI without requiring code changes.

FlexOS leverages Unikraft’s micro-library granularity (e.g. a scheduler, a memory allocator or a message queue are all micro-libs) but replaces each micro-lib’s standard function-call based API with call gates. In the porting process, developers replace cross-micro-libs function calls with gate placeholders. Once replaced by a particular implementation in the linking stage, gates take care of executing the function call in the foreign compartment, and of copying the return value back. Programmers do not need knowledge of the internal functioning of gates; all gates are exposed by the same, simple API:

```c
rc = listen(sockfd, 5); // before porting
uk_gate_r(rc, listen, sockfd, 5); // after porting
```

Programmers also annotate data shared with other micro-libs so that they are allocated in shared areas according to the compartmentalization graph.

FlexOS’s build system extends Unikraft’s to allow specifying how many compartments the resulting image should have, how they should be isolated, and whether SFI techniques should be applied to one or multiple of these. Using this information, FlexOS’s builder generates the required protection domains (one per compartment) and replaces the call gate placeholders with the relevant code. For libraries in the same compartment, it replaces the call gates with direct function calls. For inter-compartment crossings, it uses the appropriate gate for switching protection domains: in our example in Figure 2, we have three separate compartments.

Using our basic primitives, a developer can easily
experiment with various isolation techniques to find the fastest implementation for a given task. We show, via experiments in §4, how we can create several networking images that do not trust the networking stack, with vastly different performance and security characteristics.

3 Implementation Prototype

To demonstrate its practicality, we implement a prototype of FlexOS on top of Unikraft v0.4 [43] in 1.5K LoC. Gate support is provided by two isolation mechanisms, referred to as isolation backends: Intel MPK and VM (EPT) isolation. SFI support is available with CFI, ASAN, etc. We ported a subset of the Unikraft micro-libraries to FlexOS, manually created compartment specifications and identified shared data to showcase the trade-offs FlexOS enables; implementing the automated approach to defining compartments is left as future work.

Intel MPK Backend. Intel MPK is a mechanism providing low-overhead intra-address space memory isolation [1, 5, 41] at the granularity of a page. Our MPK backend places each compartment in its own MPK memory region, including static memory, heap, stack, and TLS. MPK permissions for the thread executing on a core are held in a register named PKRU. Since any compartment can modify its value, the MPK backend has to prevent such unauthorized writes; it can do so via static analysis [44], runtime checks [20] or page-table sealing [33].

In addition, the MPK backend introduces isolation requirements for the scheduler and the Memory Manager (MM): the scheduler holds the value of the PKRU for threads that are not currently running, and so its memory is as critical as the PKRU register itself. The MM’s domain includes the page-table holding the mapping between pages and protection domains. This implies that the scheduler and MM have to be trusted when using MPK. In our implementation we use a provably correct scheduler implemented in Dafny, and we can also use SFI to harden schedulers/MMs implemented in C.

Our MPK backend supports two types of gates. In the shared-stack gate, heap and static memory are isolated and only shared data is accessible from all compartments in dedicated heap/static memory segments. Thread stacks are located in a domain shared by all compartments. This gate is similar to ERIM’s [44]. With the switched stack gate, the heap, stacks, and static memory are all isolated. There is one stack per thread per compartment and the stack is switched at domain boundaries. Parameters are copied to the target domain stack, and shared stack data is placed on a shared heap. This gate is similar to HODOR’s [20].

VM-based Backend. Many works use virtualization to support isolation within a kernel [31, 36, 37, 50]. VM-based isolation provides strong security guarantees and is widely supported, at the cost of higher overhead.

Our build toolchain generates one VM image per compartment. Images contain the minimum set of micro-libraries necessary to run the VM independently (platform code, memory allocator, scheduler), along with a thin RPC implementation based on inter-VM notifications and a shared area of memory for shared heap/static data. It is mapped in all compartments (VMs) at an identical address so that pointers to/in shared structures remain valid. Compartments do not share a single address space anymore, and they run on different vCPUs. Hence, each compartment needs its own memory allocator and scheduler and so these have to be trusted. Our VM-based isolation backend is currently based on Xen, with KVM support underway.

SFI Support. FlexOS’s SFI support is modular: we can apply hardening mechanisms per compartment (not system-wide), allowing for fine-grained protection and performance trade-offs. For example it is possible to apply SFI only to components that interact directly with the outside world, such as the network stack. Our implementation supports KASAN, Stack protector and UBSAN on GCC, and CFI and SafeStack under clang. A key requirement for SFI is the ability to have a separate memory allocator per compartment: as many SFI techniques instrument malloc, using a single global allocator would result in the entire system paying the cost of the instrumented allocator. FlexOS can be configured to use separate memory allocators per compartment to avoid such overheads when only a subset of compartments are hardened.

4 Preliminary Results

We studied the performance impact brought by a number of FlexOS’ configurations for two apps: an iperf server and Redis. We aim to confirm that FlexOS allows easy exploration of a wide design space of security/performance trade-offs: each configuration is obtained by setting a few options and recompiling the LibOS against the app sources. Both apps were manually ported to the prototype, though most of this process should be easy to automate. Experiments were run on a Xeon 4110 (2.1 GHz) with 32GB of RAM.

Safe iperf. In our first test, we created an iperf server where an untrusted network stack is isolated from the rest of the OS image. We test three configs: 1) two compartments with MPK, one for the stack and one for rest of the OS; 2) separate VMs for the two compartments; 3) A single compartment, with SFI applied only to the network stack.

Performance results as measured by an iperf client are shown in Fig. 3. At the server side, we vary the size of the buffer passed to recv. With SFI and MPK, for small buffers there is a non negligible slowdown (2x to 3x). However, these solutions catch up quickly to the baseline, yielding similar performance starting at 1KB buffer size. Xen’s numbers are lower due to Unikraft not being optimized for this hypervisor; still, we observe that the payload needs to be larger for the VM backend to catch up to the baseline, 32KB, due to increased domain switching costs. These
Results show that the performance impact of various protection mechanisms depends on the workload, so locking into a protection mechanism at design time is suboptimal.

**iperf: Fine-Grained SFI.** The modular design of FlexOS allows us to enable/disable SFI at micro-library granularity. We launched iperf with a variable number of FlexOS’ components running with SFI: the network stack, the scheduler, the standard C library (LibC), and the rest of the system including iperf itself.

Results are in Table 1. The performance impact strongly depends on the component running with SFI: the scheduler brings a 1% overhead while the LibC has a 2.3x slowdown. Interestingly, the slowdown with SFI for the network stack is low (6%). SFI for the entire system has a 6x slowdown, demonstrating the benefits of FlexOS’ flexibility, useful in scenarios where components have variable levels of trust and variable performance impact when protected with SFI.

**Redis: Isolation Strategies.** We ran Redis in various scenarios. We defined 4 compartmentalization models: {network stack, rest of the system} (NW-only), {network stack, scheduler, rest of the system} (NW/sched/rest), {network stack + scheduler, rest of the system} (NW+sched/rest), and a baseline with no isolation. These demonstrate FlexOS’ capacity to manage various trust models. For MPK we ran both the shared and switched stack versions.

The results are in Figure 5. The isolation overhead depends on the number of compartments and how they communicate. Isolating only the network stack brings on average a 17% slowdown, while also isolating the scheduler brings a 1.4x (shared stack) and 2.25x (switched stack) slowdown – an increase due to the stack switch overhead. This points to frequent communication between the scheduler and the network stack, making intensive use of wait queues through semaphores. However, putting the network stack and the scheduler in the same compartment does not increase performance: this is due to semaphores being implemented in another compartment (LibC). This brings the need for further compartmentalization or redesign of the components. Similar to iperf, the isolation overhead drops significantly when the request size increases.

**Redis: SFI.** We ran Redis enabling SFI for the network stack with 1) a global allocator for the entire system and 2) a dedicated local allocator for the network stack and another for the rest of the system. The results are in Figure 4. With a global allocator, the slowdown from running the network stack with SFI is on average 1.45x. FlexOS’ capacity to easily setup a local allocator for the network stack allows us to reduce that overhead to a 1.24x slowdown. Overall, the results for Redis show that FlexOS can manage a wide range of security/performance requirements scenarios.

**Verified Scheduler.** We developed a verified cooperative scheduler written in Dafny [29]; the scheduler’s safety is given by pre- and post-conditions that are statically proven to hold by Dafny. We generate C++ code from the scheduler and integrate it in FlexOS by adding glue code. How can we embed this safely alongside untrusted code? To protect the scheduler’s memory from external writes we can either apply SFI to the rest of the unikernel or use MPK. To check that pre-conditions hold on call we integrate the checks in the glue code, and disable interrupts. In future work we will generate glue code automatically.

The context switch latency of our verified scheduler is 218.6ns, 3x slower than the C scheduler (76.6ns). This is fairly high, but Fig. 4 shows that the verified scheduler’s overhead over the C one is always below 6% for Redis.

## 5 Related Work

Previous work addressed the isolation inefficiencies of monolithic kernels by reducing the TCB through separation [4, 39] and micro-kernels [18, 22]. More recently, OSes providing security through software isolation brought by safe languages [6, 11, 23, 33, 35] have been proposed. In SASOSes, isolation has been provided with traditional page tables [9, 21, 30] and recently through intra-address space hardware isolation mechanisms [32, 38, 40, 42]. Formal verification offers deterministic security guarantees, but has trouble scaling to modern OSes’ large codebases [26, 27]. Low-overhead runtime protection mechanisms are commonly found...
in production kernels [13, 15]. However, the most
security-efficient ones [14] are only enabled for test
runs [45] due to their high performance impact.

In all, each of these approaches represents a single
point in the OS design space and lacks the flexibility of
FlexOS to automatically configure variable, fine-grained
security/performance profiles. LibrettOS [37] does allow
a LibOS to switch between SASOS and microkernel
modes, but remains limited to a small subset of the
security/performance design space. SOAAP [19] proposes
a system to explore software’s compartmentalization
space using static/dynamic analysis; however, this work
targets monotathic user-space code-bases, as opposed to
modular kernel code-bases for FlexOS.

6 Conclusion and Future Work

FlexOS provides developers the ability to mix and match
isolation primitives, be they hardware or software, which
allows creating tailor-made versions of the same app for
target workloads, with good performance and improved
security, as our experiments have shown for two apps.

This paper is only an initial exploration of the potential
benefits of FlexOS. Our future work aims to automate
checking the safety of a proposed configuration, and
searching for configurations with desired properties
automatically. This will in turn enable developers to build
robust software by mixing and matching components with
various trust levels.

TODO add Julia to the acls

References

[1] Intel® 64 and IA-32 Architectures Software Devel-

[2] Martín Abadi, Mihai Budiu, Úlfar Erlingsson, and
Jay Ligatti. Control-flow integrity. In Proceedings of
the 12th ACM Conference on Computer and Commu-
nications Security, CCS ’05, pages 340–353, New
York, NY, USA, 2005. Association for Computing
Machinery.

M. Castro. Preventing memory error exploits with
wit. In 2008 IEEE Symposium on Security and

The mils architecture for high-assurance embedded

[5] Steve Bannister. Memory tagging extension:
Enhancing memory safety through architecture,

Zhong. Theseus: an experiment in operating system
structure and state management. In Proceedings of
the 14th USENIX Symposium on Operating Systems
Design and Implementation, OSDI’20, pages 1–19.

[7] Daniel P Bovet and Marco Cesati. Understanding the
Linux Kernel: from I/O ports to process management.

Securing software by enforcing data-flow integrity.
In Proceedings of the 7th USENIX Symposium on
Operating Systems Design and Implementation,
OSDI’06. USENIX, November 2006.

[9] Jeffrey S. Chase, Henry M. Levy, Michael J. Feeley,
and Edward D. Lazowska. Sharing and protection in
a single-address-space operating system. ACM Trans.

lnw.net/Articles/643797/.

Morris. The benefits and costs of writing a {POSIX}
kernel in a high-level language. In 13th {USENIX}
Symposium on Operating Systems Design and

[12] Leila Delshadtehrani, Sadullah Canakci, Manuel
Egele, and Ajay Joshi. Efficient sealable protection

[13] Jack Edge. Kernel address space layout random-
ization. https://lwn.net/Articles/569635/,
2013.

https://lwn.net/Articles/612153/, 2014.

https://lwn.net/Articles/584225/, 2014.

[16] D. R. Engler, M. F. Kaashoek, and J. O’Toole. Exoker-
nel: An operating system architecture for application-
level resource management. In Proceedings of
the 15th ACM Symposium on Operating Systems
Principles, SOSP ’95, page 251–266, New York, NY,
USA, 1995. Association for Computing Machinery.


[18] David B Golub, Daniel P Julin, Richard F Rashid,
Richard P Draves, Randall W Dean, Alessandro
Forin, Joseph Barrera, Hideyuki Tokuda, Gerald
Malan, and David Bohman. Microkernel operating


